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Abstract Generative arti�cial intelligence (GenAI) is taking the wo rld by storm. It promises transformative opportunities for advancing
and disrupting existing practices, including healthcare. From large language models (LLMs) for clinical note synthes is and conversational
assistance to multimodal systems that integrate medical im aging, electronic health records (EHRs), and genomic data f or decision support,
GenAI is transforming the practice of medicine and the deliv ery of healthcare, such as diagnosis and personalized treat ments, with great
potential in reducing the cognitive burden on clinicians, t hereby improving overall healthcare delivery. However, Ge nAI deployment in
healthcare requires an in-depth understanding of healthca re tasks and what can and cannot be achieved. In this paper, we propose a data-
centric paradigm in the design and deployment of GenAI syste ms for healthcare. Speci�cally, we reposition the data life cycle by making
the medical data ecosystem the foundational substrate for g enerative healthcare systems. This ecosystem is designed t o sustainably
support the integration, representation, and retrieval of diverse medical data and knowledge. With e�ective and e�cie nt data processing
pipelines, such as semantic vector search and contextual qu erying, it enables GenAI-powered operations for upstream m odel components
and downstream clinical applications. Ultimately, it not o nly supplies foundation models with high-quality, multimo dal data for large-
scale pretraining and domain-speci�c �ne-tuning but also s erves as a knowledge retrieval backend to support task-spec i�c inference via
the agentic layer. The ecosystem enables the deployment of G enAI for high-quality and e�ective healthcare delivery.
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1 Introduction

Arti�cial intelligence (AI) and machine learning (ML) have long played a n important role in healthcare, forming the
methodological foundation of modern medical AI systems [1{3]. Over the past decade, the increasing availability
of large-scale medical data and advances in data-driven learning paradigms have broadened the clinical utility and
impact of AI-based systems in medicine. Building on this trajectory, generative arti�cial intelligence (GenAI) has
emerged as a transformative paradigm, creating unprecedentedopportunities for healthcare. Large language models
(LLMs) [4{7] are being applied to tasks such as clinical note synthesis and conversational assistance, while multi-
modal intelligence systems [8{15] that integrate medical imaging, electronic health records (EHRs), and genomic
data are emerging as powerful tools for sophisticated decision support. Such developments highlight the potential
of GenAI to accelerate diagnosis, enable personalized treatments, and alleviate the cognitive burden on clinicians.

While model innovation in GenAI keeps \tachytely" evolving, driven by advances in large-scale pretraining,
in-context learning, and architectural scaling [16,17], sustained progress depends on a fundamental systemic trans-
formation that treats data as coequal with models. As illustrated in Figure 1, the transformation entails a shift
from static, model-centric pipelines to evolving, data-centric ecosystems. Within such ecosystems, the performance
of foundation models depends heavily on the quality, quantity, and diversity of their data [18{21], and relies on
e�ective large-scale pretraining, domain-speci�c �ne-tuning, and retrieval-augmented generation. The trajectory of
the GPT series exempli�es this dependency, in which progressively larger and higher-quality datasets, and e�ective
prompt engineering, have resulted in better performance with relatively similar model architectures.
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Figure 1 (Color online) Evolution to co-evolving healthcare GenAI w ith a sustainable data ecosystem. (a) Static model-centric pipeline;
(b) evolving data-centric ecosystem for healthcare applic ations.

Despite the central role of data in enabling GenAI, the current medical data landscape remains highly fragmented,
heterogeneous, and siloed across institutions, modalities, and systems. Clinical data, including structured EHRs,
free-text notes, medical images, physiological signals, and genomic information, are often stored in disparate formats
with inconsistent standards, limited interoperability, and restricte d accessibility [22, 23]. This not only hampers
model training and evaluation but also limits the scalability and generalizability of GenAI applications across
real-world settings. Furthermore, annotation bottlenecks, privacy regulations, and institutional policies severely
constrain the availability of large-scale and high-quality datasets [24]. Recent e�orts [25{28] have introduced
medical foundation models pretrained on domain-speci�c corpora (e.g., PubMed1) , MIMIC 2) , or multi-hospital
imaging archives), as summarized in Figure 2. Unfortunately, many of the existing models still struggle with
incomplete supervision, data bias, and poor alignment with downstream tasks. Other emerging solutions, such as
federated learning [29, 30], synthetic data generation [31], and self-supervised representation learning [32, 33], may
be able to resolve speci�c challenges. Nevertheless, a robust, intelligent, and scalable data ecosystem for GenAI in
healthcare remains elusive.

As opposed to viewing data as a passive, one-o� input to model-centric GenAI healthcare pipelines, we advocate
a sustainable data ecosystem that co-evolves with the foundationmodels and clinical applications to enable reli-
able, scalable, and context-aware generative capabilities. To realize this paradigm, we identify three interlocking
challenges. Firstly, the inherent fragmentation and heterogeneity of medical data present fundamental obstacles to
e�ective utilization. Secondly, comprehensive data management and governance frameworks remain largely aspira-
tional rather than operational. Lastly, current healthcare systems lack the essential infrastructure for data-model
co-evolution, limiting the continual re�nement and contextual ada ptability. Overall, the translation of GenAI
from proof-of-concept demonstrations to practical clinical deployment depends fundamentally on realizing data
value through three pillars: cohesive data integration across modalities, rigorous life cycle governance frameworks,
and sophisticated infrastructure supporting data-model co-evolution. Only through addressing these interconnected
challenges can we bridge the gap between GenAI's theoretical potential and its transformative application in clinical
practice.

To explore this vision, we propose a data-centric GenAI system forhealthcare that fundamentally reconceptu-
alizes the medical data lifecycle. We positionSAGE-Health, a sustainable, adaptive, and generative ecosystem for
healthcare, which serves as a comprehensive medical data ecosystem as the foundational substrate for generative
healthcare systems, designed to sustainably integrate, represent, and retrieve diverse medical data and knowledge
sources.SAGE-Healthenables GenAI-powered operations through intelligent data management services, including
semantic vector search and contextual querying capabilities. Thearchitecture serves a dual purpose: supplying
foundation models with high-quality, multimodal data for large-scale pretraining and domain-speci�c �ne-tuning,

1) https://pubmed.ncbi.nlm.nih.gov/
2) https://mimic.mit.edu/
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Figure 2 (Color online) Evolution of GenAI for healthcare: from the p re-foundation model era to domain-speci�c medical foundat ion models.

while simultaneously functioning as a knowledge retrieval backend that supports task-speci�c inference via the agen-
tic layer. Moreover, the system incorporates a continuous improvement mechanism whereby user interactions and
application-level feedback are systematically channeled back into the data ecosystem. This feedback loop enables
dynamic data re�nement and ongoing system evolution, ensuring that data quality, model performance, and clinical
utility continuously enhance one another over time. In summary, this integration establishes a self-reinforcing cycle
that drives increasingly sophisticated and clinically relevant GenAI solutions for healthcare.

We summarize our main contributions as follows.
� We introduce a data-centric ecosystem perspective tailored to healthcare GenAI, arguing that sustainable clinical

impact fundamentally depends on how medical data are systematically integrated, governed, and continuously
evolved across the entire data lifecycle.

� Through a systematic analysis of existing studies, we identify the interlocking challenges that hinder the
translation of GenAI from proof-of-concept demonstrations to clinical deployment and distill these challenges into
concrete design principles for next-generation generative healthcare systems.

� We proposeSAGE-Health, a sustainable, adaptive, and generative ecosystem for healthcare, as a reference archi-
tecture that operationalizes the data-centric paradigm by integrating medical data ecosystems, adaptive generative
models, and agentic collaboration into a uni�ed, closed-loop system.

� We present representative case studies to illustrate how the proposed blueprint supports end-to-end generative
healthcare work
ows, encompassing task-speci�c generation, contextual retrieval and grounding, and feedback-
driven re�nement.

This article presents a conceptual and perspective-driven synthesis of GenAI in healthcare, aiming to map key
paradigms, application patterns, and system-level design considerations in this rapidly evolving �eld. Accord-
ingly, the review scope in this work is organized along two complementary dimensions: (1) foundational modeling
paradigms that underpin generative intelligence across major medical data modalities, including clinical text, phys-
iological signals, medical imaging, and multimodal integration; and (2)representative healthcare applications where
GenAI has demonstrated tangible impact on clinical work
ows, such as disease diagnosis and decision support,
medical report generation, and biomedical research.

The structure of this paper is organized as follows. Section 2 presents relevant background on the foundations
of GenAI in healthcare. Section 3 reviews existing GenAI-powered applications across key healthcare scenarios. In
Section 4, we identify critical challenges and delineate the key features central to the generative healthcare systems.
Section 5 outlines a conceptual roadmap for building GenAI-ready data ecosystems. We conclude the paper in
Section 6 with a summary of insights and future directions.
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Table 1 Glossary of key AI terms with clinical interpretations.

Term Explanation Clinical analogy

Data-centric paradigm
A system design approach that prioritizes data
quality, governance, evolution, and reuse over
repeatedly redesigning model architectures.

Comparable to hospital data governance and
quality improvement programs, where improving
data processes leads to better outcomes across
multiple clinical applications.

Data lifecycle
The end-to-end process through which clinical
data are collected, curated, stored, updated,
and reused over time.

Similar to how patient records are continuously
collected, updated, audited, and reused across
episodes of care.

Multimodal foundation models
AI models that jointly process and reason
over multiple data types, such as clinical
text, medical images, and physiological signals.

Like a clinician who simultaneously considers
imaging, clinical notes, and laboratory results
when making a diagnosis.

Cross-modal alignment
Ensuring that information from di�erent
data modalities is consistently interpreted
and integrated by the AI system.

Like reconciling radiology reports, pathology
results, and clinical notes into a coherent
patient narrative.

Semantic representation
Latent representations that capture the clinical
meaning of data beyond surface-level features.

Similar to how clinicians interpret raw
measurements or images in terms of clinical
concepts such as disease patterns or risk factors.

Retrieval-augmented generation (RAG)
A method that grounds AI-generated
outputs in retrieved external knowledge or
patient-speci�c records.

Similar to a clinician consulting guidelines or
prior patient records before �nalizing a diagnosis
or recommendation.

Chain-of-thought (CoT)
An internal reasoning process that enables
AI systems to generate intermediate steps
before producing a �nal answer.

Comparable to a clinician mentally reasoning
through di�erential diagnoses before reaching
a conclusion.

Agentic collaboration

A coordinated group of AI agents, each
responsible for a speci�c subtask, whose
outputs are integrated to support
clinical decision-making.

Analogous to a multidisciplinary tumor board,
where radiologists, pathologists, and clinicians
contribute complementary expertise that is
synthesized into a �nal care plan.

Data-model co-evolution
A continuous process in which data and models
are jointly updated based on new evidence,
feedback, and clinical use.

Analogous to iterative re�nement of clinical
protocols as new data, outcomes, and best
practices emerge.

2 Foundations of GenAI in healthcare

Many deep learning models have been proposed and deployed for healthcare, including healthcare model zoos such
as the one in Apache SINGA [20]. They have been tailored for speci�c regression or prediction tasks and are often
based on speci�c datasets. Healthcare GenAI, making use of muchlarger amounts of heterogeneous data, provides
multimodal understanding and generation across a wide range of clinical and biomedical scenarios. In this section,
we brie
y present the core building blocks of GenAI for healthcare,outlining the representative foundational models
and infrastructures that underpin its development. Figure 2 provides a partial list of healthcare foundation models,
unimodal and multimodal, proposed in recent years. For accessibility, Table 1 provides a glossary mapping key AI
terms used throughout the paper to concise explanations and clinical analogies.

2.1 Text-centric foundation models

With the advent of Transformer-based architectures, bidirectional encoder representations from transformers
(BERT) [34] have driven the rapid evolution of domain-speci�c language models for clinical text understanding.
Early e�orts, such as ClinicalBERT [25] and BEHRT [35], extend BERT-s tyle pretraining to EHRs and clinical
notes, signi�cantly enhancing capabilities in information extraction, risk prediction, and event detection. Pub-
MedBERT [26] further enhances domain semantic representation by pretraining directly on biomedical literature
from scratch, while GatorTron [27, 28] scales up both model size and training corpus, pushing clinical NLP to-
ward higher precision and broader coverage. For structured andtemporal medical data, Med-BERT [36] targets
longitudinal EHR sequences to enable dynamic health monitoring and risk strati�cation. These models leverage
Transformer [37] architectures to model complex temporal dependencies, thereby improving personalized medicine
and clinical decision support.

Beyond BERT-style encoders, a new generation of large-scale, generative medical foundation models has emerged,
shifting from bidirectional masked-language modeling to instruction-tuned, autoregressive architectures. PMC-
LLaMA [4] adapts the LLaMA framework through continual pretra ining on biomedical literature and textbooks,
achieving strong performance on medical question answering and reasoning. Med-PaLM [5] and its successor Med-
PaLM 2 [6] extend Google's PaLM [38, 39] architecture with large-scale instruction tuning, retrieval-augmented
reasoning, and ensemble re�nement, achieving state-of-the-art performance on MedQA [40] and the United States
medical licensing examination (USMLE). Recent models such as Baichuan-M2 [41] further extend text-centric
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medical foundation models by leveraging large-scale curated medical corpora and instruction tuning to improve
clinical reasoning and medical knowledge understanding.

Despite their strong performance on clinical language understanding and reasoning tasks, text-centric foundation
models exhibit inherent strengths and limitations that distinguish them from foundation models in other medical
modalities. A key advantage of text-based LLMs lies in the relative abundance and accessibility of large-scale
clinical text corpora, enabling scalable pretraining and instruction tuning with comparatively lower annotation
costs than imaging or signal-based models. This data advantage underpins their robustness in zero-shot and
few-shot reasoning across diverse clinical question answering (QA) benchmarks. However, their factual reliability
remains sensitive to incomplete or outdated documentation, and hallucinations may arise when implicit clinical
assumptions are not explicitly encoded in text. Moreover, text-centric models often struggle to faithfully represent
�ne-grained physiological or visual evidence, limiting their applicability in tasks that depend on spatial, temporal,
or quantitative signal interpretation.

2.2 Physiological signal foundation models

Physiological signal modeling has emerged as a critical component ofgenerative AI in healthcare, driven by the
need to extract clinically meaningful patterns from complex sequential data such as electrocardiograms (ECGs)
and electroencephalograms (EEGs). Recent advances have beendriven by transformer-based architectures and self-
supervised pretraining, which enable scalable, task-agnostic feature learning from large volumes of biosignals. For
example, BENDR [42] combined masked autoencoding and contrastive learning to enhance EEG representations
across tasks and paradigms, while EEG2VEC [43] jointly optimized contrastive and reconstruction losses for robust
local-global feature extraction, with the pretrained model serving as a feature extractor for downstream tasks.
Extending these ideas, ECGBERT [44] applied LLM-style masked modeling to ECGs, uncovering latent language-
like structures for diverse diagnostic tasks with minimal �ne-tuning . EEGPT [45] further advanced this paradigm
as a pretrained transformer model designed for universal EEG feature extraction, incorporating spatio-temporal
representation alignment and hierarchical processing to yield high-quality features for broad biomedical applications.

Moving toward greater generalizability, the biosignal Transformer (BIOT) [46] introduced a 
exible encoder
for cross-dataset learning, tokenizing heterogeneous biosignals(e.g., EEG, ECG, sensory data) into �xed-length
segments to improve robustness across variable formats. Similarly, the large brain model (LaBraM) [47] leveraged
vector-quantized neural codes and masked code prediction for cross-dataset EEG pretraining, achieving state-of-
the-art performance across diverse physiological signal modelingtasks.

Compared with text-centric foundation models, physiological signal foundation models o�er a more direct repre-
sentation of underlying biological processes, enabling �ne-grainedtemporal and quantitative analysis that is di�cult
to capture from textual abstractions alone. Their reliance on self-supervised and masked modeling paradigms allows
e�ective pretraining from large volumes of unlabeled biosignals, partially alleviating annotation bottlenecks com-
mon in medical imaging. However, robustness and generalization remain constrained by variability in acquisition
protocols, sensor con�gurations, and noise characteristics across institutions and devices. Models pretrained on
curated datasets often exhibit performance degradation underreal-world distribution shifts, particularly in ambula-
tory or wearable settings. Moreover, the lack of standardized representations and uni�ed benchmarks across signal
types complicates cross-dataset evaluation and clinical validation.These unresolved challenges highlight the need
for infrastructure-level support for signal normalization and provenance-aware metadata management.

2.3 Medical imaging foundation models

In the medical imaging domain, architectural innovations have driven the shift from task-speci�c solutions to
generalizable foundation models, reshaping how visual representations are learned and transferred. U-Net [48] has
played a foundational role in medical image analysis, serving both as abenchmark architecture and a building block
for many foundation models. Originally introduced for biomedical segmentation, U-Net features an encoder-decoder
structure with skip connections for precise localization from limited annotated data, making it highly adaptable
across imaging modalities. Building on this foundation, 3D U-Net [49] extends the framework to volumetric CT and
MRI. Attention U-Net [50] incorporates attention mechanisms to selectively emphasize salient regions. nnU-Net [51]
automates architecture and hyperparameter optimization, establishing a task-agnostic baseline for medical image
segmentation.

With the rise of vision Transformers (ViTs) [52], researchers have begun exploring their advantages over purely
convolutional architectures, particularly their capacity for modeling long-range dependencies and 
exible contextual
reasoning. Medical Transformer (MedT) [53] proposes gated position-sensitive axial attention to improve training
e�ciency and contextual representation for medical images. Additionally, hybrid models such as UNETR [54] and
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Swin-UNet [55] integrate transformer encoders with U-Net-styledecoders to combine global contextual reasoning
with high-resolution reconstruction. More recently, the segmentanything model (SAM) [56, 57] has emerged as
a foundation model for universal image segmentation, and its medical adaptations, such as MedSAM [58] and
Medical SAM [59, 60], are being leveraged as general-purpose buildingblocks for diverse downstream imaging
tasks. This evolution illustrates a clear trajectory from convolutional neural network (CNN)-based architectures
optimized for segmentation toward transformer-enhanced hybrids that bridge local detail and global context, laying
the groundwork for modern foundation models in medical imaging.

Overall, medical imaging foundation models excel at capturing spatially localized and morphology-rich pat-
terns that are central to diagnostic reasoning in radiology, pathology, and related specialties. U-Net variants and
transformer-enhanced hybrids bene�t from strong inductive biases for segmentation and localization, enabling ro-
bust performance under limited supervision. However, large-scaleannotation requirements, particularly for pixel-
or voxel-level supervision, substantially constrain the scalability and reproducibility of imaging foundation models
across institutions. Compared with text-based LLMs, which primarily derive robustness from large data scale, med-
ical imaging foundation models exhibit heightened sensitivity to domainshift caused by variations in acquisition
protocols and institutional practices. While promptable foundation models such as SAM [56,57] and their medical
adaptations [58{60] o�er greater task 
exibility, their generalizat ion in clinically complex or rare-pathology scenar-
ios remains insu�ciently characterized. These limitations underscore unresolved challenges in robust cross-domain
generalization and annotation-e�cient adaptation, motivating clos er integration with longitudinal patient context
and complementary multimodal signals.

2.4 Multimodal foundation models

In recent years, foundational models in the medical domain have witnessed rapid development, with multimodal
models achieving signi�cant progress in cross-modal data fusion and representation learning. Since the release
of contrastive language-image pre-training (CLIP) [61], which demonstrated the power of large-scale image-text
contrastive pretraining, multimodal learning has emerged as a central research paradigm. Building on this trend,
Flamingo [62] introduced a uni�ed architecture for handling interleaved visual and textual inputs, advancing the
design of scalable and versatile multimodal systems.

Translating these advances into the medical domain, MedCLIP [8] has emerged as a powerful tool for medical
image-text alignment, substantially improving diagnostic assistanceand EHR analysis, and laying the groundwork
for deep exploitation of multimodal medical data. The multi-granular ity cross-modal alignment (MGCA) frame-
work [9] learns generalized medical visual representations by aligning medical images and radiology reports at patho-
logical region-level, instance-levels, and disease-level through cross-attention and contrastive learning. BioViL [63]
represents another key biomedical vision{language foundation model, improving image-report alignment through
domain-adapted semantic pretraining and enhanced cross-modalrepresentation learning. To exploit the temporal
structure of medical data, such as descriptions of disease progression commonly found in clinical reports, BioViL-
T [10] extends this framework by incorporating temporal context from prior images and longitudinal reports,
enabling more accurate and context-aware performance acrossdisease classi�cation, phrase grounding, and report
generation tasks. Medical spatio-temporal (Med-ST) [11] introduces a medical spatio-temporal pretraining frame-
work that jointly models the spatial relationships in multi-view chest X -rays (e.g., posteroanterior and lateral views)
and the temporal progression captured in patients' historical diagnostic records, thereby improving the capacity of
vision{language models to leverage �ne-grained cross-view and longitudinal information for enhanced multimodal
representation learning. More recent multimodal medical foundation models further extend these capabilities to-
ward uni�ed multimodal reasoning and generation. For example, Lingshu [64] integrates diverse medical modalities
to support comprehensive clinical understanding across heterogeneous medical data sources. MedGemma [65] in-
troduces a multimodal generative framework that jointly models medical images and textual knowledge, enabling
improved multimodal reasoning and clinical report generation.

Compared with unimodal foundation models, multimodal medical foundation models o�er a more comprehensive
representation of clinical context by integrating textual narrat ives with multimodal evidence. This integration
enables richer diagnostic reasoning than text-only LLMs and mitigates some modality-speci�c blind spots of imaging-
only models. However, these gains come at the cost of substantiallyincreased data and system complexity. Large-
scale, well-aligned multimodal datasets remain scarce, expensive tocurate, and heterogeneous across institutions.
Cross-modal alignment errors can propagate through downstream tasks, reducing robustness under distribution
shift. Moreover, performance improvements observed in benchmark settings do not always translate to consistent
clinical utility, particularly in rare-pathology or longitudinal scenario s where modality imbalance is pronounced.
Collectively, these issues point to the need for principled multimodal integration strategies that balance alignment
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Table 2 Overview of GenAI applications in healthcare, highlightin g paradigms, data sources, and system-level challenges.

Application theme GenAI paradigms Data sources Comparativ e strengths Key challenges Refs.

Disease diagnosis &
decision support

LLM-QA,
LVLM-QA,

Agents/Chatbots

EHRs, clinical text,
medical imaging,

physiological signals

Supports contextual reasoning
and interactive decision support

across heterogeneous
clinical data

Patient-specific grounding and factual
reliability; limited transparency and

accountability in multi-step
reasoning; temporal coherence under

longitudinal data

[12, 67{75]

Medical report generation
& documentation

Enc-dec,
MLLM,
Agents

Medical imaging,
reports,

longitudinal EHRs

Reduces documentation
burden and improves
reporting efficiency

Statement-level faithfulness and auditability;
consistent adherence to evidence,

templates, and institutional standards;
revision-aware learning from clinician edits

[76{82]

Drug discovery &
biomedical research

Task-specific LLM,
Cross-stage Agents

Molecular sequences,
biomedical literature,

knowledge graphs

Accelerates hypothesis
exploration and cross-stage

reasoning in biomedical
pipelines

Validity gap between in-silico proxies and
experimental evidence; error compounding

in cross-stage tool orchestration;
limited reproducibility without

lineage-aware feedback

[83{88]

Multifunctional
generalist models

Multimodal Generalists,
Multi-agent Workflows

Multimodal
Medical Corpora

Provides unified support
across diverse clinical tasks

Uneven performance across specialties;
safety alignment under heterogeneous

clinical standards; limited robustness to
institution-specific patterns

[13, 14, 89, 90]

quality, robustness, and deployment feasibility, beyond sole reliance on model scaling or architectural uni�cation.

3 GenAI in healthcare applications

The rapid evolution of foundation models has established GenAI as a cornerstone for advancing healthcare appli-
cations [66]. Unlike traditional models optimized for narrow, task-speci�c objectives, GenAI leverages large-scale
pretraining, cross-modal representation learning, and generative reasoning to address complex clinical needs. These
capabilities make it particularly suitable for applications that require in tegrating heterogeneous biomedical data,
generating context-aware outputs, and adapting to diverse clinical scenarios. In practice, such strengths have driven
progress across three pivotal domains: (1) disease diagnosis anddecision support, where multimodal generative
models unify imaging, physiological signals, and clinical narratives to support decision-making; (2) medical re-
port generation and documentation, where language models automate the synthesis of structured and unstructured
records; and (3) drug discovery and biomedical research, wheremolecular and protein language models acceler-
ate hypothesis generation and compound design. The following subsections review representative e�orts in these
areas, analyzing how generative and multimodal foundation models have been developed for modern healthcare
applications, as shown in Table 2.

3.1 Disease diagnosis and decision support

Disease diagnosis presents a uniquely complex challenge in healthcare, requiring the integration of diverse infor-
mation sources, ranging from imaging and physiological signals to clinical notes and longitudinal health records.
Recent advances in GenAI have driven a wave of diagnostic tools that move beyond traditional pattern recognition,
enabling contextual reasoning and multimodal knowledge integration.

LLMs for clinical question answering. LLMs have emerged as powerful tools for clinical QA, leveraging
instruction tuning, retrieval augmentation, and chain-of-thoug ht (CoT) reasoning to provide contextually grounded
responses to complex medical queries. By integrating vast biomedical corpora and aligning with domain-speci�c
instructions, these models are capable of understanding nuancedclinical questions, synthesizing knowledge across
specialties, and generating evidence-backed answers.

These methods can be broadly categorized into general-purpose medical QA models [4{7,67,91] and specialized
medical QA models [68, 92{94]. General-purpose models aim to providebroad coverage across diverse clinical
topics, serving as versatile assistants for disease diagnosis and decision-making. BioMistral [7] leverages open-source
Mistral models [95] with biomedical continual pretraining and instruction �ne-tuning to support broad-coverage
medical QA across general clinical topics. JMLR [67] employs a jointlytrained retrieval-augmented generation
(RAG) framework, integrating LLMs with retrieval modules to acce ss clinical guidelines and domain knowledge
for medical QA. These models are designed to operate as generalistassistants, capable of handling diverse medical
queries across specialties to assist disease diagnosis and clinical decision-making. Furthermore, specialized medical
QA LLMs [68, 92{94] are being developed to address narrower clinical domains and patient populations. For
instance, PediatricsGPT [68] is a Chinese pediatric assistant LLM �ne-tuned on pediatric guidelines and case-based
dialogues, providing tailored responses for pediatric care in Chineseclinical contexts. These developments illustrate
a continuum from broad-coverage generalists to focused domain experts, highlighting how strategic pretraining and
�ne-tuning align LLMs with the nuanced demands of clinical practice.

LVLMs for diagnostic reasoning. Through cross-modal pretraining and alignment, VLMs are capableof
integrating biomedical imaging with domain-speci�c textual informat ion, thereby providing interpretable, context-
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aware diagnostic insights. For example, LLaVA-Med [96] o�ers a cost-e�cient framework for training vision{
language conversational assistants capable of answering open-ended research questions about biomedical images,
supporting 
exible diagnostic exploration.

In addition, specialized VLMs have been developed for targeted diagnostic applications, with radiograph interpre-
tation emerging as a major focus [12,69,78,97]. Knowledge-enhanced auto diagnosis (KAD) [69] integrates structured
medical domain knowledge into vision{language pretraining, aligning chest X-ray images with knowledge-grounded
radiology report representations. By incorporating ontology-based concept encoding and disease-query mecha-
nisms, KAD advances automated diagnosis for chest X-ray images by leveraging domain knowledge. CARZero [12]
replaces traditional cosine similarity-based alignment with cross-attention mechanisms and incorporates an LLM-
driven prompt standardization strategy for zero-shot radiology classi�cation, achieving state-of-the-art performance
on chest radiograph diagnostic benchmarks. Beyond radiology, VLMs are also being tailored to other clinical
specialties. For instance, OphGLM [98] extends this paradigm to ophthalmology, aligning ocular imaging with
domain-speci�c knowledge for improved diagnostic reasoning in eye disease assessment, while EchoCLIP [99] is
an LVLM for echocardiography trained on over one million cardiac ultrasound videos and expert interpretations,
enabling accurate cardiac function assessment and patient-levelreasoning across studies. More recently, emerging
studies extend this paradigm beyond static diagnostic reasoning toward generative modeling of disease progression
and longitudinal patient trajectories, often referred to as medical world models [100], enabling simulation-based
treatment planning and long-horizon clinical decision support.

Agent-based diagnostic assistants. Agent-based frameworks have recently emerged as a promising paradigm
for disease diagnosis and clinical decision support, addressing the limitations of standalone LLMs by enabling
multi-agent collaboration [101]. In these methods, agents are assigned specialized roles, such as intent recognition,
diagnostic reasoning, and treatment planning, to create a context-aware and interactive healthcare delivery process.

A growing body of frameworks underscores the potential of multi-agent systems in enhancing diagnostic reasoning
and clinical decision-making. The multi-agent system [70] simulates interactions between doctors and patients to
re�ne diagnostic reasoning, demonstrating the e�ectiveness of multi-agent collaboration in enhancing diagnostic
performance. Similarly, Ke et al. [71] developed a multi-agent framework that assigns diverse roles to LLM-driven
agents to mitigate cognitive biases in clinical decision-making, signi�cantly improving diagnostic accuracy in complex
medical scenarios. MedAgents [72] proposes a multi-disciplinary role-playing framework in which LLM agents engage
in multi-round collaborative discussions, enhancing medical reasoning and decision-making in zero-shot diagnostic
scenarios. MDagents [73] introduces an adaptive collaboration framework that dynamically assigns solo or group
roles to LLM agents based on task complexity. Moreover, agent hospital [74] simulates the full clinical work
ow using
evolvable LLM-powered agents, with its MedAgent-Zero paradigm enabling doctor agents to iteratively improve
through simulated and real-world experience, demonstrating strong generalization to real-world diagnostic tasks.
Beyond general diagnostic assistants, several frameworks target specialized clinical domains, demonstrating the
adaptability of multi-agent systems to speci�c healthcare tasks. ClinicalAgent [75] integrates large-scale domain
knowledge with multi-agent collaboration to enhance clinical trial outcome prediction. Polaris [102] focuses on
real-time patient-AI clinical dialogues, using a safety-oriented constellation of primary and specialist agents trained
on clinical care plans, regulatory documents, and simulated dialogues. These agent-based systems represent a shift
from monolithic LLMs to role-oriented multi-agent systems, embedding domain expertise within clinical work
ows.

Building on agent-based diagnostic frameworks, medical chatbotshave emerged as a prominent user-facing in-
stantiation of GenAI for interactive clinical decision support [103{105]. Enabled by LLMs and LVLMs, these
systems provide personalized conversational experiences and support complex, multi-turn queries through message-
based interaction while maintaining contextual coherence across exchanges. Recent studies have explored the
application of GenAI-driven medical chatbots across a range of disease-related healthcare scenarios, including pre-
consultation data collection [106], chronic disease management [107,108], ophthalmology [109], and mental health
support [110,111]. At the same time, accumulated evidence indicates that the clinical deployment of medical chat-
bots exposes persistent challenges in factual reliability, safety, and knowledge grounding, highlighting the necessity
of system-level designs that integrate heterogeneous clinical data, leverage longitudinal user feedback, and support
continuous model adaptation beyond static model performance.

Collectively, these advances suggest that GenAI is well-suited for disease diagnosis and clinical decision support
by unifying heterogeneous patient evidence and enabling interactive, context-aware reasoning beyond task-speci�c
pattern recognition. However, real-world deployment remains constrained by clinically salient failure modes, includ-
ing insu�cient grounding to patient-speci�c records and guidelines, and limited transparency and accountability
in multi-step decision processes. These limitations are further ampli�ed in longitudinal settings, where maintain-
ing temporal coherence across evolving patient states and institutional practices is essential. These gaps motivate
system-level designs that couple provenance-aware clinical dataintegration with evidence-linked evaluation and
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closed-loop feedback for continual calibration and adaptation.

3.2 Medical report generation and documentation

Medical reports are cornerstones of clinical care but remain a time-consuming task for healthcare provid-
ers. GenAI o�ers the potential to streamline documentation by automating the synthesis of structured and un-
structured information into coherent, contextually relevant rep orts, thereby reducing administrative burden and
enhancing communication among clinicians and with patients. Unlike models designed for disease diagnosis, which
focus on classi�cation or decision support, report generation models prioritize producing detailed content with
specialized medical terminology that documents clinical �ndings [81].

Vision{language encoder-decoder pipelines. Early approaches to report generation primarily leverage
encoder-decoder architectures that combine a visual feature extractor with a text generation module. In this
paradigm, a vision encoder (e.g., ResNet [112, 113] and ViT [114, 115])is used to transform medical images such
as X-rays, CT, and pathology into high-dimensional feature representations. These representations are then passed
to a language decoder that generates descriptive reports in natural language. Several notable studies exemplify
this paradigm. R2Gen [76] adopts a memory-driven Transformer that allows the decoder to revisit visual features,
improving consistency and coverage in generated reports. Zhanget al. [77] extended the encoder-decoder pipeline
by incorporating a graph convolutional module over disease �ndings, enabling explicit modeling of relationships be-
tween abnormalities (e.g., e�usion and cardiomegaly) and yielding moreclinically accurate reports. These methods
established the foundational blueprint for report generation, while their limitations in factual accuracy and clinical
coverage motivated the shift toward more advanced multimodal and agent-based approaches.

End-to-end multimodal large language models. Unlike earlier encoder-decoder pipelines, recent e�orts
pursue end-to-end multimodal large language models (MLLMs) thatunify visual and textual representations within
a single framework. These models aim to achieve tighter integration between medical image understanding and lan-
guage generation, thereby reducing reliance on handcrafted fusion strategies and enabling more 
exible downstream
applications. For instance, XrayGPT [78] bridges the gap between general-purpose VLMs and radiology by aligning
a medical visual encoder (MedClip) with a �ne-tuned LLM (Vicuna) an d introducing 217k interactive summaries
from free-text radiology reports, thereby equipping the model with strong visual-textual grounding. MRM [79]
uni�es radiograph understanding and report comprehension through masked record modeling, jointly reconstruct-
ing image patches and report tokens to learn transferable, knowledge-enhanced vision{language representations.
To further improve clinical accuracy in report generation, researchers have incorporated diverse strategies such as
adaptive patch-word alignment for improved explainability [80], trainin g paradigms that promote deeper incorpora-
tion of visual features into LLMs [116], and multi-view longitudinal lear ning with patient-speci�c priors [81]. These
innovations underscore the trend toward end-to-end multimodalreasoning, advancing both visual-textual alignment
and the clinical reliability of generated reports.

Agent-based medical report generation. More recently, agent-based methods represent a rapidly emerging
paradigm in the medical domain, emphasizing dynamic reasoning, planning, and interactive work
ows with external
tools and knowledge bases. In the context of radiology and broader medical reporting, agent-based systems can
function as autonomous assistants that query structured resources (e.g., UMLS, RadLex, or EHR data), validate
generated �ndings against medical guidelines, and even coordinatemulti-step reasoning pipelines. Multimodal
multi-agent RRG [117] adopts a modular design that mirrors the clinical reasoning work
ow, deploying specialized
agents for retrieval, drafting, visual analysis, re�nement, and synthesis. RadCouncil [118] follows a council-style
architecture, where agents sequentially retrieve similar cases, generate impressions, and review outputs, ensuring
that �nal reports achieve higher clarity and diagnostic reliability. To enhance explainability, CBM-RAG [119] inte-
grates interpretable concept bottleneck models with a multi-agentretrieval-augmented generation process, enabling
reports that are grounded in explicit clinical evidence. MRGAgents [82] introduce disease-speci�c agents trained on
category-focused subsets of data, e�ectively mitigating the tendency of models to over-report normal �ndings and
improving the comprehensiveness of abnormality detection. Although still at an early stage, agent-based methods
highlight a promising direction, integrating the reasoning 
exibility of a utonomous agents with the domain expertise
of medical knowledge bases to achieve more reliable, transparent,and clinically useful report generation.

Overall, these paradigms indicate that GenAI can substantially reduce documentation burden by translating mul-
timodal clinical evidence into coherent and clinically structured narratives, with agentic work
ows further improving
completeness and interpretability through retrieval, veri�cation, and re�nement. However, report generation re-
mains particularly sensitive to clinically consequential errors: even minor hallucinations, missing key �ndings, or
incorrect temporal references can propagate downstream intoclinical decisions, making factual faithfulness and
evidence alignment central bottlenecks. Moreover, existing evaluations often rely on surface-level text similarity
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metrics that correlate imperfectly with clinical utility, while real-world reporting also demands robustness to dis-
tribution shift, consistent adherence to institutional templates, and clear uncertainty signaling when evidence is
insu�cient. From a system-level perspective, medical report generation requires document-centric architectures
that ensure statement-level attribution and auditability, maintain temporal and cross-report consistency with un-
derlying clinical evidence, and support post-generation revision work
ows in which radiologist edits and institutional
reporting standards are systematically incorporated to re�ne generation over time.

3.3 Drug discovery and biomedical research

Drug discovery is a complex, multi-stage pipeline that spans from target identi�cation and validation to lead
compound generation, optimization, and clinical translation. Tradit ional approaches often require more than a
decade of e�ort and substantial �nancial investment, with high at trition rates during clinical trials. Recent GenAI
approaches are reshaping this paradigm, ranging from task-speci�c methods for individual pipeline stages to cross-
stage agent-based frameworks that enable end-to-end work
ows.

Task-speci�c drug discovery methods. A growing body of work leverages LLMs to enhance performance in
speci�c drug discovery subtasks. For example, LMFL [83] with logical feedback re�nes molecular generation through
constraint-guided reasoning, improving the quality of novel pharmacological leads. DrugAgent [84] formulates drug-
target interaction prediction as an agent-driven task, where an LLM planner collaborates with domain-speci�c tools
to iteratively search for high-performing models. DrugAssist [85] introduces an interactive optimization model that
employs human-AI dialogue to re�ne molecular properties across multiple objectives, thereby advancing molecule
optimization. CLADD [86] further extends this paradigm by adopting a multi-agent RAG framework that integrates
biomedical knowledge graphs for context-aware molecule evaluation.

Cross-stage and end-to-end agent frameworks. Beyond single-task improvements, recent e�orts emphasize
building generalizable orchestration systems that span multiple pipeline stages. DrugPilot [87] represents such an
approach by introducing a parameterized memory pool to manage heterogeneous biomedical data, enabling multi-
stage reasoning and e�cient tool coordination for generation, optimization, and property prediction. Similarly,
Solovev et al. [88] decomposed complex discovery tasks into manageable subtasks, with planner, validator, and
tool-calling agents coordinating pretrained generative models, docking algorithms, and predictive modules. These
systems achieve near end-to-end automation, demonstrating superior performance in complex real-world drug dis-
covery scenarios, such as neurodegenerative disease research.

In summary, GenAI is reshaping drug discovery and biomedical research by enabling hypothesis-driven gener-
ation and end-to-end orchestration across stages that are traditionally fragmented, thereby accelerating iterative
exploration and reducing manual coordination overhead. However, progress is limited by the validity gap between
in-silico proxies (i.e., surrogate metrics such as docking scores and predicted binding a�nities) and experimental
evidence, and by the brittleness of multi-tool pipelines where errors compound across stages. These challenges
motivate version-aware infrastructures that track tool calls, intermediate artifacts, and data lineage, coupled with
feedback loops that incorporate negative results and experimental measurements to continuously recalibrate both
agent policies and underlying generative models.

3.4 Multifunctional generalist models

Beyond task-speci�c architectures, a new class of generalist foundation models has emerged, aiming to unify di-
verse biomedical modalities and tasks within a single framework. These multifunctional systems are designed to
handle a wide spectrum of applications, including open-QA, closed-QA, and report or image generation, by jointly
leveraging domain-speci�c medical knowledge and multimodal reasoning capabilities. BiomedGPT [89] represents a
transformative approach that connects biological processes with human communication, facilitating enhanced com-
prehension of essential biological mechanisms within medical contexts. HuatuoGPT [90] introduces PubMedVision,
a collection of 1.3 million high-quality medical specimens that substantially enhances 
exibility and performance
across medical vision{language tasks. Similarly, HealthGPT [13] presents a uni�ed framework for medical vision{
language comprehension and synthesis, employing a heterogeneous knowledge adaptation methodology that yields
consistent performance gains across diverse applications.

Expanding to specialized diagnostic domains, EyecareGPT [14] incorporates an adaptive resolution system for
dynamic optimization alongside a layer-wise dense connector that e�ectively integrates multi-scale visual char-
acteristics. These innovations reveal considerable promise for advancing open research initiatives in automated
ophthalmological diagnostics. HeartcareGPT [120] develops an extensive multimodal foundation architecture fea-
turing an innovative bidirectional ECG abstract tokenization metho dology, enabling detailed electrocardiogram
analysis and interpretation capabilities.
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Overall, these models illustrate the evolution of intelligent healthcarefrom single-modality to multimodal para-
digms, from single-model to multi-agent frameworks, and from single-task functionality to truly multifunctional
generalist systems. While such generalist models can mitigate fragmentation and support coherent multimodal
reasoning across clinical work
ows, their expanded scope also ampli�es deployment challenges, including uneven
performance across specialties, more complex safety alignment under heterogeneous clinical standards, and limited
robustness to institution-speci�c practice patterns. System-level support is therefore needed in the form of modular
governance and evaluation infrastructures, and auditable continual updating as medical knowledge evolves. These
open challenges highlight that generalism in healthcare is not solely a model-scaling problem, but a lifecycle and
integration problem that demands principled data curation, monitor ing, and feedback-driven adaptation.

4 On the design of a data-centric ecosystem

In this section, we discuss the current challenges and delineate thekey features required for a data-centric ecosystem
to support GenAI for healthcare.

4.1 Challenges

Recent years have witnessed an unprecedented growth in both the volume and heterogeneity of healthcare data,
spanning structured EHRs, unstructured medical imaging, physiological waveforms, and emerging omics pro�les.
Coupled with advances in GenAI, these rich multimodal resources hold transformative potential for clinical de-
cision support, medical documentation, patient engagement, andbiomedical discovery. While these approaches
demonstrate signi�cant potential, most remain con�ned to research prototypes and struggle to achieve real-world
deployment. For example, a model that generates echocardiography summaries from imaging and waveform data
may perform well on a local research dataset, but fail in deployment due to incompatible data formats, lack of
reliable provenance tracking, or the absence of feedback loops toadapt to evolving clinical protocols. Through a
systematic analysis of existing e�orts across diverse healthcare applications, we identify three interlocking challenges
rooted in the data ecosystem, spanning static data fragmentation, inadequate dynamic management, and the lack
of infrastructures for data-model co-evolution. These structural barriers form a critical bottleneck in translating
GenAI from proof-of-concept to safe, accurate, and broadly accessible clinical practice.

4.1.1 Data fragmentation and heterogeneity

Healthcare data is inherently fragmented and heterogeneous, spanning structured EHR tables with longitudinal
lab values and coded diagnoses; unstructured clinical narratives indischarge summaries; high-dimensional imaging
modalities such as MRI, CT, and histopathology slides; continuous physiological waveforms from ICU monitors;
and emerging omics datasets from genomics and proteomics. Beyond raw data, derived resources, such as semantic
embeddings for RAG and domain-speci�c medical knowledge graphs,further diversify the ecosystem. These assets
are often stored in incompatible formats across institutions and governed by inconsistent metadata schemas, with
varying degrees of data completeness, quality, and annotation �delity depending on institutional standards and
device calibration. Multi-institutional datasets, therefore, exhib it uneven data quality and contribution balance, as
some organizations supply larger or cleaner subsets while others contribute sparse or noisy samples. Such fragmen-
tation appears not only as multi-format inconsistency but also as semantic, structural, and temporal discontinuities
that disrupt knowledge alignment and longitudinal reasoning acrossmodalities.

For GenAI systems, these discontinuities propagate along the entire pipeline. At the input level, fragmented data
reduces contextual completeness. For instance, a RAG module may retrieve laboratory results without correspond-
ing imaging evidence, yielding incomplete prompts. At the representation level, modality-speci�c preprocessing
and inconsistent annotations distort the embedding space, hindering cross-modal alignment and leading to biased
generation. At the generation level, incoherent metadata or missing temporal links cause factual inconsistencies
in generated clinical summaries, such as reporting a treatment before its documented prescription. Ultimately,
data fragmentation undermines GenAI's ability to form a uni�ed patie nt-centric understanding, erodes factual
faithfulness, and limits model transferability across clinical sites.

4.1.2 Data lifecycle management and governance

E�ective GenAI in healthcare relies not only on data availability but also on the continuous management of data
across its entire lifecycle, from acquisition and curation to utilization, monitoring, and archival. In practice, most
institutions adopt static, one-o� pipelines where data are ingested, cleaned, and frozen for model training, without
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systematic procedures for versioning, quality auditing, or periodicrenewal. Updates to clinical protocols, device
calibration standards, or labeling criteria are seldom propagated toexisting datasets, resulting in temporal inconsis-
tencies and concept drift across data vintages [121,122]. Recentconsensus e�orts in diagnostic AI [123] underscore
the importance of documenting data acquisition protocols, preprocessing steps, and dataset partitioning to ensure
transparency and reproducibility. These principles illustrate how inadequate lifecycle management undermines
traceability and regulatory assurance.

De�ciencies in data governance further amplify these lifecycle challenges. Inconsistent anonymization practices
and heterogeneous access-control policies hinder secure data sharing across institutions, while the absence of uni�ed
provenance tracking impedes accountability and interpretability. Prior analyses of clinical AI governance frameworks
have highlighted similar gaps in transparency and traceability [66, 124]. Without continuous stewardship and
harmonized oversight, generative systems rely on outdated, weakly contextualized information, compromising both
factual reliability and compliance with evolving ethical and regulatory standards.

4.1.3 Data-model co-evolution infrastructure

Current GenAI pipelines in healthcare remain largely unidirectional: data 
ow into model training, yet little
information 
ows back to re�ne the underlying datasets. Consequently, models drift away from the realities they were
designed to represent, while data pipelines remain passive recipientsrather than active participants in continuous
improvement. Empirical assessments of large hospital data networks, such as MIMIC-III [125] and the eICU
collaborative research database [126], reveal that record revisions, late entries, and retrospective corrections are
propagated only partially or after prolonged delays (often exceeding several months), illustrating how the absence
of responsive infrastructure prevents timely synchronization between data and model updates [127]. Ideally, this
feedback loop would enable models to surface systematic errors orunderrepresented patterns, prompting targeted
data enrichment or �ne-grained re-training. For instance, a radiology report generation model that identi�es
misinterpretations of rare fracture types could initiate both dataset augmentation for such cases and architectural
re�nement for improved spatial reasoning. Without such adaptive co-evolution, GenAI performance decays over
time, contextual relevance erodes, and clinical adoption stalls.

4.2 Key features

Beyond addressing present challenges, a data-centric ecosystem for generative healthcare AI should be envisioned
as a proactive, evolving foundation that treats data as a dynamic substrate for adaptive, trustworthy, and clinically
aligned intelligence. We distill this perspective into four interdependent features.

� Organized multimodal representation and interoperabilit y. At the core of the ecosystem lies the
ability to reconcile the profound heterogeneity of healthcare data. Clinical knowledge is distributed across diverse
modalities, from structured EHR tables and radiological images to continuous physiological signals and emerging
omics pro�les, each encoded in fundamentally di�erent formats and semantics. To transform these fragmented
resources into a coherent whole, data are systematically organized under standardized schemas, then embedded into
shared semantic representation spaces. Organized in this manner, multimodal data can be consistently indexed,
queried, and linked, establishing a coherent substrate on which higher-level reasoning and model adaptation can be
built.

� Semantic enrichment and contextual retrieval. Building on organized, interoperable data, the ecosystem
derives semantically enriched assets that expose latent clinical relationships and temporal dependencies. Raw records
are transformed into higher-order abstractions such as embedding vectors and temporal knowledge graphs, which
capture latent associations across patients, diseases, and modalities. These enriched resources underpin contextual
retrieval, enabling generative models to access task-relevant evidence dynamically during inference. By grounding
outputs in semantically curated and clinically aligned information, enrichment and retrieval mechanisms support
RAG, cross-modal diagnostic reasoning, and personalized decisionsupport.

� Adaptive feedback and co-evolution. A de�ning feature of a sustainable ecosystem is the capacity to learn
continuously from its own use. Feedback signals arising from clinician interactions, model performance monitoring,
and drift detection are systematically reintegrated into both data pipelines and model re�nement through concrete
mechanisms such as re-indexing, relabel audits, and PEFT refresh. This feedback loop transforms the relationship
between data and models from a one-way dependency into a bidirectional process of co-evolution: enriched datasets
enhancing model generalization while model-driven insights guide targeted data curation.

� Trustworthy and federated governance. Trust is embedded as an infrastructural property of the ecosystem
through privacy-preserving computation, provenance tracking, and continuous regulatory compliance. Transparent
auditability ensures con�dence in data use and model outputs, whilefederated infrastructures, such as our own
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Figure 3 (Color online) SAGE-Health architecture.

FALCON [30], enable multi-institutional collaboration without centraliz ing sensitive records. In combining trust-
worthiness with federated design, the ecosystem balances large-scale knowledge sharing with local custodianship,
supporting sustainable adoption in clinical practice.

4.3 Key design choices

We articulate a set of design-level criteria for assessing the e�ectiveness of a data-centric generative healthcare
ecosystem in practice that re
ect its long-term sustainability, info rmation quality, and practical impact. At the
system level, success can be re
ected in the ecosystem's ability to continuously incorporate new data, update
models, and close feedback loops in a timely and controlled manner. Atthe information level, metrics such as
retrieval accuracy, coverage, and grounding consistency provide signals of whether generative outputs remain faithful
to underlying medical evidence. Finally, at the human and work
ow level, qualitative and operational indicators,
such as clinician interaction overhead, work
ow integration friction , and proxies for cognitive burden, are critical for
evaluating whether the ecosystem delivers practical clinical value rather than additional complexity. Together, these
dimensions provide a holistic lens for assessing the real-world e�ectiveness of a sustainable generative healthcare
ecosystem.

5 Perspectives

5.1 Design of SAGE-Health

To bridge the persistent gap between GenAI prototypes and real-world clinical work
ows, we propose SAGE-Health.
The conceptual framework ofSAGE-Healthis illustrated in Figure 3. SAGE-Healthreconceptualizes the role of data
from a static, peripheral resource to a continuously evolving, intelligent substrate that co-develops in synergy with
generative models. The framework integrates three core components: (1) sustainable medical data ecosystem,
(2) adaptive medical GenAI layer, and (3) agentic collaboration layer. These three components operate in concert
to underpin the (4) healthcare application layer, enabling scalable downstream tasks such as disease diagnosis,
medical report generation, and drug discovery. By doing so,SAGE-Healthestablishes a data-centric pathway for
translating GenAI from controlled demonstrations to safe, e�ective, and widely adopted clinical practice.

5.2 Sustainable medical data ecosystem

The sustainable medical data ecosystem forms the foundational layer of SAGE-Health, designed to restructure frag-
mented medical information into a uni�ed and governable resource.It functions as an evolving infrastructure that
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curates, manages, and governs healthcare data to sustain GenAI's reliability and clinical relevance over time. We
categorize heterogeneous medical data into two interdependenttiers: raw multimodal data (e.g., EHRs, imaging,
and physiological signals) and curated semantic data (e.g., embedding vectors and medical knowledge graphs) de-
rived from it. To accommodate both, we propose a two-tier MedicalData Lakehouse architecture that preserves the
full �delity of original clinical records while enriching them into machine -interpretable formats. In multi-institution
healthcare settings, the deployment of such lakehouse architectures faces substantial non-technical barriers, arising
from uneven interoperability and institution-speci�c governance constraints. Rather than assuming unrestricted
cross-institution integration, the Medical Data Lakehouse is designed to accommodate institution-local deployment
and federated coordination, allowing it to operate within realistic collaboration and governance boundaries. Built
on top of this foundation is intelligent data management and governance, whose core consists of a data query engine
for structured and unstructured access to the aforementioned raw data tier and a vector search engine for high-
dimensional retrieval across multimodal embeddings within the semantic data tier. These engines operate in concert
to unify multimodal ingestion, semantic enrichment, and cross-modal retrieval. In healthcare contexts, governance
is critical to ensuring continuous privacy compliance with regulationssuch as HIPAA3) and GDPR4) , along with
provenance tracking that links every model output to its originatin g data, processing steps, and consent records,
maintaining a veri�able chain of custody from data acquisition to model output. Such measures not only safeguard
patient con�dentiality but also build trust in GenAI outputs, enabling their safe and sustained integration into
clinical work
ows.

The sustainable medical data ecosystem functions as the living backbone of SAGE-Health, continuously ingest-
ing, harmonizing, and semantically enriching diverse healthcare datastreams. Its operation is interwoven with
the other architectural layers, enabling both data provision and feedback-driven re�nement. With the adaptive
medical GenAI layer, the ecosystem delivers high-quality, context-aware inputs for model training, prompting, and
�ne-tuning. In return, it receives model-driven feedback (e.g., error patterns, uncertainty signals, drift detection) to
guide targeted data enrichment and pipeline adjustments. In the agentic collaboration layer, the ecosystem under-
pins RAG work
ows by providing agents with integrated multimodal re trieval capabilities. Agents can query across
structured, unstructured, and high-dimensional semantic representations, ensuring that decision-making is consis-
tently grounded in comprehensive, up-to-date evidence. The healthcare application layer closes the feedback loop
by indirectly contributing enriched real-world signals back into the data ecosystem. Clinical applications not only
consume model outputs but also produce high-value feedback in the form of user interactions, clinician corrections,
and task outcome records. These signals 
ow through the agenticcollaboration layer, where they are contextual-
ized with task metadata and provenance details before re-entering the data ecosystem. Here, the intelligent data
management and governance component performs quality control (e.g., cleaning, labeling), compliance veri�cation,
semantic integration, and re-insertion into the Medical Data Lakehouse. Through these coordinated interactions,
the sustainable medical data ecosystem operates not merely as a data provider but as a strategic orchestrator,
governing the 
ow, integrity, and contextual richness of information acrossSAGE-Health. This sustainable design
transforms data from a static asset into a continuously improving, governance-compliant foundation for adaptive
and clinically aligned GenAI.

5.3 Adaptive medical GenAI layer

The adaptive medical GenAI layer forms the intelligence core ofSAGE-Health, enabling generative models to
continuously learn, adapt, and operate in alignment with evolving clinical contexts. Its primary role is to leverage
the high-quality, context-aware data curated by the sustainablemedical data ecosystem to build and adapt models
for a wide spectrum of specialized healthcare tasks, ensuring thatgenerative intelligence remains both clinically
relevant and task-speci�c.

At its foundation lies the Foundation Model Zoo, a curated collection of large-scale pre-trained models span-
ning multiple modalities, such as LLMs for text and MLLMs for imaging and signals. These models serve as
the backbone for downstream adaptation, enabling rapid deployment across varied clinical tasks without training
from scratch. Built atop this foundation is the model adaptation hub, which provides a 
exible toolkit for tai-
loring models to speci�c healthcare scenarios. This includes zero- and few-shot prompt engineering for rapid task
generalization, parameter-e�cient �ne-tuning (PEFT) such as Lo RA [128] and extra adapters for domain-speci�c
optimization, and full supervised �ne-tuning (SFT) and architectu re-level modi�cations when deeper specialization
is required. The hub also integrates real-world feedback from the application layer, allowing continuous re�nement
through incremental learning and drift-aware re-training strategies. Complementing these adaptation capabilities

3) Health Insurance Portability and Accountability Act, Av ailable at: https://www.hhs.gov/hipaa
4) General Data Protection Regulation, Available at: https ://gdpr-info.eu

https://www.hhs.gov/hipaa
https://gdpr-info.eu
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Figure 4 (Color online) Overview of the agentic collaboration layer .

is the privacy-preserving intelligence subsystem, which embeds privacy-by-design mechanisms into all stages of
model lifecycle management. Techniques such as di�erential privacy, zero-knowledge proof (ZKP) [129], and secure
multi-party computation (SMPC) ensure that sensitive patient dat a remains decentralized while still contributing
to collective model improvement, enabling secure model adaptationand inference in compliance with stringent
healthcare regulations.

Operationally, the adaptive medical GenAI layer interacts closely with the agentic collaboration layer by exposing
adaptable model endpoints that agents can query, orchestrate, and chain within complex inference work
ows.
Through this interface, agents dynamically select optimal models and inference strategies, enabling the delivery of
accurate, context-aware outputs to a wide range of downstream tasks in the healthcare application layer. Crucially,
application-level user interactions, clinical corrections, and performance metrics are routed back through the agentic
layer, enriched with provenance and task metadata, and used to trigger incremental updates or re-training for model
re�nement. In this way, the adaptive medical GenAI layer not only serves as the execution engine for healthcare
intelligence but also as a self-optimizing module, aligning model behaviorwith evolving clinical practices and
application requirements.

5.4 Agentic collaboration layer

The agentic collaboration layer serves as the cognitive coordinationhub of the SAGE-Healtharchitecture, bridging
adaptive generative intelligence with real-world healthcare applications. It transforms raw model capabilities into
task-oriented, context-aware actions through dynamic orchestration of specialized agents, as illustrated in Figure 4.
By decomposing complex clinical objectives into executable subtasks, assigning them to the appropriate agents, and
integrating results into coherent solutions, this layer enables 
exible and auditable decision-making.

Speci�cally, the core Orchestration component governs this layer, with a task planner and decomposer that
interprets high-level clinical objectives and decomposes them intowell-de�ned subtasks with explicit dependencies,
and an agent coordination hub that dynamically allocates these subtasks to optimal agents in the expert agent
suite, ensuring seamless cooperation among diverse agent types.In particular, the expert agent suite comprises four
specialized agent classes, each designed to address distinct operational dimensions. First, the task-oriented agents
interpret domain-speci�c objectives, decompose work
ows into executable sequences, and integrate partial results
into coherent �nal outputs. They act as the bridge between abstract clinical intent and concrete multi-step execution
plans. Second, the model-oriented agents manage the end-to-end lifecycle of GenAI model utilization. They select
the most suitable model from the Foundation Model Zoo and perform model adaptation using techniques from the
model adaptation hub to meet evolving healthcare needs. Third, the data-oriented agents handle the operations with
the sustainable medical data ecosystem, performing RAG from themedical data lakehouse to provide context-rich
inputs for downstream tasks and coordinating feedback integration to enhance data quality and semantic consistency.
Additionally, the governance agents safeguard the safety boundaries of the system throughout the entire task lifecycle
progression. These agents sequentially enforce policies, audit privacy and regulatory compliance, and oversee risks,
ensuring system safety and adherence to clinical, legal, and institutional standards across the task lifecycle.

In operation, tasks from the healthcare application layer are decomposed, allocated, and executed across agents,
with outputs validated and integrated into coherent clinical responses. Two complementary feedback loops 
ow
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Figure 5 (Color online) Work
ow of SAGE-Health for radiology report generation from chest X-rays.

through the agentic collaboration layer: (1) data feedback, in which user interactions, clinical corrections, and
contextual task information are routed back to enrich and update the sustainable medical data ecosystem, and
(2) model feedback, where performance metrics, error patterns, and drift signals guide targeted model adaptation
in the adaptive medical GenAI layer. Together, these loops enable continuous re�nement of both data pipelines
and model behaviors, ensuringSAGE-Healthremains responsive to the evolving healthcare demands.

5.5 SAGE-Health in action

5.5.1 Work
ow illustration

To illustrate the operational dynamics of SAGE-Health, we consider a representative clinical scenario: generating
a medical report from a chest X-ray image. Chest X-ray report generation is a core diagnostic task in radiology,
requiring the transformation of complex medical images into structured, clinically actionable reports that integrate
visual �ndings with patient context. The end-to-end work
ow of t his process is illustrated in Figure 5, which
demonstrates howSAGE-Healthcoordinates data retrieval, model selection, and expert agents to produce accurate
and contextually grounded radiology reports, with the input chest X-ray image randomly selected from the MIMIC-
CXR dataset [130].

In SAGE-Health, this task begins in the healthcare application layer, where a clinician submits a chest X-ray
through the medical report generation & documentation interface. The request is then relayed to the agentic col-
laboration layer, where the task planner & decomposer leverage the task-oriented agents in the expert agent suite to
interpret the clinical objective and formulate a multi-stage plan: (1) accessing and aggregating the patient-speci�c
context, (2) selecting and adapting an optimal vision{language model for chest radiography, (3) generating a pre-
liminary report, and (4) validating and �nalizing the report. The agen t coordination hub subsequently orchestrates
the execution of these subtasks by delegating them to the appropriate expert agents within the suite, ensuring that
model-oriented, data-oriented, and governance functions are seamlessly integrated throughout the process.

Speci�cally, the data-oriented agents access the sustainable medical data ecosystem, leveraging vector search
engine HAKES [131] to retrieve semantically similar chest radiographycases from curated archives. The retrieved
data are then routed to the model-oriented agents, which invoke the adaptive medical GenAI layer to select an
appropriate vision{language foundation model from the Foundation Model Zoo, such as HealthGPT [13]. After an
appropriate model is selected, targeted adaptation strategies inthe model adaptation hub are realized through RAG,
a retrieval-enhanced prompting method that incorporates retrieved chest X-ray exemplars into the inference stage
to guide draft report generation. Following this step, the model-oriented agents conduct performance validation,
which may trigger targeted updates of the model. To enable such updates, the data-oriented agents query the
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sustainable medical data ecosystem via the data query engine to extract relevant clinical context (e.g., longitudinal
imaging records, prior radiology reports, and pertinent EHR segments). Leveraging this context, targeted adaptation
strategies such as PEFT are employed to optimize model performance for the present case. The updated model is
then reintegrated into the inference work
ow to generate a re�ned medical report.

The privacy-preserving intelligence subsystem safeguards patient con�dentiality during both model adaptation
and inference in chest X-ray report generation. For �ne-tuning, raw chest X-rays and clinical histories remain
within their originating institutions, where model-oriented agents conduct local feature extraction and parameter
updates inside secure execution environments. Only anonymized representations and encrypted weight deltas are
transmitted for secure aggregation across sites, enabling modelre�nement without exposing identi�able imaging or
EHR data. During the inference process, the patient's X-ray is transformed into privacy-preserving embeddings on-
site, ensuring secure report generation. Throughout this process, the governance agents operate continuously across
the task lifecycle: enforcing policy compliance during task planning, auditing privacy and regulatory adherence
during data retrieval and model adaptation, and performing risk and safety oversight before the report is released.

Moreover, this work
ow is reinforced by two complementary feedback loops. The model feedback loop is activated
through task-level performance indicators, such as diagnostic accuracy for rare thoracic �ndings, and enables tar-
geted model updates in the adaptive medical GenAI layer. In parallel, a data feedback loop operates downstream,
where clinicians' edits and diagnostic con�rmations 
ow from the healthcare application layer through the agentic
collaboration layer's data-oriented agents, which enrich them with task-speci�c context and reintegrate the curated
information into the sustainable medical data ecosystem to enhance future retrieval and semantic curation. Through
this multi-layer collaboration, SAGE-Healthdelivers high-quality, contextually grounded chest X-ray reports that
are accurate, compliant, and continuously improving.

In the chest X-ray report generation work
ow, end-to-end latency is primarily driven by (1) model inference,
especially when multiple agent calls are triggered, (2) retrieval and reranking over large corpora, and (3) clinical
system I/O, including data access and auditing. In latency-sensitive settings, the work
ow can be con�gured in a
lightweight mode by limiting agent orchestration depth, employing smaller or distilled models for initial drafting,
and constraining retrieval to a focused evidence set, while more computationally intensive veri�cation, enrichment,
and auditing steps are deferred to asynchronous execution to enable a practical trade-o� between responsiveness
and evidence integration depth.

5.5.2 Case studies on functional capabilities ofSAGE-Health

To further validate the practical value of SAGE-Health, we present case studies in chest X-ray report generation.
Through functional demonstrations of retrieval-augmented generation and data-model co-evolution via adaptive
feedback, we illustrate howSAGE-Healthtransforms data into actionable evidence and supports continuous re�ne-
ment of generative outputs.

In radiology, the ability to ground generative reports in prior clinical evidence is essential for both accuracy
and trust. Within SAGE-Health, retrieval ful�lls this role by surfacing the most relevant chest X-r ay-report pairs
from the MIMIC-CXR archive, returning a panel of top-ranked ima ges and reports that highlight overlapping
�ndings such as \pleural e�usion" (Figure 6) and provide concrete precedents for downstream generation. When
integrated into generation, this evidence directly reshapes the output. As illustrated in Figure 7, baseline reports
without retrieval tend to rely on generic or partially incomplete descriptions, whereas retrieval-augmented outputs
incorporate precise, clinically meaningful phrases that are directlytraceable to retrieved examples.

SAGE-Healthfurther advances functionality by operationalizing clinician feedback as a driver of continuous data-
model co-evolution. A common clinical scenario arises when an opacity initially read as suspicious for pneumonia
is later corrected to atelectasis based on prior imaging and clinical history. In SAGE-Health, such feedback is not
treated as an isolated correction but is systematically integrated into the ecosystem: the case is relabeled, re-indexed,
and linked to similar cases for further veri�cation and correction. By reshaping the retrieval context, the system
ensures that when the same image is reprocessed, the report moves from an uncertain pneumonia diagnosis to a
precise description of atelectasis, as illustrated in Figure 8. This demonstration highlights how adaptive feedback
closes the loop between clinicians, data infrastructure, and generative models, enabling practical data-model co-
evolution that enhances factual accuracy and clinical trust without requiring full retraining.

5.5.3 Limitations and future outlook

In this work, we propose a data-centric system blueprint and reference architecture for generative healthcare systems.
Accordingly, the work
ow illustrations and case studies described so far demonstrate conceptual feasibility and sys-
tem integration patterns from technical perspectives. Broaderevidence from multi-institutional and long-horizon
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Figure 6 (Color online) Retrieval case study illustrating query ima ge and top retrieved samples, implemented with HAKES [131] u sing
BioViL-T [10] as the vision encoder.

Figure 7 (Color online) Case study of chest X-ray report generation w ith and without retrieval-augmented generation, using Hea lthGPT [13]
as report generation backbone and incorporating top-3 retr ieved cases.

deployments remains necessary to quantify clinical impact, operational cost, and safety outcomes. Furthermore,
realizing closed-loop data-model co-evolution in real clinical environments requires substantial governance and oper-
ational support. This includes standardizing clinician feedback signals, maintaining auditable data provenance under
privacy constraints, and implementing controlled updates that assess safety, performance stability, and downstream
clinical risk before model or knowledge base revisions. Such requirements are often institution-speci�c and remain
insu�ciently standardized in current healthcare infrastructures . Beyond architectural and operational considera-
tions, robust evaluation and safety alignment for generative healthcare systems remain open challenges. Clinically
meaningful evaluation metrics, uncertainty-aware abstention strategies, and clear accountability mechanisms need
to be treated as �rst-class system components, alongside advances in modeling and multimodal reasoning.

From a deployment perspective, operational feasibility and latencytrade-o�s emerge as central considerations in
real-world clinical settings. Clinical work
ows operate under di�ere nt latency budgets depending on their urgency,
risk tolerance, and decision criticality. Acute-care settings favorstreamlined con�gurations that limit orchestration
depth, bound evidence retrieval, and prioritize local or on-premiseinference where available, whereas work
ows with
more 
exible response-time requirements can allocate additional computation to richer multi-agent veri�cation and
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Figure 8 (Color online) Case study on data-model co-evolution via ad aptive feedback.

broader evidence integration. Privacy-preserving mechanisms such as SMPC and ZKP provide strong guarantees
for cross-party computation, but may introduce substantial overhead. In practice, such mechanisms are most
appropriate when cross-institution collaboration is required and can often be decoupled from real-time clinical
work
ows in controlled intra-institutional environments. System- level pro�ling under realistic workloads is required
to optimize the overall system performance.

6 Conclusion

GenAI holds immense promise for healthcare, but its clinical impact will remain limited without rethinking the
data foundations that sustain it. In this paper, we propose a data-centric paradigm that positions medical data
ecosystems as the foundational substrate for generative healthcare systems. We presentSAGE-Health, a sustainable,
adaptive, and generative framework that tackles three interlocking challenges: data fragmentation, data lifecycle
governance, and data-model co-evolution, enabling GenAI to progress from proof-of-concept to reliable, scalable
deployment. By exploiting data-centric GenAI systems as the engine of progress, we envision a future in which
GenAI becomes a trustworthy tool in delivering truly transformat ive healthcare.
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