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Abstract This article investigates a dynamic energy-efficient cascaded dual-shop collaborative scheduling problem with mating op-
erations (DECDS-M), an underexplored yet practically important domain. We first formulate the problem as a mixed-integer linear
programming (MILP) model to capture its structural complexity. To address the scalability and inefficient training challenges of conven-
tional reinforcement learning (RL) methods, we propose a deep multi-agent reinforcement learning-enhanced iterated greedy algorithm
(DMRLIG). An evolutionary RL mechanism is designed, where an iterated greedy controller dynamically adjusts the reward function to
balance conflicting scheduling objectives and improve agent learning efficiency. A hierarchical multi-action design enables decentralized
handling of both routing and sequencing decisions across workshops. Furthermore, a heterogeneous graph neural network (HGNN) cap-
tures dynamic interactions among factories, machines, and operations, facilitating high-quality policy representation. A proximal policy
optimization (PPO) structure with dual actor-critics is employed to ensure robust and intelligent hierarchical decision-making. Exten-
sive comparisons with six composite priority rules, two deep RL methods, and one metaheuristic method demonstrate the superiority
of DMRLIG in optimizing both total tardiness and energy consumption. Finally, validation in an electronic equipment manufacturing
company highlights the practical value and industrial applicability of the proposed approach.
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1 Introduction

Over the past decades, production scheduling has been extensively studied, with numerous techniques developed
to address issues across diverse scenarios. The continuous advancement of the manufacturing sector has rendered
scheduling environments increasingly complex, leading to the emergence of numerous challenging and unsolved
problems [1]. This evolution has made scheduling a vibrant domain, attracting significant attention from both the
industrial sector, exemplified by manufacturing, and the academic community, particularly in the field of operations
research [2]. However, certain common simplifications in current scheduling research, such as assuming a single
workshop type, a static environment, and invariable problem specifications, significantly limit the applicability and
performance of scheduling methods in real-world scenarios [3].

In manufacturing enterprises, the processing of raw materials into finished products often requires multiple man-
ufacturing processes, such as casting, machining, heat treatment, and surface treatment. Due to the differing
environmental and process constraints required for these operations, they are typically conducted in different work-
shops. The scheduling challenges arising in such production environments are collectively termed the cascaded
multi-shop collaborative scheduling problem (CMCSP) [3,4]. In an electronics manufacturing workshop, the cas-
ing and acoustic chamber of true wireless stereo (TWS) earbuds must sequentially pass through the machining,
painting, and assembly workshops. The machining workshop can be modeled as a distributed flow-shop problem
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Figure 1 (Color online) A schematic view of the considered DECDS-M.

(DFSP), while the painting and assembly workshops are often represented as a flexible flow-shop problem (FFSP)
with specific constraints. These special constraints classify this as an extended FFSP, as it often necessitates com-
bining two or more operations to ensure the precise positioning and processing accuracy of key components. For
instance, the assembly process can only proceed once both the casing and acoustic chamber of the TWS earbuds
are fully processed. Prior studies have identified this type of operational constraint as a mating operation [5].

On the other hand, in dynamic environments, scheduling strategies designed for specific problem instances often
lose feasibility due to unpredictable tasks and constantly changing resources [6]. Most previous studies assume
all jobs are predetermined before entering the production system and remain unchanged throughout the process.
However, in actual production, order arrivals are often unpredictable. Consequently, dynamic scheduling issues
related to job arrival uncertainty have received increasing focus, given the rising demand for production agility,
flexibility, and timeliness. Meanwhile, as green manufacturing gains traction, energy consumption within workshops
warrants consideration in research endeavors [7-10].

This paper investigates a dynamic energy-efficient cascaded dual-shop collaborative scheduling problem with
mating operations (DECDS-M). As shown in Figure 1, the first phase (Phase 1) of DECDS-M involves a DFSP,
where parts may be assigned to any production line for processing. The second phase (Phase 2) consists of an
extended FFSP, where parts are processed sequentially across multiple stages, each stage comprising multiple
unrelated parallel machines. Additionally, accounting for inter-phase transfer processes in practical production,
an automated guided vehicle (AGV) transport phase is integrated. In DECDS-M, management decisions focus on
dynamically assigning jobs to various production lines in Phase 1 and operations to different parallel machines in
Phase 2, aiming to minimize both total order tardiness and system energy consumption concurrently.

DECDS-M is an extension of the classic DFSP and FFSP, all of which are NP-hard combinatorial optimization
problems [1]. Therefore, it is impractical to seek an optimal solution through exact methods [11]. Over the
past few decades, most studies on DFSP and FFSP have focused on evolutionary algorithms (EAs) [5,12] and
heuristics [13-15]. However, these approaches are unsuitable for DECDS-M as they cannot respond in real time
to a dynamic environment. Additionally, EAs generally require a certain amount of time to generate promising
solutions. In contrast, priority dispatch rules (PDRs) are the most commonly used dynamic scheduling methods in
practical production environments due to their simplicity and rapid response to environmental changes. However,
the performance of such methods is highly dependent on the optimization objectives and scheduling scenarios, and
designing effective PDRs manually is often time-consuming and heavily reliant on domain expertise [13].

Reinforcement learning (RL) algorithm, which maps the observation of environment to an action policy via
reward-driven learning, is a demonstrated tool to tackle real-time control tasks. The incorporation of deep learning
further enhances RL’s ability to manage the complex state and action space [16-18]. Recently, certain deep rein-
forcement learning (DRL) approaches [1,19] have sought to automatically generate PDRs for scheduling problems
in an end-to-end fashion. By framing PDR decisions as a Markov decision process (MDP), they iteratively train
scheduling policies that consider future consequences, alleviating the myopic nature of PDRs. These approaches
employ deep neural networks to capture global scheduling states rather than just local information, enabling agents
to make more rational decisions [2,20-22].

Unfortunately, traditional RL algorithms have long been plagued by poor scalability. When multiple agents
explore the environment together, training becomes chaotic and inefficient. This issue is even more pronounced in
scheduling problems, where the delayed and sparse nature of rewards makes credit assignment extremely challenging



Bao H Z, et al. Sci China Inf Sci July 2026, Vol. 69, Iss. 7, 172205:3

for collaborative strategy formulation among agents. This motivates us to design decentralized scheduling methods.
Meanwhile, another challenge in DRL-based scheduling lies in the design of the reward function. In multi-objective
scheduling problems that aim to minimize both total tardiness (TTD) and total energy consumption (TEC), the
reward function must be dynamically adjusted to balance both objectives. Therefore, this paper introduces a
deep multi-agent reinforcement learning enhanced iterated greedy algorithm (DMRLIG) featuring the following key
contributions. First, an evolutionary DRL framework is designed for multi-shop collaborative scheduling, where
the iterated greedy (IG) algorithm adjusts the reward function to enhance agents’ learning capabilities. Second,
a hierarchical multi-action DRL is developed to address routing and sequencing challenges across different phases
of DECDS-M in a decentralized manner. Third, a heterogeneous graph neural network (HGNN) is employed
to uncover intrinsic features within dynamic heterogeneous graphs, supporting high-quality scheduling decisions.
Finally, a proximal policy optimization (PPO) framework featuring a dual actor-critic structure is proposed, ensuring
intelligent decision-making through hierarchical action selection at each decision point.

This paper is structured as follows. Section 2 introduces closely related work. Section 3 describes the DECDS-M
under study. Section 4 provides details of the proposed approach. Section 5 presents experimental results and
analysis. Finally, Section 6 concludes the paper.

2 Literature review and motivation

This section provides a brief review of three research areas related to foundational study: previous studies on
multi-shop scheduling, dynamic scheduling, and RL-based approaches in addressing scheduling problems.

2.1 Multi-shop scheduling problems

Existing multi-shop scheduling has primarily concentrated on multi-shop assembly scheduling problems (MASPs)
and CMCSPs. MASP involves completing all jobs in the machining shop, which are then joined to form a product
in the assembly shop. In the assembly shop, various operations follow precedence constraints, with the primary
challenge being the sequencing of jobs [23,24]. By contrast, CMCSPs eliminate precedence constraints among
jobs, shifting the emphasis to the coordination of schedules across multiple shops [3]. These problems capture
the scheduling complexities inherent in industrial production systems and have broad applications across various
manufacturing contexts. For example, Gong et al. [25] abstracted a dual-shop scheduling problem in steel processing
and solved it using a simple heuristic algorithm. Similarly, Meng et al. [26] developed a harmony search algorithm for
this problem, and Li et al. [27] designed a fast heuristic algorithm. In semiconductor manufacturing, Yao et al. [28]
studied a CMCSP with dynamically arriving jobs and proposed an improved heuristic algorithm that achieved good
performance on small-scale problems. Similarly, Chung et al. [29] designed an artificial immune algorithm for this
problem, while Wang et al. [30] developed an iterative greedy algorithm. Previous approaches to CMCSPs have
primarily focused on heuristics and metaheuristics, treating multi-shop scheduling as an integrated issue without
analyzing the relationship between subproblems or their integration. This limitation poses significant challenges
when tackling large-scale problems.

2.2 Dynamic scheduling problems

Current methods for dynamic scheduling can be categorized into three types: completely reactive scheduling [15],
predictive-reactive scheduling [31], and robust proactive scheduling [32]. Completely reactive scheduling aims to
divide the dynamic scheduling problem into a series of static subproblems, with scheduling decisions generated
locally in real time for quick response to dynamic events. A typical example is PDRs [14,15]. However, these
methods often optimize coupled subproblems myopically, resulting in suboptimal overall performance. Predictive-
reactive scheduling primarily generates a schedule in advance to optimize shop performance, overlooking dynamic
events. When disruptions occur, the initial schedule is adjusted through a process called rescheduling, which can
be further divided into periodic rescheduling [31] and event-driven rescheduling [33]. Nevertheless, as the frequency
of dynamic events increases, the effectiveness of these methods diminishes significantly [1,34]. Robust scheduling
focuses on developing predictive schedules that are less sensitive to disruptions [32]. While this approach mitigates
the impact of disturbances, it often results in lower machine utilization, ultimately reducing production efficiency.

2.3 RL-based methods

Recently, numerous RL-based methods have been proposed to improve the performance of solving job-shop schedul-
ing problems (JSPs) and flexible job-shop scheduling problems (FJSPs). These methods, summarized in Table 1,
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Table 1 Comparison of this paper with representative RL-based studies on dynamic scheduling problems. DFJSP: dynamic flexible job-shop
scheduling problem; FJSP: flexible job-shop scheduling problem; DJSP: dynamic job-shop scheduling problem; DFSP: distributed hybrid flow-
shop scheduling problem; FFSP: flexible flow-shop problem; DECDS-M: dynamic energy-efficient cascaded dual-shop collaborative scheduling
problem with mating operations; TTD: total tardiness; AMU: average machine utilization rate; JPD: job processing delay rate; TEC: total
energy consumption; DQN: deep Q network; DDQN: double deep Q network; PPO: proximal policy optimization.

ing rules Random job arrival,

Category Ref. AGV Problem Dynamic events Objective Solving methods

[21] No DFJSP Random job arrival TTD, AMU DDQN

[34] No DFJSP Random job arrival Makespan PPO

[36] No DFJSP Random job arrival TTD DDQN

[37] No DFJSP Multiple events Makespan, AMU, JPD DQN
Integrated [38] No DFJSP Random job arrival TTD DDQN
dispatch- [39] No DFJSP Random job arrival TTD, AMU PPO

[

into DRL 40] Yes DFJSP machine breakdown TTD, TEC DQN
Random job arrival, .
[41] Yes DFJSP machine breakdown TTD, TEC Q-learning
[42] No DFJSP Variable processing times Makespan PPO
[35] Yes FJSP - Makespan, TEC DDQN
[43] No FJSP — TTD, TEC DDQN
[2] No DJSP Random job arrival TTD DDQN
[1] No DFJSP Random job arrival Makespan DDQN
Random job arrival,
End—;o— [20] Yes DFJSP machine breakdown Makespan PPO
mcetrlllods [44] No DFSP - Makespan Imitation learning
[45] No FFSP - Makespan PPO
This paper Yes DECDS-M Random job arrival TTD, TEC Multi-PPO

can be categorized into two primary types based on [22]: those integrating dispatching rules into DRL frame-
works [2,21,34-43] and end-to-end learning approaches [1,20,44,45]. Unlike the former, end-to-end methods bypass
the need for manually designed dispatching rules, directly generating scheduling solutions by leveraging instance-
specific feature information. As illustrated in Table 1, methods integrating dispatching rules typically employ agents
to iteratively select the most appropriate rule from a predefined set, progressively refining the solution. While ef-
fective for certain dynamic scheduling problems, these approaches rely heavily on complex domain knowledge to
design customized dispatching rules for specific objectives [46]. An emerging trend in shop scheduling research
involves the integration of RL with EAs. This hybrid paradigm equips EAs with self-learning capabilities, enabling
them to dynamically adjust search strategies and adapt parameter settings in response to real-time scheduling in-
formation [35,44,47,48]. This synergy between RL and EAs offers a promising avenue for developing flexible and
adaptive scheduling solutions.

2.4 Research gaps and motivation

The literature review highlights a fundamental trade-off between efficiency and solution quality in traditional
scheduling algorithms. Exact methods and EAs often struggle to solve dynamic scheduling problems within ac-
ceptable time frames, while PDRs can generate near real-time solutions but typically sacrifice solution quality. In
contrast, DRL methods leverage historical data and extract real-time environmental features to achieve optimal
decision-making, demonstrating their effectiveness in scheduling applications.

However, existing DRL-based studies predominantly focus on single-shop scheduling or distributed multi-shop
scheduling under overly simplified assumptions, such as static production environments, exclusion of inter-shop
transfer phases, and omission of setup times. While these assumptions reduce problem complexity, they fail to
capture critical factors necessary for ensuring stable and efficient operations in real-world production settings. To
address these limitations, this paper comprehensively models the dynamic cascaded workshop scheduling problem to
better reflect the complexities of real-world production scenarios. Furthermore, it proposes a DRL-based scheduling
approach enhanced with IG, designed to address both multi-shop collaborative scheduling and dynamic scheduling
challenges.

3 Problem statement

The DECDS-M is described as follows: n orders arrive successively, with some requiring auxiliary sub-order pro-
cessing. These orders must be processed through two distinct shops (phases). In Phase 1, jobs are assigned to 0
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identical production lines (factories), each equipped with m machines, modeled as a DFSP. Once processed, jobs
are transported to the next shop using AGVs. Phase 2 comprises s stages, each containing 7 unrelated parallel
machines. The objective is to minimize TTD and TEC by optimizing the job processing sequence. TTD, a critical
metric in make-to-order production systems, measures the timeliness of order completion, while TEC includes both
machine energy usage and the energy consumed during inter-phase transportation. To ensure generality, we assume
that each machine can process at most one job at any given time, and each job is assigned to exactly one machine
during its processing. Job processing is nonpreemptive, meaning that once a job has started, it must run to com-
pletion without interruption. All machines are available from time zero and are capable of continuously processing
jobs without failures. Additionally, each machine requires a setup time before beginning the processing of a job. It
is also assumed that sufficient AGVs remove transport bottlenecks; the energy model omits start/stop and mode
switching costs and speed power coupling.

3.1 MILP model

The essential structure of the MILP formulation is summarized below to highlight the modeling logic. Only the key
constraints are presented here, while the full formulation, together with a consolidated table of all symbols, indices,
parameters, and decision variables, is provided in Appendix A.
Objectives:
Minimize {TTD, TEC}. (1)

Subject to (main constraints, with full formulation given in Appendix A):

é
ij,f =1,Vj ¢ {0}, (2)

F=1
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Figure 2 (Color online) (a) Gantt chart and (b) power consumption curves of the example.
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Eq. (1) demonstrates the objective function. Constraint (2) guarantees that each job must be assigned to only one
factory in Phase 1. Constraints (3) and (4) ensure that if the job is not assigned to a particular factory, there is no
precursor and successor of the job in the factory. Constraints (5)—(7) guarantee that the sequence of jobs assigned
to any factory cannot form a subring. Constraint (8) represents the precedence constraint between consecutive
operations of the same job. Constraint (9) describes the relationship between the completion times of two adjacent
jobs in the same factory. Constraint (10) ensures that in Phase 2, each operation can only be assigned to one
machine among multiple parallel machines for processing. Constraint (11) ensures that if the job is not assigned to
a particular machine in Phase 2, there is no precursor and successor of the job on the machine. Constraints (12)—(14)
eliminate subtours in the job sequence assigned to each machine. Constraint (15) ensures that all jobs are promptly
transferred to the transportation phase after completing processing in Phase 1. Constraint (16) enforces that the
operation of a job cannot begin until the previous stage has completed. Egs. (17) and (18) define the TEC and TTD,
respectively. The code of the MILP model is published on GitHub (https://github.com/banian2314/DECDS-M.git).

3.2 A numerical example
A numerical example with n = 6, § = 2, m = 2, s = 2, r; = 2, and 7o = 3 is investigated to further clarify

the considered problem. The specific data are provided in Appendix A.3. Figure 2 illustrates a feasible schedule
along with its corresponding power consumption profiles over time. In the feasible solution, the completion times
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Figure 3 (Color online) The deep multi-agent reinforcement learning-enhanced IG for DECDS-M.

of the six jobs are 18.33, 18.33, 16.6, 10.7, 20, 19.2. Only J; and J5 are completed after their respective due dates,
resulting in a TTD of 7.23 (18.33 — 17.1 4+ 20 — 14) and a TEC of 426.75.

3.3 Analysis and problem specification

Compared to other scheduling problems addressed by DRL, DECDS-M presents three core challenges.

(1) Dynamic job arrivals. The arrival times of new jobs are unknown, requiring decisions to account for the
status of all jobs that have arrived but are yet to be completed.

(2) Differentiated time constraints. First, processing time and energy consumption for each operation depend
on machine allocation, while setup times are influenced by job sequencing. Transportation time from Phase 1 to
Phase 2 is also considered, and the status of operations cannot be determined until the transportation process is
completed. This results in distinct decision points for routing and sequencing.

(3) Delayed rewards. The coupling of decisions and time constraints leads to delayed rewards. The exact
processing time, setup time, and energy consumption remain uncertain until the assigned machine begins processing.
Previous research has relied on estimated feedback for evaluate decision, often failing to align with optimization
objectives.

4 Proposed method

This section outlines the structure of the proposed DMRLIG, which includes the environment, state, action, reward,
agent, training algorithm, and IG.

4.1 The framework of DMRLIG

As illustrated in Figure 3, the proposed framework consists of three parts: an environment perception layer, decision-
making processes for each of the two phases in DECDS-M, and the IG. The environment perception layer is further
divided into three sub-layers: the job layer, factory layer, and machine layer. In the job layer, each job agent
represents an incoming job, assigning it to a factory in Phase 1 and allocating its operation to a machine in Phase
2 once available. In the factory layer, each agent corresponds to a factory in Phase 1, sequences jobs within the
buffer, and provides feedback to the respective job agents. In the machine layer, each agent represents a machine
in Phase 2, sequences operations after transportation, and provides feedback to the associated job agents. By
coordinating these three types of agents, the framework effectively addresses specific subproblems, as outlined in
Subsection 3.3. Each agent focuses on a distinct decision point, enabling tailored problem-solving. Treating each
job as an independent agent addresses the first challenge, while the feedback mechanisms from factory and machine
agents mitigate the issue of delayed reward feedback by providing timely updates upon completing operations.
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To formalize the overall workflow, we present the detailed training procedure in Algorithm 1. The algorithm shows
how heterogeneous graph embeddings are extracted, hierarchical actions are sampled, and rewards are computed
with the assistance of the IG controller. Importantly, note that the reward weight w is initialized as a baseline
balance between TTD and TEC and is not directly optimized by PPO. PPO then relies on the reward shaped by
the IG-updated w, while its gradient updates are restricted to the policy and value parameters (w, ¢). This design
ensures stable training and enhances adaptability to dynamic conditions. Since the update of w is executed inside
the IG controller, PPO training does not directly optimize w. This design ensures stability of learning and reduces
sensitivity to the initial choice of w. The sensitivity analysis in Appendix C.2 further confirms that the framework
is robust to different initializations of w.

Algorithm 1 DMRLIG with adaptive reward shaping.

1: Initialize policy parameters w and value parameters ¢;
2: Initialize reward weight w <— 0.8 as the baseline balance between TTD and TEC;
3: for each training episode do
Reset the environment and initialize state so;
for each decision step t = 0,1,..., H do
Encode the environment as a heterogeneous graph G;
Extract node embeddings via HGNN;
Select action ay ~ 7 (a¢ | s¢) using the hierarchical actor;
9: Execute action a¢ and observe the next state s¢41;
10: Store transition (s¢, at, r¢, S¢+1) in the buffer;
11: end for
12: // IG-based reward shaping
13: Update w using Algorithm 2;
14: Compute the shaped reward according to (19);
15: Update w and ¢ using PPO with the collected trajectories;
16: end for

S IR

Algorithm 2 IG-based reward shaping.

Require: Pareto solutions Pr; reward-function weight w;
Ensure: Updated reward-function weight w';
1 1,2 < 0;

2: for each individual in P; do

3: Select ’V%—‘ jobs and extract them from Phase 1;

Select ’72—‘ jobs and extract them from Phase 2;

4
s

5: Append the selected jobs to 11 and )2, respectively;
6: while 1 # 0 do
7: Randomly extract a job j. from t1;
8: PI’ <— insert job j. into the last position of the factory with the smallest load;
9: end while
10: while 1> # () do
11: Randomly extract a job j. from 1o;
12: PI/ < insert job j. into the last position of the machine with the smallest load;
13: end while
14: end for
15: if f (arg min TTD(mA)> A f(xp),YVxp € Pr then

zpEP]
16: w' — w+ 0.05;
17: end if

18: if f (arg min/ TEC(mA)> A f(zp),Vop € P; then
x A EP)

19: w’ — w — 0.05;
20: end if

The concurrent exploration and evolution of the factory layers and machine layers create a complex and non-
stationary environment. In this fully cooperative multi-agent task, state transitions depend not only on the actions
of individual agents but also on the implicit interactions and environmental changes caused by other agents. To
manage this complexity, a centralized training approach is adopted to develop strategies for factory assignment,
machine assignment, and job sequencing. This approach collects experiences from all agents to train effective policies
for decentralized execution, as depicted in Figure 3. Finally, the individuals generated by the trained model are
iteratively refined through the IG method (Subsection 4.4). Non-dominated solutions are evaluated, and the reward
function of the DRL model is dynamically adjusted to continuously enhance the accuracy and robustness of the
training process. This iterative optimization ensures the framework’s ability to adapt and improve performance in
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Figure 4 (Color online) Heterogeneous graph of DECDS-M. The dashed lines mean to be processable, while the solid lines mean scheduled.

(c) (d)

Figure 5 (Color online) Illustration of arc types in the scheduling model. (a) Conjunctive arcs: representing fixed sequential dependencies

between operations; (b) conjunctive arcs: representing mating operations; (¢) disjunctive arcs: representing the allocation of factories to jobs in
Phase 1; (d) disjunctive arcs: highlighting alternative paths for operation-machine assignments in Phase 2.

complex scheduling scenarios.

4.2 Multi-agent partial observation Markov decision process

The DECDS-M is modeled as a multi-agent partial observation Markov decision process (POMDP) [34], denoted as
(G, A, R, P,m,7). Here, G represents the global state of the system, while A refers to the set of actions for factory
allocation, machine allocation, and job sequencing. R is the reward function, and P denotes the global transition.
The policies addressing routing and sequencing problems are encapsulated in 7, and -y represents the discount factor
used to evaluate long-term rewards.

(1) State representation. The state representation is designed to capture real-time information, enabling agents
to perceive the environment and make informed decisions. To achieve this, the state must encompass comprehensive
and relevant details about jobs, factories, and machines, as well as the interrelationships among them. Within the
proposed framework, as illustrated in Figure 4, the state s; at each timestep t is represented by a heterogeneous
graph G, The heterogeneous graph G = (O, F, M,C,H,K,E) consists of nodes representing jobs, factories,
and machines, and incorporates four distinct types of arcs: two conjunctive and two disjunctive arcs. These arcs,
illustrated in Figure 5, are designed to capture the dynamic interactions and dependencies among the entities,
reflecting the current state of the scheduling solution. This graph-based representation provides a structured and
detailed framework for real-time decision-making.
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In Phase 1, job agents must perceive the status of all available factories to assist in factory allocation decisions.
Similarly, in Phase 2, job agents must perceive the status of all available machines to facilitate machine allocation
decisions. The states of the factories in Phase 1 and machines in Phase 2 include both their current and future
conditions, corresponding to each phase. These states collect job-related information from their buffers to assist in
the sequencing of jobs.

The job state features uj k) = { k), i ‘Nt ( i )’ DPjick ST k) , T, ec; ik} are defined as follows.

I (k) is a binary variable that takes Value 1 1f O (k) 18 scheduled at tinie t; and 0 otherwise. MOj ;) is a binary
Variable that takes value 1 if O; ;) is a mating operation; and 0 otherwise. [N*(O; ;)| is the number of neighbor
factory nodes or machine nodes of Oj ;) at time t. pi; ) represents processing time of O; ). In Phase 1,
pt;; equals pt] ;» but in Phase 2, due to the presence of unrelated parallel machines, pt;; is uncertain. If O;, is

Tk

Z Pf,k/vk,z
scheduled on My, at time ¢, pt;x equals p2- w/ V.l otherwise ptj i is the average value pj, = =———. S Jtl(k) is
the start time of O; ;x). If O; ;) is scheduled at time ¢, ST Z(k) equals the actual value ST, (k) otherwise, ST (k)
is computed by cons1der1ng only precedence constraints. If its immediate predecessor ON _1 is scheduled, then
STt T ity = STjitk)—1 + Ptji(k)—1, otherwise, STtZ(k ST} i(ky—1 + Djith) - . T; = max(0, S’TtS +pt; s — D;), which
represents the tardiness of the J; corresponding to O i(k)- €Cji(k) 18 processrng EC of Oj k) In Phase 1, ec;; equals

ptj; x B}, but in Phase 2, due to the presence of unrelated parallel machines, ec;, is uncertain. If OJ k is scheduled

E ptj, er@kz

Tk

We define four factory state features as v = {I}, AT}, [N* (Fy)|, Lr%}. I} is a binary variable that takes value
1 if My, is idle at time ¢; and O otherwise. ATt represents the available time of My. |N*(Fy)| represents
the number of jobs at time ¢, ensuring that newly arrived jobs can be promptly detected by the system. Lr} =

on M} ) at time ¢, ec; i equals pt; . X ﬂk ;» otherwise, ec; . is calculated as the average value €;; =

m n n

32 Mgy (Patst] i)
i’

i=1j=0

; Lr; represents the factory load rate at time ¢.
The machine node My, in Phase 2 is represented as a vector wj,; = {I} ;, AT}, IN* (M )|, ML ,}. I}, is a
binary variable that takes value 1 if M| is idle at time ¢; and 0 otherwise. AT}, represents the available time of My ,.

n n 2 2
PIDY “’j,j’,l,k'(pg‘,ﬁs%,y,z,k)

j=0 j/

V(M ,)| indicates the number of neighbor operation nodes of M, at time t. ML}, =
ML} %, Tepresents the machine load rate of M p i ab time t.

The disjunctive arcs K connect .J; corresponding to the operation O;; with the compatible factory node F.
Thus, the features jointly deterrnined by the operation node and the factory node characterize the disjunctive arc,
embedding information between these two types of nodes. Let the representation vector of the disjunctive arc

5.f € K be \j r = {tpj s}, where tp; ; denotes the transportation time of the J; from My ,, to Phase 2.

The diSJunctive arcs H connect the operation O;j with the compatible machine M} k. in Phase 2. Similarly,

the features jointly determined by the operation node and the machine node characterize the disjunctive arc. Let

t

the representation vector of the disjunctive arc Hjx; € H be &r1 = {ptj k. ecjr}, where ptjp; = Zi’; and
R ,
€cj k= % X 51%,1 denote the processing time and EC of O;; on M, respectively.

(2) Hierarchical multi-action space. Existing scheduling approaches typically feature two types of action spaces:
heuristic actions and end-to-end actions. Heuristic actions are often highly problem-specific and lack generalizability,
while end-to-end actions hold great potential for exploring optimal solutions. In this paper, we propose a hierarchical
multi-action space based on an end-to-end approach, as illustrated in Figure 6. In Phase 1 of DECDS-M, once the
first machine in any factory completes its current operation, the decision agent is activated and selects a job from
the pool of active job agents. Similarly, when any machine completes its current operation, the decision agent
is reactivated to assign an operation from the set of available operations in Phase 2. This hierarchical structure
effectively decomposes the complex DECDS-M problem into two distinct tasks, which are collaboratively optimized
through two layers of decision-making agents. This approach enhances scalability and efficiency while maintaining
the adaptability necessary for dynamic scheduling environments.

(3) Reward function. The reward function guides agents to perceive feedback from their actions, driving the
improvement of the learning policy’s performance. In DECDS-M, the optimization goal is to minimize the TTD
and TEC. To achieve this, we design the reward based on the difference in objective values between two consecutive
states, normalized as shown in (19). It is important to note that, since there are unscheduled operations in both
states s; and sg;y1, we estimate the two objectives at each state. When the discount factor v is set to 1, the
cumulative reward can be derived as shown in (20), with the detailed derivation process provided in Appendix
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Figure 6 (Color online) Illustration of the hierarchical multi-action space for DECDS-M.

B. Here, TTD(sg) and TEC(sg) represent the estimated values for the two objectives at the initial state, treated
as constants. This implies that minimizing TTD and TEC is equivalent to maximizing the cumulative reward
G. Notably, the weighting parameter in (19) plays a pivotal role in balancing the two objectives. To ensure
dynamic adaptability, we leverage the rapid optimization capability of the IG algorithm to adjust w dynamically,
as elaborated in Subsection 4.4.

w(TTD (1) = TTD (sy11)) , (1= w) x (TEC (s,) = TEC (s1+1))

(50 a0, se41) = TTD (s0) TEC (so) : (19)
0
B _ w-(TTD(s0) — TTD) (1 —w) - (TEC (sy) — TEC)
G = t:E . T (St, ag, St+1) == TTDO(SQ) + TEC (SO(; . (20)

(4) State transition. In Phase 1, when an agent selects a job, the disjunctive arc connecting the factory and the
selected job is updated immediately. Similarly, in Phase 2, when an agent selects an operation, the disjunctive arc
linking the machine and the chosen operation is updated in real time. If multiple machines complete processing
simultaneously, the agent makes concurrent scheduling decisions for all available machines. Following this process,
the decision-making step transitions from ¢ to ¢ + 1, resulting in a new heterogeneous graph G, which represents
the updated state s;y1.

(5) HGNN-based policy. GNNs are an important type of neural network capable of effectively processing graph-
structured data and exploring the intrinsic relationships between nodes and arcs. Recent studies have demonstrated
the effectiveness of GNNs in addressing classic scheduling problems, such as the JSP [34] and FJSP [19,38,49]. How-
ever, these approaches are predominantly limited to homogeneous graph structures and are not equipped to handle
the heterogeneous graphs introduced in DECDS-M. To address this limitation, the proposed DMRLIG method
incorporates an HGNN, which is specifically designed to extract features from the heterogeneous graph structures
inherent in the DECDS-M. The extracted features are integral to the development of an effective scheduling policy,
which is described in detail in the subsequent sections.
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HGNN-based feature extraction: To fully exploit the characteristics and advantages of the heterogeneous graph
structure, this paper adopts a three-stage node embedding mechanism to enable effective encoding for the HGNN.
By aggregating relevant information, the embeddings for factory nodes, machine nodes, and operation nodes are
updated accordingly. The detailed process is as follows.

As shown in Figure 4, the neighboring nodes of factory F are the set of jobs N*(Fy) currently in the buffer.
For each neighboring job O;1 € N*(Fy), a single arc K, as shown in Figure 5(c), links it to Fy. Therefore, the
raw feature vector of any neighboring node 0,1 € N*(Fy) is concatenated with the features of its corresponding
arc, denoted as ;5 = [uj1 || Aj r] € R®. Next, we define the embedding process for Fy at time ¢, as presented in
(21). In this process, three multi-layer perceptrons (MLPs), M LPy,, MLPy,, and M LPy,, are employed. Each of
these MLPs generates a d-dimensional output, with two hidden layers of size dy, and utilizes the ELU activation
function for non-linear transformation.

vy = MLPy, (ELU [MLPy, (v5) [MLPy, (G.1)]) 1)

In Phase 2, each machine node is associated with a set of neighboring operation nodes, connected via arcs H.
Unlike factory nodes, machine nodes typically have a larger number of neighbors, with the significance of these
neighbors varying depending on the context. Previous scheduling approaches [1,34] based on the GNN and the
graph convolution network often assign equal importance to all neighboring nodes, which limits both training
efficiency and model effectiveness. To address this limitation, we incorporate a graph attention mechanism (GAT),
which dynamically learns and assigns adaptive importance to neighboring nodes, thereby enhancing the quality of
graph embeddings. First, we concatenate the original feature vectors of each neighboring node O; ;, € N*(M. ,fy ;) with
the features of the connecting arcs, denoted as 1 51 = [11j,1]|&),k,1] € R?. Next, two separate linear transformations
are performed: WM ¢ R4*? for machine nodes and WO € R4*? for operation nodes. For a machine M,f’l, the
attention coefficients e,  ;, which quantify the relative importance of each neighboring operation O, € N*(M, ,f)l),

are computed as follows: e o
€5kl = LeakyReLU(a [W wk,lHW Mj,k,l])- (22)

The attention coefficient for M}, with itself is calculated as follows:
Ck,lk,l = LeakyReLU(aT[Wkaﬁl||Wowkyl]). (23)
These coefficients are then normalized using (24) to obtain the normalized coefficients «; ;; and ag i k.-

exple;
i = plejrt)  yo., e N(ME,). (24)

> exp(€jku)
uEN(M,’;l)

Finally, the machine embedding ij is obtained by aggregating features from both the neighboring operations
and the machine itself. Considering the importance of processing time and EC, the extended raw feature vector
Wk, is employed for each neighboring O; . The aggregation function used to compute wj, , is defined as

M (0]
W1 = U(Ofk,l,k,lW Tt Y, W Mm)- (25)
Oj,ke/\/f(M,fyl)

The neighboring nodes of an operation node O; ;. are diverse, including predecessor operations POj 1, successor
operations O, y+1, machine nodes M, € N* (0, 1), and the operation itself. In order to effectively embed these
neighboring nodes and the associated arc information, we employ five distinct MLPs with similar architecture (a
d-dimensional output, two d,-dimensional hidden layers, and ELU activation). Each MLP is designed to process
specific types of neighboring nodes and the arcs that connect them. The process for computing the embedding of
Oj 1. is as follows:

Wi = MLPy (ELUMLPy, (1) [|[MLPy, (p,e1) [|MLPy, (2 ) [|IMLPy, (1.0))); (26)
where [, = > i ) Tepresents the sum of multiple predecessor operations when operation Oj; is a
Ojlyk/ GPOj’k
mating operation. @;‘,k = > w}ykﬂ- represents the sum of multiple machine nodes.

M €ENT(O; 1)



Bao H Z, et al. Sci China Inf Sci July 2026, Vol. 69, Iss. 7, 172205:13

Action selection: Next, two actor networks, 71 (at|s:) and 7,2 (a¢|st), are employed to evaluate the two types of
candidate actions. Specifically, the factory node embedding v} is concatenated with the operation node embedding
1 ; to generate a vector that represents the factory action (Phase 1). Similarly, the machine node embedding wj ; is
concatenated with the operation node embedding u . to define the machine action (Phase 2). These concatenated
vectors are then input into two MLPs for computlng the priority Pr (at|s¢) of each action, as shown in (27).

MLP [P v’@)‘ ht} L ap € (J;, Fy),

Pr(als;) =
MLP» ul(i) w;g(zL) ht} var € (g, M),

(27)

where M LP,,» and M LP,> consist of two hidden layers with d,, neurons followed by the tanh activation function.
L denotes the number of iterations in which the HGNN is applied. h; represents the state embedding representing
the current environment.

hy = [|Zm

FreF

DI

My €M

Z T ] (28)

0, €0

Furthermore, the softmax function is applied to determine the probability of selecting each a;. This probability is
then utilized to sample the actions during training, as indicated in (29).
exp (Pr (at|st))

> exp(Pr (alse))
a,€A;

w (at]st) = (29)

To enhance exploration during the training phase, actions are sampled from the policy 7, (a¢|s¢). In contrast,
during the testing phase, actions are selected deterministically by choosing the one with the highest probability, as
shown in (30). This sampling approach introduces an element of randomness, allowing for variation in outcomes
with each run and enhancing the chances of discovering better solutions. Moreover, the parallel computation
capability of GPUs allows for simultaneous testing of multiple instances. In each parallel run, actions are sampled
probabilistically, yielding a variety of potential solutions. The best-performing scheduling result among these is
then selected as the final result.

a; + argmaxm,, (a}]s) . (30)
Va, €Ay

4.3 Training algorithm for the hierarchical multi-agent

We utilize the proximal policy optimization (PPO) algorithm to train the HGNN, which follows the actor-critic
framework. Based on the proposed hierarchical multi-agent architecture, we extend the PPO algorithm to handle
these two joint policies 7,1 (a¢|s:) and 7,2 (a¢|s¢) for solving DECDS-M. In contrast to the single actor in traditional
PPO, the multi-PPO design incorporates two actors while sharing a joint state value function vy (s¢) in (31),

Vg (s¢) = MLPy (hy). (31)
Specifically, the advantage function can be written as
X T
Ay =—vy (se)+ D ', (32)
t=t/

where 7 is a discount factor and 1" denotes the end of an episode. Each actor is updated using the clipped objective
n (33),

LOLIP (wb) = By [min{r? (w®) Ay, clip(r?(w®),1 — e, 1+ €)A.}],b € {1,2}, (33)
where 77 (wb) = F:L(;‘S‘t)) represents the probability ratio between the updated and prior policies. € is a clipping
wbord\dt|St

parameter. Additionally, the critic network is trained by minimizing the loss function in (34),

T
LMSE (¢) = E, [MSE <Z ”Ytthqub (St')>] : (34)

t=t’

Two separate actor networks are employed corresponding to the two decision stages. Each actor receives the
HGNN-encoded state representation as input and outputs a probability distribution over the feasible actions for its
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respective phase (Phase 1 for job-factory assignment, Phase 2 for operation-machine assignment). A single critic
network is used to estimate the joint state value function, providing feedback for both actor networks and ensuring
coordinated policy updates across phases. Both actors and the critic are implemented as two-layer feedforward
neural networks with ReLU activations. The input dimension of each network matches the HGNN embedding size,
while the output dimension of each actor corresponds to the number of feasible actions in its phase. Training
procedure: The two actor-critic pairs are optimized jointly under the PPO framework, using the clipped surrogate
objective defined in (33) and (34). This design allows the model to learn phase-specific policies while maintaining
stability through a shared value function, enabling efficient training of the hierarchical multi-agent system.

4.4 TIterative greedy algorithm

As shown in Figure 3, the Pareto solutions generated from the trained model are destroyed one by one, and then
after reconstruction, the non-dominated individuals are retained through the greedy method (Algorithm 2). Finally,
the Pareto solutions after multiple evolutionary operations are compared with the initial Pareto solutions for model
evaluation.

4.5 Pareto-stationary convergence of DMRLIG

We provide a formal sketch and constants-level bound showing that, under standard assumptions (bounded rewards,
sufficient exploration, bounded critic approximation error, and smoothness of the objective functions), DMRLIG
converges in expectation to an e-Pareto-stationary point at rate O(1/T). The residual € is explicitly characterized
by the critic approximation error and the sampling parameters (batch size B, trajectory horizon H); each of these
error terms can be reduced by improving the critic accuracy and enlarging the sampling budget, respectively. Due to
space limitations, we provide only the main theoretical results in this section. The complete derivations, including
the detailed proofs of all lemmas and the Pareto-stationary convergence theorem, are included in Appendix D. Some
assumptions are introduced in the following.

Assumption 1 (Bounded rewards). For any agent g € A and objective b € {1,2}, where N' = OU F UM
represents the agent set, there exists a constant R > 1 such that the instantaneous reward 7¥ at time ¢ > 0 satisfies
I7?| < R.

Assumption 2 (Exploration/coverage). The policy m,, induces state-action visitation distributions with sufficient
coverage under the on-policy sampling regime used in training. The discounted state-action visitation distribution
53),) (s, a) satisfies that

inf i b ,a) > 0.
inf i Sep(s:0)

Assumption 3 (Critic approximation). For each objective b, the value-function approximator V°(s; ¢) (the critic)
satisfies a uniform approximation error bound

sup ‘Vb (s;0) — V2 (s)] < e, wb e {1,2},
seS
where V? is the true value under policy 7.

Assumption 4 (Smoothness/Lipschitz). Policy and value networks are sufficiently smooth; in particular log-
probability gradients V,, log 7, (a|s) are uniformly bounded and Lipschitz in w [50,51]. We define a uniform bound
Llogw on ”vw logww(a|s)|\.

Assumption 5 (Bounded per-iteration parameter change). There exists A > 0 such that for all iterations ¢,

i1 — will < A.

Lemma 1 (Policy gradient). For any joint policy parameter w, the gradient of the b-th objective is

1
vab (w) = 1_—%Es~dgﬁp,a~ﬂ'u [vw log 7y, (a|s) Al;r (s, a)] :
Lemma 2 (Surrogate gradient approximation in PPO). Under Assumptions A1-A5, let §°(w) = V,Lipo(w)
denote the population surrogate gradient and g®(w) = V,.J%(w) denote the true policy gradient for objective b.
Then for per-update batch size B there exist constants Cy,Cy, C3 > 0 (depending on R, €., Liog , L, H) such that

o critic C
E[[13"(w) — g"@)[3] < Cr ™™+ 2 + C3A%
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Here the expectation is taken over the sampling randomness used to estimate gradients (trajectories of length H per
rollout and batch aggregation). This type of surrogate-true gradient deviation analysis is standard in distributed
policy gradient theory, and a similar decomposition has been used in [52].

Definition 1. The clipped PPO surrogate (population form) for objective b is defined as
L po(w) = B o [min (ru(s,a) As(s, ), clip(ru(s,a),1 — e, 1+ €) Ay(s,a))],

7w (als)
Twold (a|s)

where 7, (s,a) = and Ay(s, a) is the estimated advantage (e.g., via GAE using critic V?(-; ¢)).

Lemma 3 (MGDA-based multi-objective descent). Let g/ = VL% (w:) denote the surrogate gradients at
iteration t. Multiple-gradient descent algorithm (MGDA) [53] computes
2

At =arg  min E )\bgf
A0, [|A]1=1
be{1,2} 9

The formulation of the MGDA-based descent direction follows the standard multi-objective descent analysis frame-
work in [52].

Properties of the MGDA combination. At iteration ¢, let g be the PPO surrogate gradient for objective
b € {1,2}. The multi-objective weight vector )\; is obtained by

2
Z o 7
b—1

Then \; satisfies the following properties.

(1) Convexity and feasibility: \; € Ay, and hence ), A\¢p =1 and Ay, > 0.

(2) Minimal-norm combination: \; gives the minimum-norm convex combination of the surrogate gradients,
ie.

2

/\,5:arg){r€nAn2 , AQZ{AeRi_:Al—F)\Q:l}.

2

)

2 2

, VA € As.
2

<

2 2
Z )\t,bgf Z )‘bgf
b=1 b=1

3) Alignment with the true multi-objective descent direction: Let g = V,J%(w;) be the true gradients.
9t g

Then,
2 2
<Z )\t,bgfa Z )\t,bﬁf> > 0.
b=1 b=1

That is, the surrogate direction is a descent direction for the true multi-objective gradient in expectation.
These properties ensure that the update direction chosen by MGDA is a valid first-order descent direction within
the feasible convex hull of the per-objective gradients.

2

Remark 1 (Convergence of adaptive IG weights w;). Consider the adaptive weight sequence {w;} produced by
the IG-based reward shaping controller. Suppose the IG adaptation rule satisfies a diminishing-adaptation condition
(i.e., updates to w; shrink over time and are bounded) and the improvement signal used for adaptation is bounded.
Then the sequence {w;} is bounded and convergent: there exists w* with lim;_, o, wy = w*.

Theorem 1 (Pareto-stationary convergence of PPO-based DMRLIG). At iteration ¢, DMRLIG computes a convex
combination \; € Ay via
2
2
do=arg pip |37t

and updates the actor parameters by

2
Wt41 = Wt — 1t Z )\t,b gzlf)'
b=1
Under Assumptions A1-A5 and a diminishing step-size sequence {n;} satisfying >, n; = oo, Y., n? < oo, there
exists a universal constant C' > 0 such that, for an index T’ sampled uniformly from {1,...,T},
5 2
E | min Z/\b Ve’ (ws) < g + Cecritic 4 @ + C3A2
AEAS “ T = T B ’
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Hence DMRLIG converges to an e-Pareto-stationary point, with
.
c— ClECrltIC + ﬁ + 03A2,

which can be made arbitrarily small by increasing critic accuracy, batch size, and by reducing the clipping bias
parameter A.

4.6 Constraint handling in the proposed PPO-based DMRLIG

To ensure that all scheduling decisions produced by DMRLIG remain feasible throughout both training and exe-
cution, the proposed framework incorporates an explicit constraint-handling mechanism inspired by [54]. All op-
erational constraints of the DECDS-M, including precedence relations, mating synchronization, machine capacity,
buffer limits, release times, and admissible routing/sequencing rules, are embedded directly into the environment. At
each decision point, an action masking operator filters out all infeasible actions, restricting each agent’s admissible
action set to

Afeas(s) c A. (35)

Thus, the policy never evaluates or selects infeasible assignments or sequencing decisions, guaranteeing that every
action taken by the PPO-based agents satisfies all constraints of the problem. Although the feasible action set varies
across states, computing Aseas(s) does not require enumerating all feasible action combinations. Instead, feasibility
is checked through local constraints tied to the status of the target factory or machine. This leads to an O(§ + m)
per-decision cost, which is substantially lower than the combinatorial complexity of full feasibility enumeration.
Therefore, feasibility is preserved without incurring exponential computation. The proposed mechanism closely
aligns with feasibility-preserving techniques in distributed reinforcement learning. In particular, the local-feasibility-
constraint operators and projection-based updates developed in [54,55] ensure that each policy update remains
within the feasible region of the constraint set. Analogously, the discrete action masking used in DMRLIG effectively
serves as a feasibility projection operator, restricting PPO updates to the feasible subset of the scheduling action
space.

The convergence results presented in Subsection 4.5 and Appendix D are established over this feasibility-restricted
action space. Since all policy updates operate within Age.s(s), the proposed PPO-based DMRLIG converges to an
e-Pareto-stationary solution within the feasible region of the constrained DECDS-M problem.

5 Experimental results and discussion

In the experiments, comparative tests were conducted under both static and dynamic environments to evaluate
the effectiveness, generalization performance, and stability of the proposed DMRLIG. The tests were compared
with PDRs, related DRL methods, and meta-heuristics. Finally, the practical value of the proposed approach was
validated through case studies. The proposed method was implemented using PyTorch. The experiments were
conducted on a system with a Windows 11 64-bit operating system, an Intel(R) Xeon(R) Silver 4210R CPU @2.40
GHz, 128 GB of RAM, and an NVIDIA GeForce GTX TITAN X GPU.

5.1 Experimental setup

(1) Training and testing instances. DMRLIG was trained and evaluated on synthetic instances of varying scales. The
instance generation process was consistent with the methodologies described in [34,43]. Due to the space limitations,
the configuration settings are provided in Appendix C.1. In the computational experiments, each instance size is
denoted by a triplet (n,m,s), where n € {15,20,40,50} represents the number of jobs, m € {5,10} denotes the
number of machines in Phase 1, and s € {5,10} indicates the number of stages in Phase 2. For example, (15,5, 5)
represents an instance size with 15 jobs, 5 machines, and 5 stages. For each instance size, 10 independent instances
were randomly generated.

For each instance, 10 initial jobs were assumed to exist in the DECDS-M. The arrival of remaining jobs follows
a Poisson distribution, with the interval between consecutive job arrivals following an exponential distribution.
DMRLIG was trained on smaller instances (n = 15) and evaluated on larger, unseen synthetic instances (n =
20,40, 50) to test its generalization capability across different problem scales. In total, 100 training instances were
generated, together with 100 validation instances of the same scale as the training set and 100 test instances for
evaluation.
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(2) Hyperparameter settings. The hyperparameter configurations and sensitivity analysis of DMRLIG are sum-
marized in Appendix C.2. Specifically, the total number of training epochs is set to £ = 1000, and each iteration
concurrently processes 20 instances (B = 20). Validation is conducted every 10 iterations using a separate set of
validation cases, and new training instances are sampled to mitigate the risk of model overfitting.

(3) Baselines. Given the lack of specialized solution strategies for the DECDS-M, a comparative analysis was
conducted employing 6 PDRs alongside several established dynamic scheduling methodologies. These methodologies
encompassed two DRL approaches and one meta-heuristic method. Although not the absolute state-of-the-art in
generic reinforcement learning, both DDQN [2] and DDPG [56] are widely recognized as baseline algorithms in
the scheduling community and thus provide fair and meaningful references for evaluating our method. A detailed
elaboration of these approaches is provided in Appendix C.3. The hypervolume (HV) [9] and the Gap are employed
to access the performance of DMRLIG compared to other approaches. As shown in (36), the Gap metric quantifies
the relative HV difference between baseline methods and DMRLIG.

_ HV (other) — HV (DMRLIG)
- HV (DMRLIG)

Gap (36)

(4) Data availability. Due to confidentiality agreements with our industrial collaborator, Goertek Co., Ltd.,
the full production dataset used in this article cannot be made publicly available. To ensure transparency and
reproducibility, we provide the source code and a synthetic dataset with similar statistical characteristics, which
are accessible at GitHub (https://github.com/banian2314/DECDS-M.git).

5.2 Comparative experiments

(1) Ablation studies. The distinctive features of DMRLIG, which set it apart from other baseline models, are its
hierarchical multi-action mechanism and the evolutionary operation based on IG. To assess the significance of these
components, we conduct an evaluation in which both are deactivated. Instead, we adopt a classical action execution
scheme [19], leading to the development of two algorithms: DMRLIG-H and DMRL. These algorithms are used to
evaluate the effectiveness of the above two mechanisms, respectively.

The experimental phase evaluated instances within dynamic environments at two scales (20 and 40 jobs), and
the results are summarized in Figure 7 and Appendix C.4. The green dashed line represents the mean normalized
performance of DMRLIG, while p-values derived from ANOVA quantify the statistical significance of the observed
differences. A p-value below 0.05 suggests statistically significant superiority of DMRLIG compared to its corre-
sponding variants. As shown in Figure 7, DMRLIG consistently outperforms the two variants across nearly all
instance scales. In most cases, the improvements are statistically significant, with the exception of Figure 7(d),
where the comparison between DMRLIG and the variant replacing the hierarchical multi-action mechanism with the
classical single-action mechanism of Song et al. [19] yields a p-value of approximately 0.142. This indicates that the
performance improvement is not statistically significant under this specific configuration. This phenomenon can be
explained by the fact that reinforcement learning algorithms are inherently sensitive to environmental feedback, and
in relatively small-scale settings such as (20, 10, 10), the exploration space is limited and the benefits of hierarchical
decomposition are less pronounced. Nevertheless, the hierarchical multi-action mechanism embedded in DMRLIG
plays a critical role in more complex environments by allowing factory and machine agents to make timely and
coordinated decisions, effectively unifying assignment and routing decisions without requiring separate handling.
Furthermore, the IG is the primary contributor to DMRLIG’s superior performance, as evidenced by the smaller
p-value for DMRL compared to DMRLIG-H. This enhancement stems from the ability of the IG algorithm to
dynamically adjust the coefficients of the reward function, thereby favoring higher-quality actions during decision-
making. The integration of this mechanism with IG-based reward adjustment is therefore essential to DMRLIG’s
ability to balance exploration and exploitation, particularly as problem scale and dynamic complexity increase.

(2) Validation in dynamic environment. This section presents experiments conducted in a dynamic environment
with randomly arriving jobs. Following the instance-size notation (n,m, s) defined above, DMRLIG was trained on
small-scale instances of size (15, 5,5) and evaluated on larger unseen instance sizes with n € {20, 40,50}, m € {5,10},
and s € {5,10}, to examine its generalization capability across different problem scales.

The experimental results are presented in Table 2, which also reports the average runtime of all algorithms across
test instances of varying scales. The results demonstrate that the proposed method surpasses PDRs, DDQN, DDPG,
and the meta-heuristic approach. Moreover, the six PDRs exhibit the poorest performance among all algorithms.
The diminishing Gap values indicate that the performance of the two DRL methods declines as the problem size
grows. For DDPG, this degradation is more pronounced. A key reason is that DDPG is originally designed for
continuous control, and its deterministic actor outputs a continuous proto-action that must be projected onto the
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Figure 7 (Color online) Boxplots of HV values of ablation study and one-way ANOVA.

discrete feasible action set in DECDS-M. This projection step inevitably distorts the gradient information received
by the actor and leads to biased or unstable policy updates. As the feasible set becomes larger in high-dimensional
scheduling environments, the mismatch between continuous proto-actions and discrete valid actions further amplifies
the risk of premature convergence to poor local optima. In contrast, DDQN directly handles discrete actions and
therefore exhibits more stable behavior, although its value-based structure still struggles in large combinatorial
action spaces. HAS encounters limitations such as insufficient search motivation, particularly in complex multi-
shop scheduling scenarios, where coordinated factory-machine decisions require more adaptive exploration than a
single-heuristic meta-heuristic can provide.

Figure 8 illustrates the boxplots and win rates of the compared methods, highlighting DMRLIG’s superior
performance in most scenarios. One-way ANOVA was performed across varying problem scales, with the significance
level set at 0.05. The pairwise comparisons between DMRLIG and each baseline method are also reported in
Figure 8. In most cases, the p-values are below 0.05, indicating that DMRLIG achieves statistically significant
improvements over the baselines. An exception occurs in Figure 8(a.1), where the comparison between DMRLIG
and HAS at n = 15 yields a p-value of approximately 0.90, suggesting no significant difference in that specific setting.
Overall, these results demonstrate that while not always strictly superior, the proposed method consistently excels
in small-scale problems and exhibits robust performance and strong generalization on unseen large-scale problems.

To further interpret the computational efficiency, we note that the runtime of DMRLIG is mainly determined
by the PPO training updates, while inference only involves forward passes through the HGNN encoder and actor
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Table 2 Comparison of performance between DRL and other methods on large-scale instances (HV, Gap, Time). The best results are in bold.

Instance size DMRLIG CR1 CR2 CR3 CR4 CR5 CR6 DDQN DDPG HAS
HV 0.173 0.123 0.119 0.099 0.095 0.103 0.103 0.167 0.145 0.159

(15,5,5) Gap (%) 0.00 —29.08 —31.26 —43.08 —45.04 —40.42 —40.42 —3.76 —16.55 —8.19
Time (s) 3.02 0.81 0.94 0.87 0.83 0.91 0.89 2.89 2.28 7.50

HV 0.162 0.114 0.107 0.114 0.112 0.128 0.128 0.154 0.141 0.146

(15,5,10) Gap (%) 0.00 —29.56 —33.73 —29.56 —30.46 —20.66 —20.66 —4.49 —12.91 —9.57
Time (s) 3.18 0.94 0.98 0.95 0.92 0.98 0.95 2.96 2.41 15.00

HV 0.150 0.098 0.099 0.108 0.106 0.130 0.107 0.138 0.131 0.135
(15,10, 5) Gap (%) 0.00 —35.02 —34.24 —27.72 —29.48 —13.30 —28.68 —8.23 —12.57 —10.18
Time (s) 3.18 0.95 1.05 0.99 0.98 1.02 0.98 2.99 2.56 15.00

HV 0.210 0.164 0.106 0.106 0.103 0.119 0.113 0.202 0.186 0.192

(15,10, 10) Gap (%) 0.00 —21.91 —49.64 —49.29 —50.71 —43.06 —46.17 —3.83 —11.40 —8.39
Time (s) 3.21 0.95 1.10 1.09 0.89 1.07 1.02 2.96 2.60 30.00

HV 0.157 0.104 0.092 0.109 0.107 0.104 0.092 0.129 0.132 0.144

(20,5,5) Gap (%) 0.00 —33.91 —41.55 —30.83 —32.26 —33.91 —41.55 —18.12 —16.12 —8.48
Time (s) 4.43 0.98 1.23 1.13 0.99 1.24 1.16 3.11 2.83 10.00

HV 0.168 0.111 0.108 0.120 0.119 0.111 0.109 0.140 0.148 0.151
(20,5,10) Gap (%) 0.00 —34.06 —35.30 —28.57 —28.76 —34.06 —34.75 —16.64 —11.44 —10.20
Time (s) 4.60 0.97 1.26 1.18 0.97 1.26 1.17 3.20 2.88 20.00

HV 0.172 0.113 0.111 0.127 0.127 0.111 0.127 0.147 0.151 0.153
(20,10, 5) Gap (%) 0.00 —34.33 —35.48 —26.04 —26.26 —35.48 —26.26 —14.40 —12.20 —11.05
Time (s) 4.59 1.03 1.25 1.13 0.96 1.24 1.14 3.22 2.93 20.00

HV 0.187 0.122 0.122 0.150 0.150 0.120 0.150 0.170 0.160 0.162
(20, 10, 10) Gap (%) 0.00 —35.10 —34.91 —19.98 —20.14 —35.85 —19.78 —9.26 —14.80 —13.73
Time (s) 4.66 0.99 1.28 1.12 0.99 1.24 1.15 3.21 2.98 40.00

HV 0.343 0.212 0.211 0.213 0.214 0.212 0.211 0.243 0.244 0.241
(40,5, 5) Gap (%) 0.00 —38.29 —38.62 —37.82 —37.74 —38.29 —38.62 —29.08 —29.00 —29.88
Time (s) 7.98 2.83 2.99 2.98 2.77 3.04 3.08 5.12 4.76 20.00

HV 0.220 0.134 0.142 0.125 0.128 0.138 0.139 0.160 0.163 0.169
(40, 5,10) Gap (%) 0.00 —39.08 —35.33 —43.10 —41.90 —37.25 —36.60 —27.37 —25.95 —22.96
Time (s) 8.14 2.89 3.08 2.99 2.80 3.06 3.00 5.18 4.84 40.00

HV 0.232 0.165 0.124 0.149 0.154 0.124 0.165 0.184 0.154 0.195
(40, 10, 5) Gap (%) 0.00 —28.87 —46.37 —35.69 —33.40 —46.37 —28.87 —20.47 —33.42 —15.94
Time (s) 8.14 2.85 3.07 3.02 2.79 3.10 2.98 5.21 4.88 40.00

HV 0.342 0.250 0.202 0.240 0.224 0.203 0.245 0.258 0.236 0.279
(40,10, 10) Gap (%) 0.00 —26.94 —40.78 —29.77 —34.53 —40.63 —28.30 —24.53 —31.04 —18.46
Time (s) 8.28 2.92 3.11 3.11 2.87 3.15 3.08 5.30 4.93 80.00

HV 0.534 0.387 0.389 0.409 0.396 0.387 0.389 0.449 0.436 0.449
(50,5, 5) Gap (%) 0.00 —27.47 —27.11 —23.42 —25.77 —27.47 —27.11 —15.93 —18.27 —15.93
Time (s) 13.08 4.07 4.30 4.13 3.94 4.25 4.19 7.88 6.98 25.00

HV 0.600 0.424 0.460 0.476 0.433 0.424 0.460 0.516 0.473 0.516
(50, 5,10) Gap (%) 0.00 —29.46 —23.44 —20.72 —27.94 —29.46 —23.44 —14.05 —21.28 —14.05
Time (s) 13.14 4.11 4.36 4.23 4.08 4.28 4.27 7.86 6.77 50.00

HV 0.426 0.289 0.286 0.309 0.273 0.347 0.286 0.329 0.313 0.349
(50, 10, 5) Gap (%) 0.00 —32.22 —32.83 —27.57 —36.09 —18.59 —32.83 —22.74 —26.71 —18.19
Time (s) 13.19 4.09 4.40 4.21 4.11 4.46 4.29 7.94 6.95 50.00

HV 0.423 0.258 0.258 0.288 0.298 0.337 0.258 0.322 0.298 0.297
(50, 10, 10) Gap (%) 0.00 —38.84 —38.84 —31.85 —29.53 —20.22 —38.84 —23.72 —29.37 —29.62
Time (s) 13.45 4.16 4.56 4.38 4.19 4.61 4.41 8.32 7.21 100.00

networks, together with lightweight IG adjustments. Since these operations scale approximately linearly with the
number of jobs, machines, and factories, the execution complexity remains manageable. For example, solving an
instance with n = 50 takes about 13.45 s, which is slower than simple heuristics but still acceptable given that
scheduling horizons in industrial practice are typically on the order of tens of minutes to several hours. This
indicates that DMRLIG can be applied in real-time decision support without violating practical time constraints.
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Figure 8 (Color online) Results of training size and peer comparison. (a) Boxplots of HV; (b) win rate (%).

Table 3 Comparison of performance between DMRLIG and CPLEX on small-scale instances.

Algorithm (15,5, 5) (15,5, 10) (15,10, 5) (15, 10, 10) (20, 5,5) (20, 5,10) (20, 10, 5) (20, 10, 10)
CPLEX 0.0387 0.0210 0.0331 0.0385 0.0403 0.0487 0.0622 0.0563
DMRLIG 0.0384 0.0208 0.0330 0.0381 0.0401 0.0482 0.0616 0.0561

A detailed time complexity analysis of DMRLIG, covering both the training and inference phases, is provided in
Appendix C.5.

(3) Comparison with true Pareto front. To further validate the effectiveness of DMRLIG, experiments were con-
ducted on small-scale DECDS-M instances for which the reference Pareto front can be obtained by the e-constraint
method implemented in CPLEX. Figure 9 compares the Pareto fronts generated by CPLEX and DMRLIG. The re-
sults show that the solutions obtained by DMRLIG are closely aligned with the reference Pareto front, demonstrating
its ability to approximate Pareto-optimal solutions effectively. In particular, DMRLIG provides a well-distributed
set of nondominated solutions along the trade-off front between TEC and TTD, with only minor deviations from
the CPLEX-derived reference solutions.

Table 3 further reports the quantitative performance comparison using the HV metric across different small-scale
settings. The results show that the HV values achieved by DMRLIG are almost identical to those of CPLEX.
For example, for instances of size (15,5,10), the HV of DMRLIG (0.0381) is nearly the same as that of CPLEX
(0.0385). Similar trends are observed across all instances, demonstrating the accuracy and reliability of DMRLIG
in approximating the true Pareto front.

These results confirm that, for small problem sizes, DMRLIG achieves solution quality comparable to exact
methods while maintaining computational efficiency. For medium-scale and large-scale instances, where exact
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Figure 9 (Color online) Comparison of the Pareto fronts obtained by CPLEX and DMRLIG for a representative instance among the 10
independent instances of size (15,5, 5).

methods become computationally infeasible, DMRLIG offers a scalable alternative that retains strong approximation
performance.

5.3 Case study

This empirical validation for this study was conducted in an electronic product manufacturing workshop located
in Shandong Province, China. The workshop operates two production lines (F; and F3), each equipped with a
lathe (My 1), miller (My2), CNC lathe (Mj 3), three polishing devices (M} ,~M7 3), and four electrical processing
machines (M7} 17M§7 4)- Parts processed in both factories are transported to polishing devices for further processing,
with machinirig times differing across machines for both equipment types. This case study selected four components
for experimentation: the casing of TWS (P;), the acoustic chamber of TWS (F2), the lens support frame for VR and
AR devices (Ps), and the fan hub (Py). Information on all equipment and components can be found in Appendix
C.6.

Routine production is characterized by high flexibility in issuing part orders. This flexibility enables the scenario
to be modeled as DECDS-M. At the initial production moment, the workshop system contains five jobs, and a total
of 20 jobs will be processed in the subsequent time periods, with arrival times following a Poisson distribution. For
additional details regarding all jobs, please refer to Appendix C.6. The DECDS-M scheduling scheme, derived from
the production data, is shown in Figure C2, yielding TTD and TEC values of 740.67 and 9411, respectively. Mating
operations and the dynamic arrival of jobs are common challenges in shop production systems, disrupting production
continuity and stability. In such cases, the production scheme typically relies on manual adjustments based on job
priorities and the scheduling personnel’s experience. However, manual methods are time-consuming and inefficient.
In contrast, the proposed DMRLIG approach demonstrates superior effectiveness. In the test cases, the scheduling
scheme is generated within 4.734 s, a performance level unachievable through manual methods. Case studies confirm
that the proposed method is practical for real-world production and delivers substantial improvements in efficiency.

5.4 Discussion and analysis

This section validates the effectiveness of DMRLIG through extensive comparative experiments. A case study
based on actual production further confirms the practicality of DMRLIG. The potential reasons for its superior
performance are outlined below. First, the method employed a heterogeneous graph structure with diverse nodes
and arcs to model DECDS-M. This dynamic approach enables real-time update to job nodes and mating operation
arcs, facilitating the extraction of features from the dynamic HGNN at each decision point. This process provides
agents with a comprehensive view of the environment, aiding in intelligent decision-making. In contrast, PDRs
are relatively myopic, often prioritizing jobs based on single features. Although simple, they lack adaptability
and typically focus on a single objective, a limitation that becomes especially evident when tackling complex
problems like DECDS-M. Second, the designed hierarchical multi-action space enables simultaneous job allocation
and sequencing across two workshops, making it more suitable for multi-shop collaborative scheduling problems.
Finally, the designed IG algorithm further explores the solutions generated by the trained model, dynamically
adjusting the reward function in DRL to better balance exploration and exploitation of the search space.
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Additionally, we analyzed the computational time of each algorithm across different instance scales. We ob-
served that, compared to DDQN and DDPG, the proposed DMRLIG requires more computational resources. This
increase in resource consumption is primarily attributed to the additional model evaluations required to enhance
learning efficiency and decision quality. Given the superior performance of DMRLIG across all test instances, the
computational overhead is justifiable for practical industrial applications.

6 Conclusion and future research

This paper investigates a dynamic cascaded dual-shop collaborative scheduling problem with mating operations,
targeting the simultaneous minimization of TTD and TEC. An effective deep multi-agent reinforcement learning
enhanced iterated greedy algorithm (DMRLIG) is proposed to achieve end-to-end collaborative optimization. This
includes designing a hierarchical multi-action MDP to account for the cascaded and dynamic characteristics of the
problem. The HGNN framework extracts environmental features via a heterogeneous disjunctive graph, while two
decision policy networks coordinate factory and machine actions for dual-shop collaborative scheduling. Meanwhile,
the designed IG algorithm enables the dynamic adjustment of the reward function in DRL. Comprehensive compar-
isons against PDRs, DRLs, and metaheuristic approaches reveal that DMRLIG achieves superior convergence and
more diverse non-dominated solutions, particularly for large-scale instances. Additionally, a case study grounded
in real industrial scenarios validates the practical applicability of DMRLIG.

Despite these contributions, several limitations remain. The current framework employs centralized training,
which may incur computational overhead, though execution is decentralized and graph-based representations help
mitigate the curse of dimensionality. Moreover, the problem setting simplifies practical manufacturing by con-
sidering only dynamic job arrivals as disruptions, without incorporating other common events such as inter-shop
transportation delays, unexpected machine breakdowns, or urgent orders, all of which are critical in industrial sce-
narios. In addition, the interactions among neural state representations, search space properties, and evolutionary
mutation strategies are not yet fully understood, which may limit the interpretability and robustness of the proposed
method.

In future work, we plan to extend DMRLIG to more realistic and challenging multi-agent settings. A first
direction is adapting the framework to open multi-agent environments, where agents may join or leave dynamically
and where non-stationarity and partial observability become more severe [57]. Another important direction is
enhancing communication robustness, by incorporating communication-aware or topology-aware message passing
that can handle bandwidth limits, delays, and perturbations, leveraging techniques such as certified multi-view
communication [58]. Finally, applying DMRLIG to embodied multi-agent scenarios, where agents operate with
physical bodies and sensorimotor interactions, will require addressing perception noise, distributed critic structures,
and topology-dependent coordination, as highlighted in recent embodied multi-agent AI research [59]. Beyond
these extensions, we also plan to enhance DMRLIG’s ability to handle a broader and more realistic range of
dynamic events in industrial settings. These include transportation delays modeled as edge perturbations, machine
breakdowns represented as the temporary removal of machine nodes, and urgent orders emerging as high-priority
job nodes. In addition, we will incorporate more realistic modeling of transport and energy dynamics by treating
AGV movement as a capacity-constrained shared resource and adopting a state-machine or piecewise power model
that captures start-stop transitions, mode-switching costs, and speed-power coupling. These enhancements will
improve the robustness and physical fidelity of the scheduling framework. Finally, we will explore deeper integration
between evolutionary computation and reinforcement learning, seeking to exploit their complementary advantages
and uncover theoretical connections between network representations, search dynamics, and evolutionary strategies.
These efforts will broaden the applicability of DMRLIG and advance the development of intelligent, scalable, and
resilient scheduling methodologies for complex manufacturing systems. We also plan to collaborate more closely with
Goertek to obtain large-scale production data, enabling direct comparisons between DMRLIG and the company’s
existing scheduling system and supporting further industrial deployment.
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