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Appendix A Related work

Appendix A.1 Open-vocabulary semantic segmentation

Open-vocabulary semantic segmentation (OVSS) aims to classify every pixel in an image using semantic labels drawn
from an open and potentially unbounded set of categories. Motivated by the success of CLIP [1], OVSS models [2-9]
seek to transfer the powerful open-vocabulary capabilities of vision-language models (VLM) [1,10-12] from image-level
understanding to dense prediction tasks [13-19].

Early approaches [20-22] predominantly adopt a region-based framework. In these methods, a mask proposal generator
is trained to produce class-agnostic mask proposals, which are then classified using a CLIP model. For instance, SAN [23]
attaches a side network to a frozen CLIP model, consisting of two branches: one for generating mask proposals and an-
other for predicting attention bias, which is then applied to the CLIP model to classify the masks. DeOP [24] introduces
Generalized Patch Severance to mitigate harmful interference between patch tokens in the encoder, along with a Classifi-
cation Anchor Learning module that identifies key patches for spatial pooling during classification. SCAN [25] integrates a
semantic module designed to incorporate the global semantic understanding of the original CLIP model into the proposal
embedding, mitigating domain bias caused by unnatural backgrounds and providing richer global context. MAFT [21]
observes that CLIP is often insensitive to different mask proposals, tending to generate similar predictions for multiple
proposals of the same image. To address this, it proposes fine-tuning CLIP with a mask-aware loss and a self-distillation
loss. To enable vision-text collaborative optimization, MAFT+ [26] integrates CLIP-T into the fine-tuning process, allowing
for the concurrent optimization of text representations. However, region-based models often rely on additional networks
to generate class-agnostic mask proposals, which may result in high computational costs. Furthermore, since the mask
proposal generator is typically trained on limited data, region-based methods tend to perform sub-optimally when applied
to novel scenes and domains, as evidenced in [27].

In contrast to region-based frameworks that depend on mask proposal generators, alternative pixel-based frameworks [2,
28] directly transfer image-level understanding capabilities to pixel-wise predictions. To avoid overfitting to limited training
data and mitigate the loss of generality, CAT-Seg [2] introduces cost-aggregation mechanisms, drawing parallels to visual
correspondence literature [29]. SED [28] incorporates a hierarchical encoder-based cost map generation and a gradual
fusion decoder with category early rejection. Our work follows the pixel-based approach and builds upon the representative
CAT-Seg to further enhance the open-vocabulary generalization capabilities.

Appendix A.2 Knowledge distillation

To maintain the generality of CLIP during adaptation to segmentation tasks, previous works attempt to distill various
features from the original CLIP to the target model. For instance, MAFT [21] proposes distilling the global prediction
logits of a frozen CLIP model to their IP-CLIP. However, image-level feature distillation does not yield generalizable fine-
grained representations. CLIPSelf [30] aligns region-level representations extracted from CLIP’s feature maps with the
image-level embeddings of corresponding crops. Yet, these representations remain too coarse for accurate dense prediction.
MAFT+ [26] introduces a representation compensation (RC) strategy, which performs multi-scale pooling on visual features
and distills region-level features to the target model. Nevertheless, due to CLIP’s limited local perceptual capability,
naive pooling may lead to the aggregation of noisy or contaminated patches [31,32], resulting the transfer of confusing or
ambiguous representations, as shown in (Figure Al). In this paper, we propose a method that carefully distills the identified
semantically accurate patches, guiding the target model to learn generalizable and precise dense representations.
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Figure Al Difference to representative methods. To preserve the generalization capability of CLIP during its adaptation to
segmentation tasks, most OVSS methods [5, 28, 33] simply retain frozen text embeddings without systematic analysis. Some
approaches [26] apply region-level feature pooling for distillation, but naive pooling often aggregates noisy or semantically con-
taminated patches, resulting in suboptimal representations. In contrast, our method identifies and distills patches with accurate
semantics in CLIP to the target model, guided by our empirical finding that maintaining patch features which capture accurate
semantics shows a stronger correlation with open-vocabulary generalization than preserving text embeddings.

Appendix B Method

To explore adaptation strategies for preserving open-vocabulary generalization capability, we begin with a quantitative
analysis presented in Appendix B.1. Based on the insights derived from this study, we propose the Reference Patch
Momentum Distillation (RPMD) framework, which enhances the generalization of OVSS models by encouraging alignment
with the reference patch semantic space. Appendix B.2 outlines the overall pipeline.

Appendix B.1 Quantitative analysis of CLIP adaptation and generalization

Preliminary. To effectively transfer CLIP to OVSS, we begin by analyzing its pre-trained representations in the context
of dense prediction. While CLIP performs well on image-level tasks, both its patch-level visual features (Figure Bla) and
class-name text embeddings (Figure B1b) exhibit limited category discriminability, with high intra-class variance and low
inter-class separability. Additionally, a subset of patch features exhibit poor local perception capability, being dominated
by global semantics (e.g., “bed” in Figure Blc), which further hinders accurate dense predictions.

These observations raise a core challenge: CLIP’s representations require adaptation for segmentation, yet naively fine-
tuning them with limited densely annotated data may compromise their generalization on unseen categories. Most OVSS
methods address this by fine-tuning only the visual encoder, freezing the text branch. A few recent approaches explore joint
tuning of both modalities, but such design choices are often heuristic and lack systematic analysis.

To address this, we conduct an empirical study to quantify the impact of adapting different components of CLIP on its
generalization ability. Since dense predictions in OVSS rely on both image patch features and text embeddings, we analyze
the semantic shift in each modality and investigate its correlation with open-vocabulary generalization performance. This
analysis guides the design of more principled and effective adaptation strategies for OVSS.

Given an input image | and a set of candidate text labels C, we extract dense patch embeddings V = Ey(l) and text
embeddings T = E¢(C) using the visual and text encoders of CLIP. The patch embeddings are denoted as:

V =fVp;p=1;:5Lg 2R P (B1)

where L and D represent the number of patches and the embedding dimension, respectively. The text embeddings are
generated from multiple prompt templates and formulated as:

T=T02RC N D, (B2)

where C denotes the number of categories and N is the number of templates (N = 80 for ImageNet templates).
Reference semantic space. To quantify the changes in feature semantics during adaptation, we define reference

category-wise prototypes in both the text and patch spaces based on the original (frozen) CLIP model. In the text space,

the reference semantic prototype Te 2 RP for category ¢ is computed as the average over all template-derived embeddings:

1 XN
= TN (B3)

TC:N hq Te

To ensure reliable assessment of patch-level semantic shift, we partition the patches in the original CLIP into two groups: a
noisy group comprising globally contaminated or semantically ambiguous patches, and a reliable group containing patches
that capture accurate local semantics. We construct the reference patch semantic space V using only the reliable group
to avoid confounding factors introduced by noise. Given the ground-truth label G 2 R, we generate a binary mask
Mc = fMc;p;p=1;:5Lg 2 RL to identify the accurate reference patches for each category ¢ as follows:

Mc = 1f(argmax(VTT) == G) ~ (G == ¢)g: (B4)
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Figure B1 Analysis of the representations of CLIP in the context of segmentation. The t-SNE visualization of patch features (a)
and class-name text embeddings (b) both reveal poor category discriminability, characterized by high intra-class variance and low
inter-class separation. (c) Example visualization shows that some patch semantics in CLIP are contaminated by global category
(e.g., \bed" in the left image), failing to capture the local perceptual details critical for accurate segmentation.

Based on the selected patches, we compute the category-wise reference patch semantic prototype V ¢ 2 RP by averaging
their corresponding embeddings:
P
-1 McpVp

Vo= L0 (85)

p=1 Mcp

Discussion. We evaluate three con gurations: adapting only the visual encoder, only the text encoder, and jointly
adapting both. For each con guration, we derive updated semantic prototypes and compare them against the reference
prototypes obtained from the frozen CLIP model. To quantify the semantic shift introduced by adaptation, we introduce
two complementary metrics:

(1) Intra-class prototype similarity S intra » Measuring the average cosine similarity between updated and reference

prototypes of the same class: N
1

c .
Sintra = c =1 Slm(TchO); (B6)
where Tc, T denote the reference and updated prototypes of class c, respectively. sim(; ) denotes the cosine similarity.

(2) Inter-class relational consistency S inter » Which quanti es the preservation of the relative structure between
categories using the Spearman rank correlation [34]. We rst compute the a nity matrix A 1 2RCC  based on the cosine
similarities between class prototypes:

At () =sim(T i;T)): (B7)

The preservation is then quanti ed by measuring the Spearman rank correlation between the updated and reference a nity
matrices:

Sinter = (A T ;A‘?' ) (B8)

where denotes the Spearman rank correlation.

The experiments are conducted by ne-tuning on the COCO-Stu [35] dataset and evaluating on ADE20K [36] dataset.
We report results on seen categories (i.e., those overlapping with COCO-Stu ) to assess adapting segmentation performance,
and on unseen categories to evaluate open-vocabulary generalization. Table B1 yields the following key observations: (1)
Visual-only adaptation severely distorts the patch semantic space, with S j,wa dropping from 1.0 to 0.87 on unseen categories
for CLIP ViT-B/16. Despite retaining the original text embeddings, this con guration yields the weakest generalization
to unseen categories (18.6 mloU for A-150 and 9.4 mioU for A-847). (2) In contrast, text-only adaptation preserves the
original patch space and achieves better performance on unseen categories (23.6 mloU for A-150 and 10.9 mloU for A-847),
suggesting improved generalization. However, due to the noisy patch subset in the frozen CLIP-V, it su ers from degraded
segmentation performance on seen categories. (3) Joint adaptation achieves the best trade-o: the patch space remains
relatively well aligned, the text space is only moderately perturbed, and the model achieves the highest segmentation
performance on both seen and unseen categories. These results underscore the e ectiveness of jointly adapting both the
visual and text encoders for OVSS.
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Table B1 Impact of adaptation strategies on semantic shift and generalization performance. We compare three con gurations:
visual-only, text-only, and joint adaptation. Segmentation results are reported on both seen (overlapping with training categories)
and unseen categories of A-150, A-847 and PC-459 datasets, using mloU (%) as the evaluation metric. The results demonstrate
the superiority of joint adaptation in OVSS. More importantly, the comparison between visual-only and text-only tuning reveals
that preserving semantics of reference patch features V correlates more strongly with generalization performance than preserving
text embeddings T .

adaptation \ T A-150
A-847 |PC-459
con gurations VLM S intra Sintra
Simer Simer

seen unseen seen unseen seen unseen |unseen | unseen
visual-only 0.88 0.87 |0.32 |1.0 1.0 1.0 40.1 186 9.4 16.2
text-only ViT-B/16 (1.0 1.0 10 079 079 Q42 399 236 10.9 17.8
joint tuning 093 0.91 05 0/87 086 0/42 422 245 1.2 18.1
visual-only 0.63 0.62 |0.32 |1.0 1.0 1.0 455 259 12.1 20.5
text-only ViT-L/14 1.0 1.0 10 071 07 051 451 293 14.2 221
joint tuning 086 085 Q43 084 083 052 4f 314 15.1 2.7

However, it is important to note that improvements on unseen categories under joint adaptation may partly result from
enhanced segmentation adaptation rather than from a genuine gain in generalization ability, introducing confounding factors
into the analysis. To more directly isolate the e ect of generalization, we focus on the comparison between visual-only and
text-only adaptation. Notably, text-only tuning, despite its weaker adaptation to the segmentation task, achieves stronger
performance on unseen categories. This contrast reveals a core insight: maintaining the semantics of reference patch features
V in CLIP shows a stronger correlation with open-vocabulary generalization performance than preserving text embeddings.

Motivated by this, we propose the RPMD framework, which ne-tunes both the visual and text encoders with explicitly
anchoring the reference patch semantics via e ective distillation. Notably, preserving V does not imply freezing the visual
encoder entirely. Rather, we aim to maintain the patch features that capture accurate semantics while allowing noisy or
globally contaminated patches to adapt to the segmentation task. While it may seem intuitive that retaining both patch
and text knowledge from the pre-trained CLIP would be ideal for maintaining generalization, in practice, preserving the
text space forces the model to adapt the visual features more aggressively, causing larger distortions in the patch semantic
space and thus harming generalization, which is further discussed in Appendix C.4.

Appendix B.2 Overall architecture

RPMD is a training framework designed to enhance the generalization capability of pixel-based OVSS methods. For
completeness, we brie y review the typical pipeline of pixel-based OVSS method, using the classical method CAT-Seg [2].
Given dense patch embeddings and text embeddings, CAT-Seg rst computes their similarity matrix, called the cost volume.
The cost volume is then processed through a sequence of modules, including cost aggregation and an upsampling decoder,
to produce nal segmentation masks. As illustrated in Figure B2, RPMD operates only before the cost volume computation
and is applied only during training. All components following the cost volume remain identical to those in CAT-Seg.
This design ensures that RPMD enhances the generality of OVSS model without introducing any additional computational
overhead during inference. Algorithm B1 presents an overview of the training pipeline for RPMD.

Figure B2 Overview of pixel-based OVSS methods. RPMD is built upon the pixel-based OVSS framework and applied only
during training, operating before the cost volume computation.

Appendix B.3 Main contribution

The main contributions of RPMD compared to previous methods can be summarized as follows:

1) Addressing the generalization challenge in OVSS: OVSS needs both enhancing segmentation and preserving generaliza-
tion to novel categories. Previous works focusing on improving the segmentation performance, lacking systematic analysis
on preserving generalization of CLIP. We rst experimentally demonstrate that retaining visual patch features, rather than

text features, better preserves generalization capability.

2) Accurate patch-level distillation with noise suppression: Region-level and image-level methods typically rely on naive
pooling to obtain region-level features. However, as illustrated in Figure A1, semantic contamination within dense features
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Algorithm B1 Training procedure of RPMD

Input: Training set f(l i;Gi)g i“il , class names C, CLIP-V model parameters E v, Et
Stage 1: Text-to-patch pre-alignment (TPA)
Freeze visual encoder E
fort=1t0o T 1pa do

v E v

T E «(©)

Compute segmentation loss L seg

Update E  via backpropagation
end for
Stage 2: Reference patch momentum distillation (RPMD)
Initialize E M E
fort=1to T do

v E O VM™M E MO TE (©

Mg 1fargmax(V PM T>)==Gg

L spo P,,nlAisp p Msp kVp Vv M3

Q ;,C img unique classes in G

foreachc2C ng do

Mc 1f(argmax( MT>) :M: G)" (G ==c)g

Ve % pMap Vp
Add correctly predicted patches of ¢ to Q
end for
1 exp(simV. pVg,)=)
L cra Q- Vp20Q log & € g TPEY  pV C))
Compute L o =L sec + spp Lsep + cpa Lcpra

Update E y, E via backpropagation
UpdateEM E M+ )E
end for

causes region-level distillation to inevitably transfer noisy representations into OVSS models, thereby constraining perfor-
mance. In contrast, our method introduces an innovative noise Itering mechanism that selectively distills only high-quality
accurate patch features. Moreover, patch-level distillation inherently provides ner-grained representations, which are cru-
cial for dense alignment in segmentation.

3) Innovation in distillation signal design rather than architecture: We would like to emphasize that our contribution does
not lie in proposing an entirely new dual-model distillation architecture, but rather in the design of more e ective distillation
signals for OVSS. To this end, we introduce the SPD and CPA modules, which are speci cally designed to extract reliable
and generalizable ne-grained supervision targets.

Appendix C Experiments
Appendix C.1 Datasets and evaluation metric

Datasets. We follow standard OVSS protocols and train our model on the COCO-Stu [35] dataset, which contains
118k densely annotated images spanning 171 semantic categories. Evaluation is conducted on three widely-used semantic
segmentation benchmarks: ADE20K [36], PASCAL-Context [37], and PASCAL VOC [38]. ADE20K includes 2k validation
images, and we evaluate on two label sets: A-150 (the 150 most frequent classes) and A-847 (all 847 annotated classes).
PASCAL-Context consists of 5,104 validation images. We report results on both the full 459-class set (PC-459) and a
59-class subset (PC-59) focusing on the most common categories. PASCAL VOC contains 1,449 images annotated with 20
foreground categories (PAS-20).

Evaluation Metric. We adopt mean Intersection-over-Union (mloU) as the evaluation metric, following prior OVSS
works [2,26,28]. mloU is computed by averaging the loU across all evaluated categories.

Appendix C.2 Implementation details

Our RPMD framework builds on CAT-Seg [2], introducing a momentum CLIP-V encoder to construct a stable reference
patch space. The momentum encoder is initialized from the original CLIP-V and updated during training via an exponential
moving average (EMA) with a momentum coe cient = 0:995. To enrich the initial reference patch representation, we
rst perform a text-to-patch pre-alignment (TPA) stage, during which the CLIP-V encoder is frozen and the remaining
modules are trained for 20k iterations using only the segmentation loss. We then continue training for an additional 80k
iterations, where the model is jointly optimized with the segmentation loss and the distillation objectives from SPD and
CPA. To ensure a fair comparison, we train the same set of parameters as in CAT-Seg [2]. The loss weights are set to
spp = 10 and cpa = 0:01, determined according to the relative magnitudes of their objectives with respect to the
segmentation loss. All other training hyperparameters, including optimizer, learning rate, and batch size, are identical to
CAT-Seg. All experiments are conducted on four NVIDIA RTX 3090 GPUs with a batch size of 1 per GPU. The total
training time is 10.5 hours with the CLIP ViT-B/16 backbone and 15.8 hours with the CLIP ViT-L/14 backbone, without
mixed-precision training. Since all distillation components are training-only, RPMD has the same inference parameters and
FLOPs as CAT-Seg, with only a marginal increase in FLOPs during training (2262 GFlops vs. 2121 GFlops for ViT-L).
The number of trainable parameters is the same as CAT-Seg, i.e., 70.3 M for ViT-L. At inference, the momentum CLIP-V
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encoder is discarded, resulting in a model that is structurally identical to CAT-Seg, ensuring no additional computational
overhead at test time.

Table C1 Quantitative comparison with state-of-the-art OVSS methods across ve benchmarks. For each method, we report the
image backbone, vision-language model (VLM), and training data. mloU (%) metric is used in every experiment. Abbreviations of
benchmarks, from left to right: ADE20k-847, Pascal Context-459, ADE20k-150, Pascal Context-59, Pascal VOC-20. We highlight
the best and second-best _ results.

Method VLM Additional backbone Training dataset A-847 PC-459 A-150 PC-59 PAS-20
GKC [iccvzy [18] ViT-B/16 ResNet-101 COCO Panoptic [39] 35 71 18.8 45.2 83.2
GroupViT (cyproz) [4] ViT-S/16 - GCC [40]+YFCC [41] 43 4.9 106  25.9 50.7
ZegFormer cyproo) [42] ViT-B/16 ResNet-101 COCO-Stu -156 4.9 9.1 16.9 42.8 86.2
ZegFormer cyproo)  [42] ViT-B/16 ResNet-101 COCO-Stu 5.6 10.4 18.0 455 89.5
SimBaselineeccy22; [20] ViT-B/16 ResNet-101 COCO-Stu 7.0 9.0 20.5 a47.7 88.4
OpenSegcevzy [43] ALIGN ResNet-101 COCO Panoptic [39]+LOc. Narr. [44] | 4.4 7.9 175 401 -
DeOP (iccvoz [45] ViT-B/16 ResNet-101c COCO-Stu -156 7.1 9.4 22.9 48.8 91.7
PACL (cvprog [33] ViT-B/16 - GCC [40]+YFCC [41] - - 314 501 72.3
OVSegcvproz [5] ViT-B/16 ResNet-101c COCO-Stu +COCO Caption 7.1 11.0 24.8 53.3 92.6
SAN (cvproz [3] ViT-B/16 - COCO-Stu 10.1 12.6 275 53.8 94.0
MAFT+  (cccvas [26] ConvNeXt-B - COCO-Stu 13.2 14.2 33.6 55.9 93.9
EOV-Seg nanizs)  [46] ResNet-50 - COCO Panoptic 6.6 11.5 21.9 46.0 87.2
EBSeg(cvpros [47] ViT-B/16 SAM ViT-B [48] COCO-Stu 111 17.3 30.0 56.7 94.6
SCAN (cyprog) [25] ViT-B/16 Swin-B COCO-Stu 10.8 13.2 30.8 58.4 97.0
SED (cvpros) [28] ConvNeXt-B - COCO-Stu 114 18.6 31.6 57.3 94.4
SCCLIP 405 [32] ViT-B/16 - - - - 201 401 84.3
FGASseq aniv2s) [49] ViT-B/16 - COCO-Stu 12.0 19.0 31.4 57.5 95.2
CLIPSelf [c k24 [30] ViT-B/16 - COCO-Stu 9.3 - 29.0 58.0
CAT-Seg (cvproa [2] ViT-B/16 - COCO-Stu 12.0 19.0 31.8 57.5 94.6
RPMD (Ours) ViT-B/16 - COCO-Stu 12.7 20.1 33.9 59.6 95.6
OpenSeg-ccvzy [43] ALIGN E -B7 [50] COCO Panoptic [39]+LOc. Narr. [44] | 8.1 115 26.4 448 -
OVSegcvproz [5] ViT-L/14 Swin-B COCO-Stu +COCO Caption 9.0 12.4 29.6 55.7 94.5
ODISE (cyprog [51] ViT-L/14 - COCO Panoptic [39] 11.1 14.5 299 573 -
HIPIE [yeuipszy [52] BERT-B [53] ViT-H COCO Panoptic [39] - - 290 593 -
SAN [cvprog [3] ViT-L/14 - COCO-Stu 13.7 17.1 333 602 95.5
FC-CLIP |neuipsoz [22] ConvNeXt-L - COCO Panoptic [39] 14.8 18.2 34.1 58.4 95.4
MAFT+  |cccvag [26] ConvNeXt-L - COCO-Stu 151 21.6 36.1 59.4 96.5
EBSeg(cvpros [47] ViT-L/14 SAM ViT-B COCO-Stu 13.7 21.0 32.8 60.2 96.4
SCAN [cypras) [25] ViT-L/14 Swin-B COCO-Stu 14.0 16.7 335 59.3 97.2
Mask-Adapter (cypros; [54] | ConvNeXt-L - COCO-Stu 16.2 22.7 38.2 60.4 95.8
SCCLIP 405 [32] ViT-L/14 - - - - 217 406 88.3
FGASseq .25 [49] ViT-L/14 - COCO-Stu 16.3 239 37.9 63.4 97.1
CLIPSelf (c k24 [30] ViT-L/14 - COCO-Stu 12.4 - 345 62.3 -
EQV-Seg aanis) [46] ConvNeXt-L - COCO Panoptic 12.8 16.8 32.1 56.9 94.8
SED [cvproa) [28] ConvNeXt-L - COCO-Stu 13.9 22.6 35.2 60.6 96.1
CAT-Seg (cvproa [2] ViT-L/14 - COCO-Stu 16.0 23.8 37.9 63.3 97.0
RPMD (Ours) ViT-L/14 - COCO-Stu L7.0 24.7 39.0 63.6 97.5

Appendix C.3 Comparison with state-of-the-art methods

In this section, we compare our proposed RPMD with state-of-the-art OVSS approaches [2,28,54] across ve benchmarks.
Table C1 reports the results along with each method's vision-language model (VLM), image backbone, and training dataset.
Notably, some methods [5,52] utilize additional image backbones, while others [43] rely on extra datasets or supervision.
Using the ViT-B/16 backbone [55], RPMD achieves mloU of 12.7% on A-847, 20.1% on PC-459, 33.9% on A-150, 59.6% on
PC-59, and 95.6% on PAS-20, consistently surpassing prior state-of-the-art methods under the same VLM. In particular,
it improves CAT-Seg by 2.1% mloU on A-150 and 1.1% mloU on PC-459. With the stronger ViT-L/14 backbone, RPMD
further establishes new state-of-the-art performance across all ve benchmarks. Compared to CAT-Seg, it delivers absolute
gains of 1.0%, 0.9%, and 1.1% mloU on A-847, PC-459, and A-150, respectively. Additionally, RPMD consistently outper-
forms the best-performing region-based method, Mask-Adapter [54], with gains of 0.8%, 2.0%, 0.8%, 3.2%, and 2.7% mloU
on A-847, PC-459, A-150, PC-59, and PAS-20.

To further evaluate the performance of RPMD in challenging scenarios with small objects and semantically ambiguous
regions, we conduct experiments on the UAVid [56] and Dark Zurich [57] datasets. UAVid contains high-resolution imagery
captured by the UAV platform at approximately 50 meters, covering eight urban categories. In this dataset, \static car,"
\moving car," and \human" appear as small objects, posing signi cant segmentation challenges. Dark Zurich consists of
real nighttime driving images with pixel-level annotations over 20 categories, providing a representative benchmark for
semantically ambiguous regions. The results are summarized in Table C3 and Figure C1. The experiments con rm the
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Table C2 Performance improvements of integrating RPMD into the pixel-based OVSS methods with di erent backbones. RPMD
consistently enhances segmentation performance across all benchmarks, demonstrating its general applicability and e ectiveness in
strengthening open-vocabulary generalization. We present the absolute improvement in mloU (%) for each setting relative to the
baseline.

Method VLM A-847 PC-459 A-150 PC-59
SED ConvNeXt-B 11.4 18.6 31.6 57.3
SED w/ Ours ConvNeXt-B 12.6 +1.2 19.5 +0.9 35.0 +3.4 58.0 +0.7
CAT-Seg ViT-B/16 12.0 19.0 31.8 57.5
CAT-Seg w/ Ours ViT-B/16 12.7 +0.7 20.1 +1.1 33.9 +2.1 59.6 +2.1
SED ConvNeXt-L 13.9 22.6 35.2 60.6
SED w/ Ours ConvNeXt-L 149 +1.0 23.6 +1.0 37.1 +1.9 61.3 +0.7
CAT-Seg VIiT-L/14 16.0 23.8 37.9 63.3
CAT-Seg w/ Ours ViT-L/14 17.0 +1.0 24.7 +0.9 39.0 +1.1 63.6 +0.3

Table C3 Quantitative segmentation results on UAVid and Dark Zurich datasets. RPMD achieves consistent performance gains
in scenarios involving small objects (partial categories in UAVid) and semantically ambiguous regions (Dark Zurich).

Method VLM Training dataset ~ UAVid  Dark Zurich
MAFT+ ConvNeXt-B COCO-Stu 189 259
SAN ViT-B/16 COCO-Stu 20.1 24.4
CAT-Seg ViT-B/16 COCO-Stu 20.0 28.9
RPMD (Ours) ViT-B/16 COCO-Stu 20.f7 29.7

superiority of RPMD under challenging conditions involving small objects and ambiguous semantics.

To further evaluate the generalization ability of RPMD, we conduct additional experiments by training our model on
A-150 and PC-59 datasets, using CLIP with ViT-B for all methods. The results are presented in Table C4. As shown,
RPMD consistently achieves performance gains across di erent segmentation benchmarks when trained on di erent datasets,
demonstrating its adaptability and robustness across diverse training data distributions.

RPMD can be seamlessly integrated into pixel-based OVSS models to enhance their open-vocabulary generalization via
reference patch semantic distillation. To further validate its e ectiveness, we incorporate RPMD into SED [28], another
representative pixel-based OVSS method. As shown in Table C2, incorporating RPMD into SED vyields consistent perfor-
mance gains across all benchmarks. For instance, with ConvNeXt-B [58], RPMD improves mloU by 1.2% on A-847, 0.9%
on PC-459, and 3.4% on A-150. Notably, A-847 and PC-459 contain a large number of unseen categories not present in
the COCO-Stu training dataset, therefore the improvements on these datasets clearly demonstrate that RPMD e ectively
enhances open-vocabulary generalization across diverse pixel-based OVSS frameworks.

Appendix C.4 Ablation study

Impact of integrating di erent components. To understand the contributions of each component in our RPMD
framework, we conduct an ablation study by sequentially evaluating the e ect of each module. We perform experiments
with ViT-B/16 backbone, testing the performance impact of the SPD, CPA and TPA.

As illustrated in Table C5, introducing the SPD module alone improves the performance by 1.3% mloU on A-150 and
0.6% mloU on PC-459, demonstrating the bene t of patch-level supervision. Adding the CPA module alone yields gains of
1.5% mloU on A-150 and 0.7% mloU on PC-459, validating the role of prototype-level alignment. Combining SPD and CPA
improves performance by 1.7% mloU on A-150 and 0.8% mloU on PC-459, showing the complementary e ect of patch- and
prototype-level guidance. We randomly select several images to illustrate the spatial relationships between the reference
prototypes and the target patch features after training. As shown in Figure C2, the target patch features are well clustered
around their corresponding reference prototypes, demonstrating clear semantic alignment.

Figure C1 Qualitative segmentation results on the UAVid and Dark Zurich dataset.
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Table C4 Comparison of segmentation performance when training on di erent datasets (A-150 and PC-59). RPMD consistently
achieves performance gains, demonstrating strong adaptability and robustness across diverse training data distributions.

Method Training dataset  A-847 PC-459 A-150 PC-59 PAS-20
ZegFormer COCO-Stu 5.6 10.4 18 45.5 89.5
SimBaseline COCO-Stu 7.0 9.0 20.5 47.7 88.4

CAT-Seg COCO-Stu 12.0 19.0 31.8 57.5 94.6

RPMD (Ours) COCO-Stu 12.7 20.1 33.9 59.6 95.6
ZegFormer PC-59 3.8 8.2 13.1 48.7 86.5
SimBaseline PC-59 3.0 7.6 11.9 54.7 87.7

CAT-Seg PC-59 9.6 16.7 27.4 63.7 93.5

RPMD (Ours) PC-59 10.3 17.6 28.5 64.2 94.3
ZegFormer A-150 6.8 7.1 33.1 34.7 77.2
SimBaseline A-150 7.6 7.1 40.3 39.7 80.9

CAT-Seg A-150 14.4 16.2 47.7 49.9 91.1

RPMD (Ours) A-150 15.3 17.2 48.3 51.6 92.1

Figure C2 Visualization examples of reference prototypes and patch features in target model. The target patch features are well
clustered around their corresponding reference prototypes, demonstrating clear semantic alignment with reference patch space.

Finally, integrating TPA further enhances the overall performance by 0.4% mloU on A-150 and 0.3% mloU on PC-459,
validating the bene t of enriching the initial reference patch space. We further analyze the changes in text embeddings
in the TPA stage. As shown in the left part of Figure C3, text embeddings from the frozen CLIP display high intra-
class variance, low inter-class separation, and a clear inter-class mixing phenomenon (lower right), where embeddings from
di erent categories are clustered together, indicating weak category discriminability. In contrast, after TPA ne-tuning (right
part of Figure C3), the text embeddings exhibit compact intra-class clusters and well-separated inter-class boundaries. This
enhanced structure con rms that TPA e ectively improves the semantic discriminability of text embeddings.

Impact of the EMA mechanism. We incorporate an exponential moving average (EMA) mechanism to progressively
enrich the reference patch space used for distillation. To evaluate its e ectiveness, we perform an ablation study by
comparing the performance of RPMD with and without EMA. As shown in Table C7, the inclusion of EMA consistently
improves segmentation performance across all datasets and backbones. For example, with the ViT-B/16 backbone, EMA
yields gains of 0.5% mloU on A-150 and 0.4% on PC-59.

We further analyze the proportion of reference patches in momentum CLIP-V utilized during training, as illustrated in
Figure C4. Owing to the limited segmentation capability of original CLIP, only a small number of patches can initially be

Figure C3 t-SNE visualization of text embeddings before and after TPA ne-tuning on COCO-Stu. Left: Text embeddings
from the frozen CLIP exhibit high intra-class variance, low inter-class separation, and inter-class mixing, indicating weak category
discriminability. Right: After TPA ne-tuning, text embeddings form compact intra-class clusters with clear inter-class boundaries,
demonstrating enhanced semantic discriminability.
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Table C5 Ablation study of RPMD components. We compare the performance of di erent combinations of SPD, CPA, and TPA

Table C6 Ablation study of

across datasets using the ViT-B/16 backbone. Our complete and default method is highlighted in blue .
SPD CPA TPA A-847 PC-459 A-150 PC-59 PAS-20

12.0 19.0 31.8 57.5 94.6
X 12.4 19.6 33.1 59.3 95.1
X 12.3 19.7 33.3 59.0 95.2
X X 12.6 19.8 335 59.4 95.2

X X X 12.7 20.1 33.9 59.6 95.6

spp and cpa . Each hyperparameter is varied independently while keeping the other xed at its

default value. The results demonstrate that RPMD achieves strong and stable performance across a wide range of values. Our

complete and default method is highlighted in blue .

SPD A-847 PC-459 A-150 PC-59 PAS-20
1 12.5 19.7 33.8 59.3 954

5 12.6 19.9 33.9 59.4 95.5
10 12.7 20.1 33.9 59.6 95.6
20 12.7 20 33.8 59.6 95.5
50 12.7 19.8 334 59.5 95.3
100 12.6 19.7 33.7 59.2 95.2
CPA A-847 PC-459 A-150 PC-59 PAS-20
0.001 12.6 19.8 33.9 59.3 95.3
0.005 12.7 19.9 33.9 59.4 95.4
0.01 12.7 20.1 33.9 59.6 95.6
0.05 12.6 20 33.8 59.3 95.5
0.1 12.6 19.9 33.7 59.2 95.2

identi ed as capturing reliable semantics, resulting in a low reference patch ratio. The introduction of TPA improves the
discriminability of text embeddings, enabling the identi cation of more semantically reliable patches in the frozen CLIP-V.
As training progresses, the momentum CLIP-V bene ts from the progressively re ned dense predictions of target CLIP-
V, leading to a steady increase in the quantity of reference patches. This expanded reference patch set provides richer
supervision signals, thereby improving the generalization ability of the target visual encoder.
To further investigate the relationship between the proportion of reference patches and generalization performance, we

conduct ablation studies on the momentum parameter , which controls the update speed of the teacher model. A larger

corresponds to slower updates and a more gradual increase in the proportion of reference patches. As summarized in
Table C8, the optimal generalization is achieved when = 0:995, where the balance between reference patch growth and
preservation of CLIP's generalization is best maintained.
Impact of spp and cpa . To investigate the impact of key hyperparameters in our framework, we conduct an ablation
study on the distillation weights spp and cpa Using the ViT-B/16 backbone. As summarized in Table C6, we vary one
hyperparameter at a time while xing the other to its default value. The best performance is achieved when spp = 10
and cpa = 0:01, yielding the highest mloU across all benchmarks, including 12.7% mloU on A-847 and 20.1% mloU on
PC-459. Importantly, the model maintains consistently strong performance over a wide range of hyperparameter values,
indicating low sensitivity to tuning. A closer analysis reveals that optimal results occur when the magnitudes of L SPD
and L cpa are approximately 1% of the primary segmentation loss L sgg . This implicit scaling relationship explains the
method's robustness and provides a simple heuristic for setting hyperparameters. Overall, our framework demonstrates
stable performance without the need for extensive hyperparameter search.

Table C7 Ablation study of the EMA mechanism. We
compare the performance of RPMD with and without the
EMA mechanism on various datasets using ViT-B/16 and
ViT-L/14 backbones. The inclusion of EMA gradually
enriches the reference patch space, consistently improving
OVSS performance across all test datasets. Our complete

Table C8 Ablation study on the EMA momentum parameter
, which controls the growth of reference patches. = 0:995
strikes the best balance between reference patch growth and the
preservation of CLIP's generalization ability, leading to optimal
segmentation performance. Our complete and default method

and default method is highlighted in blue . is highlighted in (ISR
EMA VLM A-847 PC-459 A-150 PC-59 AB4T PC-459 A150 PC-59  PAS-20
viTeie |iza 0.0 34 502 0.999 | 12.6 19.9 334 595 95.3
X ViT-B/16 12.7 20.1 339 596 0.995 | 12.7 201 339 596 956
vt e s w7 e 099 | 126 19.9 338 596 95.4
X ViT-L/14 17.0 24.7 390 636 0.9 124 198 335 592 9%

Impact of the text distillation.

As discussed earlier, we consider that preserving both patch and text space for
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Figure C4 Evolution of reference patch ratio. The initial reference patch ratio is low due to the limited segmentation capability
of original CLIP. The introduction of TPA improves the discriminability of text embeddings, enabling the identi cation of more
semantically reliable patches in the frozen CLIP-V. As training progresses, the momentum CLIP-V benets from progressively
re ned dense predictions of target model, leading to a steady increase in the quantity of reference patches.

Table C9 Ablation study on distillation targets. We compare the e ects of distilling the reference patch space versus the text
space on semantic shift and generalization performance. Distilling the text space introduces substantial distortions to the patch

feature space, leading to degraded generalization. Our complete and default method is highlighted in blue .
I \% T A-150
Distillation A-847 PC-459
Sintra Sinter Sintra Sinter novel all

0.92 0.5 0.86 0.42 24.5 31.9 12.0 19.0

T 0.89 0.32 0.92 0.66 22.9 29.7 10.2 16.8
\% 0.96 0.7 0.80 0.42 26.6 33.9 12.7 20.1

V&T 0.94 0.53 0.9 0.56 25.0 32.7 12.2 19.3

generalization is impractical. We conjecture that this is because preserving the text space would force the model to adapt
the visual features more aggressively, which in turn distorts the patch semantic space and undermines generalization.
As illustrated in Figure C3, the frozen CLIP text space exhibits limited category discriminability. In particular, several
clusters of text embeddings overlap substantially (e.g., in the lower-right region), indicating that embeddings corresponding
to di erent class names can be highly similar. Preserving such a suboptimal text space inevitably constrains the learning of
visual patch features. When trained on a relatively small-scale dataset, the model is forced to adapt aggressively to these
ambiguous text embeddings in order to achieve better segmentation accuracy. This process results in over-adaptation of
the visual features, which would undermine the generalizable representations originally preserved in CLIP's reference patch
semantic space.

To validate this hypothesis, we conduct an experiment where we distill the reference text space T into the target CLIP-T.
Speci cally, we employ a contrastive loss that encourages text embeddings to align with their corresponding reference text
prototypes, while pushing them apart from those of di erent categories. The semantic shift from the original CLIP in
both patch and text spaces and the generalization performance for each setting are summarized in Table C9. Our baseline
follows CAT-Seg [2], where both visual and text encoders are ne-tuned using only the segmentation loss. When distilling
only the text space, we observe an improvement in S s for T, indicating better alignment in the text space. However,
this comes at the cost of increased distortion in the patch space, leading to consistent performance drops: {1.6% mloU on
A-150 novel classes, {1.8% on A-847, and {2.2% on PC-459, indicating degraded generalization. In contrast, distilling the
reference patch space strengthens alignment with the original CLIP's patch semantics compared to baseline. This results in
consistent performance gains across all benchmarks: +2.1% mloU on A-150 novel classes, +0.7% on A-847, and +1.1% on
PC-459. Jointly distilling both V and T also introduces greater distortion in V and yields inferior generalization compared to
distilling V alone. These results provide strong empirical evidence for our hypothesis and further emphasize the importance
of anchoring the reference patch space to improve open-vocabulary generalization.

Appendix C.5 Visualization

Qualitative results are shown in Figure C5, using examples from the ADE20K dataset, which includes 150 categories. The
original CLIP model exhibits limited local perceptual ability, resulting in underwhelming segmentation results. Neverthe-
less, certain patches still capture accurate semantics, such as the runway region in the bottom of second image. CAT-Seg [2]
improves segmentation performance by directly ne-tuning CLIP encoders, but tends to over t seen categories. This leads
to misclassi cations on unseen classes, such as predicting \runway" as \road", undermining open-vocabulary generalization.
In contrast, our RPMD framework distills the patch features with accurate semantics from CLIP during the adaptation
process, e ectively preserving generalizable dense features while improving segmentation accuracy. These results demon-
strate the e ectiveness of RPMD in enhancing the ne-grained understanding and generalization capabilities required for
open-vocabulary semantic segmentation. Additional qualitative results on A-847 are provided in Figure C6 to more com-
prehensively demonstrate the model's e ectiveness across diverse scenes and categories.

Discussions on annotation errors. As shown in Figure C5, we note that certain regions in the ground-truth masks
appear to be mislabeled, such as the \chest of drawers" in the third image and the missing \animal" in the last image. These
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Figure C5 Comparison of segmentation results on ADE20K. The original CLIP model struggles with dense prediction due to
limited local perception ability, though certain patches capture accurate semantics, e.g., \runway" in the bottom of second image.
CAT-Seg improves overall segmentation but tends to overt seen categories, misclassifying unseen classes such as \runway" into
the seen \road" in the second image. In contrast, our RPMD distills accurate patch-level semantics during the adaptation process,
e ectively preserving generalizable dense features and enhancing open-vocabulary segmentation performance.

cases underscore the importance of re ning dataset annotations, which remains a promising avenue to further enhance the
reliability and performance of open-vocabulary segmentation systems. Importantly, our method exhibits strong robustness
to such annotation noise for the following reasons:

(1) Our selection strategy leverages the robust representation capabilities of large-scale vision{language models, which
have consistently demonstrated strong generalization in open-vocabulary recognition. When their predictions are consistent
with ground-truth annotations, it provides strong evidence that the selected regions are reliably annotated, thereby reducing
the likelihood of bias introduced by label noise.

(2) The COCO-Stu dataset used for OVSS training has undergone extensive validation and long-term academic adop-
tion [59], and is widely recognized for its relatively low annotation error rate. Empirically, we observe that GT-guided
masking consistently improves generalization across datasets (Table C4), baselines (Table C2), and model scales (Table C1).
These consistent gains suggest that residual annotation noise has minimal impact on the distillation process, highlighting
the robustness of our approach.

(3) For scenarios involving noisier large-scale datasets, additional safeguards can be incorporated, such as applying con-
dence thresholds to momentum predictions or adopting weakly supervised re nement strategies. We view these extensions
as promising directions for further improving the scalability and robustness of the method.

Limitations. As illustrated in Figure C5, our model shows limitations in segmenting small and ne-grained objects.

For instance, the streetlight in the second image is missed entirely and the segmentation boundary of the small person
in the rst image is imprecise. We attribute these issues to two main factors. First, the inherent resolution limitation of
patch-level features results in small objects being represented by only a few patches. This leads to insu cient supervision
signals during training, as well as inadequate feature representations during inference. Second, the semantic information
of these small-scale structures tends to be weaker and more ambiguous, making them more di cult to detect and align
e ectively.

It is worth emphasizing that such limitations are not unique to our approach but are commonly observed in existing
OVSS methods [2], where small objects are particularly challenging due to sparse supervision and semantic ambiguity.
This observation is consistent with prior ndings and further validates the need to address this issue more systematically.
Nevertheless, these observations highlight an important and promising avenue for future research: enhancing the granularity
of patch-level supervision and improving the representation of small-scale structures. Such improvements could lead to more
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accurate segmentation of ne-grained objects and ultimately boost the overall performance of OVSS systems.
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Figure C6 Qualitative results on ADE20K with 847 categories.



	Related work
	Open-vocabulary semantic segmentation
	Knowledge distillation

	Method
	Quantitative analysis of CLIP adaptation and generalization
	Overall architecture
	Main contribution

	Experiments
	Datasets and evaluation metric
	Implementation details
	Comparison with state-of-the-art methods
	Ablation study
	Visualization


