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Abstract An intelligent guidance strategy that integrates optimal g uidance and meta-reinforcement learning is proposed to add ress
the multi-constraint diving maneuver guidance problem for hypersonic vehicles. In this context, guidance must be opti mized to satisfy
constraints on the terminal position and angle of the diving vehicle. To that end, bias commands are introduced to avoid i nterception
through additional longitudinal and lateral maneuvers. Gi ven the high nonlinearity of the control model and the di�cul ty in accurately
predicting time-to-go, the bias commands are determined us ing a meta-reinforcement learning model. Thus, correspond ing state and
action spaces are constructed to train the computational ag ent along with a reward function that comprehensively accou nts for energy
consumption, terminal constraints, and miss distance. The results of numerical simulations show that the proposed int elligent strategy can
execute evasion maneuvers e�ectively and provide precisio n guidance. Moreover, it exhibits superior generalization and faster adaptation
to new tasks compared to traditional deep reinforcement lea rning methods.
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1 Introduction

Hypersonic gliding vehicles (HGVs) have become a central focus in aerospace research because of their high speed,
exceptional maneuverability, and long-range gliding capabilities [1]. As the �nal and most critical phase in a
hypersonic precision strike, the strategy adopted to guide the diving maneuver plays a decisive role in mission
success. During this phase, the primary objective is to satisfy multiple terminal constraints accurately. However,
the associated reductions in both speed and altitude increase the risk of interception. Although maneuvering is
essential for e�ective penetration, it can negatively impact the accuracy of terminal guidance systems. Therefore,
maneuver guidance strategies that account for multiple constraints during the diving phase must be developed.

Early studies primarily focused on the pursuit-evasion problem and often neglected the impact of maneuvering
on guidance accuracy. For example, Hayoun et al. [2] proposed anL 2=L1 guidance law based on a di�erential game
for a missile with high lateral acceleration capability to intercept an evading target with limited lateral acceleration.
Yan et al. [3] examined a scenario involving two interceptors approaching a target from the same direction at
speci�c intervals and derived an evasion strategy based on game theory and constrained optimal control. With the
advancement of active defense technologies, the target-attacker-defender (TAD) problem has attracted increasing
attention as a topic of active research. In a typical TAD scenario,an attacker attempts to capture a target while
a defender either intercepts the attacker or aids the target in evading the attack [4]. In this study, we consider
the problem of terminal guidance in diving maneuvers as a special case of the TAD problem in which the target is
stationary and the HGV must satisfy terminal position and angle constraints.

Previous studies on TAD have primarily considered attack and defense. In the context of defense, Li et al. [5] an-
alyzed stationary targets, moving targets with arbitrary trajec tories, and escaping targets within a linear quadratic
framework and derived equilibrium game strategies for each case. Ratnoo et al. [6] and Kumar et al. [7] proposed
a cooperative strategy for the target and defender based on the principle that a defender can intercept an attacker
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by remaining within the line-of-sight (LOS) of both the attacker and the target. Garcia et al. [8] developed a
cooperative guidance scheme by solving a two-point boundary valueproblem and derived jointly optimal solutions
for the target and the defender against an attacker using pure pursuit and proportional navigation. Kumar et al. [ 9]
introduced a nonlinear guidance strategy for the defender and the target using sliding mode control, which achieved
satisfactory performance even with large errors in terms of heading angle; however, their strategy did not consider
any cost function. Garcia et al. [10] investigated a game in which the target and the defender cooperate to maximize
the distance between the target and the attacker at the point of interception. They obtained a closed-form state-
feedback solution that involved solving an eighth-order polynomial, which may require signi�cant computational
resources.

In contrast, relatively few studies have focused on the guidance strategy of the attacker. Rubinsky et al. [11]
proposed an evasion-pursuit guidance law for missiles with bounded control based on a linear model. However,
this approach is only e�ective when the zero-e�ort miss (ZEM) is small. Qi et al. [ 12] studied a guidance law by
analyzing the ZEM among the attacker, defender, and target andderived a su�cient condition for the attacker to
capture the target while evading the defender. Liang et al. [13] presented an optimal guidance scheme to intercept
a ballistic missile with active defense based on a linear quadratic di�erential game and a numerical solution to the
Riccati di�erential equation. However, their scheme su�ers from discontinuities that introduce control jitter. These
studies [11{ 13] all rely on linearized models of the relevant kinematics and assume that the three vehicles operate
near the initial LOS within a collision triangle. This assumption implicitly req uires cooperative behavior among
all three agents, which is clearly unrealistic in adversarial settings. Moreover, the time-to-go must be predicted
accurately to minimize miss distance and positional error. However,such predictions often require computationally
expensive numerical integration due to the nonlinearity of the realkinetic model and the variability of aerodynamic
forces, which reduce their real-time performance. Additionally, these studies only considered planar engagement
scenarios. One notable advantage of HGVs is their strong lateral maneuverability, particularly in weaving and
turning maneuvers [14]. Therefore, the application of these methods to the problem of diving maneuver guidance
is inherently limited.

With the rapid development of arti�cial intelligence, the integration o f deep reinforcement learning (DRL) has
demonstrated substantial potential in the aerospace domain, such as guidance law design [15, 16], trajectory plan-
ning [17, 18], and hypersonic vehicle control [19]. Compared to conventional methods, DRL is a model-free, data-
driven approach capable of handling complex nonlinear problems through self-learning via interaction with the
environment. Moreover, DRL provides an end-to-end decision-making framework that can directly map sensor
inputs to control actions, with the resulting strategies requiring minimal computational e�ort for real-time deploy-
ment [20]. However, DRL has a notable limitation in that it tends to perform poo rly on new or signi�cantly altered
task scenarios. Changes in the environment often render the pretrained policy ine�ective and necessitate retraining
from scratch, which is typically time-consuming and computationally expensive. Meta-learning has been introduced
to address this issue, which has led to the development of meta-reinforcement learning (meta-RL) methods. One
widely adopted technique involves the use of recurrent neural networks (RNNs) to encode information on historical
states into latent representations to improve a computational agent's adaptability to novel tasks [21]. For example,
Gaudet et al. [22] proposed a meta-RL-based guidance system capable of adaptingto various uncertainties such
as perturbations in aerodynamic coe�cients, errors in the scale ofsensor data, actuator hysteresis, and target
position o�sets. Federici et al. [23] applied meta-RL to the design of robust low-thrust interplanetary trajectories
under multiple types of uncertainty, and their approach achieved superior performance compared to standard DRL
methods. Scorsoglio et al. [24] employed a hybrid architecture combining RNNs and convolutional neural networks
(CNNs) to map real-time imagery and distance measurements directly to thrust commands, which enabled successful
�xed-point lunar landings despite uncertain dynamics and actuator failures. However, RNN-based methods exhibit
inherent limitations. Their capacity to represent structured and stochastic strategies is constrained, which reduces
exploration e�ciency and increases susceptibility to local optima. These shortcomings hinder the �ne-tuning of
learned policies and limit the adaptability of the system in highly dynamic or uncertain environments.

In this study, the diving maneuver guidance problem for HGVs was investigated under multiple constraints. The
main contributions are summarized as follows. First, an intelligent maneuver guidance strategy is proposed that
integrates optimal guidance with meta-RL. This strategy enables the HGV to e�ectively evade interception while
satisfying multiple terminal constraints. The proposed approach iscapable of handling various process constraints,
including the maximum angle of attack (AOA), the maximum angular rat e of AOA, the maximum angular rate of
bank angle, and the maximum overload. Second, a task-speci�c state space, an action space, and a reward function
are formulated in accordance with mission requirements. A piecewisereward function is adopted to balance miss
distance, terminal constraints, and energy consumption. Third, compared with existing methods in [11{ 13], the
proposed guidance strategy avoids the need for model linearization and time-to-go prediction, which enhances its
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Figure 1 Relative motion of the HGV and target. Figure 2 Relative motion of the HGV and interceptor.

real-time performance. Furthermore, it is applicable in three-dimensional (3D) engagement scenarios and leverages
the lateral maneuverability of HGVs more e�ectively. The incorpora tion of meta-RL substantially improves the
generalization capability of the guidance strategy and enables rapidadaptation to novel task environments.

The remainder of this study is organized as follows. In Section2, a model of the relative motion of the bodies is
established and a mathematical representation of the diving maneuver guidance problem is formulated. Section3
introduces the proposed intelligent maneuver guidance strategy.In Section 4, the corresponding Markov decision
process is de�ned and the derivation of the bias command based on meta-RL is detailed. Section5 presents the
results of numerical simulations that validate the e�ectiveness of the proposed guidance strategy. Finally, Section6
concludes by summarizing the �ndings and suggesting some possible directions for future research.

2 Diving maneuver guidance problem statement

In this section, a complete 3D relative motion model is developed to accurately characterize the dynamics between
the hypersonic vehicle, the interceptor, and the target. The 3D kinematic equations for the hypersonic vehicle in a
ballistic coordinate system are adopted from [25]. The diving maneuver guidance problem is then formulated based
on this analysis.

2.1 Relative motion model

In the diving maneuver guidance problem considered here, the target is assumed to be stationary, which implies that
the interceptor and the target are independent entities. To illustrate the relative motion relationships, Figures1 and
2 respectively show the 3D geometry of the relative motion between an HGV ( M ) and a target (T ), and between
the HGV and an interceptor (D ).

As shown in Figure 1, an inertial coordinate system is established with the target located at the origin. The
x-axis is directed north, the z-axis points east, and they-axis is de�ned to form a right-handed coordinate system
with the x- and z-axes. M 0 is the intersection of the line connecting the center of the earth with M and the surface
of the earth. MA is parallel to M 0T. The diving plane is determined by M , T , and the center of the earth. The
turning plane is perpendicular to the diving plane, passing through the line MT . The velocity of the vehicle isvM .
The relative distance between the HGV and the target isrMT . � T T MT and � DMT are LOS angles in the turning
and diving planes, respectively. 
 D is the velocity azimuth angle in the diving plane, which is positive when the
velocity is above MA . � T MT is the angle betweenM 0T and the x-axis. � D is the angle between the direction of
velocity and the LOS.

In the diving plane, the geometry relationships in Figure 1 yield

(
_rMT = � vM cos� D ;

rMT
_� DMT = vM sin � D :

(1)
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Di�erentiating ( 1) with respect to time and combining it with � D = � DMT + 
 D , the equation of motion is given as

•� DMT =
�

_vM

vM
�

2 _rMT

rMT

�
_� DMT �

_rMT

rMT
_
 D : (2)

Similarly, the equation of motion in the turning plane is

•� T T MT =
�

_vM

vM
�

2 _rMT

rMT

�
_� T T MT +

_rMT

rMT
_
 T : (3)

The motion of the HGV relative to the interceptor is illustrated in Figur e 2. The relative distance between the
two is rDM . � D and � D respectively denote the 
ight-path and velocity azimuth angles of the interceptor with
north clockwise positive. � DDM and � T DM are the longitudinal and lateral LOS angles, respectively. According to
Figure 2, we obtain

8
>><

>>:

rDM =
q

(xM � xD )2 + ( yM � yD )2 + ( zM � zD )2;

� DDM = arcsin(( yM � yD )=rDM );

� T DM = arctan(( zM � zD )=(xM � xD )) ;

(4)

where (xD ; yD ; zD ) and (xM ; yM ; zM ) are the positions of the interceptor and vehicle in the inertial system, respec-
tively. Deriving ( 4) yields the equation of the relative motion of the HGV and interceptor as given below:

8
>>>>>>>><

>>>>>>>>:

_� DDM =
1

q
1 � ( yM � yD

r DM
)

2
�

( _yM � _yD )rDM � (yM � yD ) _rDM

r 2
DM

;

_� T DM =
1

1 + ( zM � zD
x M � x D

)
2 �

( _zM � _zD ) � (xM � xD ) � (zM � zD ) � ( _xM � _xD )

(xM � xD )2 ;

_rDM =
(xM � xD ) � ( _xM � _xD ) + ( yM � yD ) � ( _yM � _yD ) + ( zM � zD ) � ( _zM � _zD )

rDM
:

(5)

The velocity vD of the interceptor is assumed constant due to the short engagement time. Simultaneously, the
interceptor applies proportional navigation guidance (PNG) to capture the HGV

(
_� D = K D

_� DDM ;

_� D = K T _� T DM ;
(6)

where K D and K T are the longitudinal and lateral navigation ratios, respectively.

2.2 Diving maneuver guidance problem formulation

The objective of the diving guidance problem is to navigate the vehicleto reach the target at a desired angle.
(

� (t f ) = � f ;

� (t f ) = � f ; � (t f ) = � f ; h (t f ) = 0 ;
(7)

where t f is the terminal time, ( � f ; � f ; 0) is the terminal position constraint, and � and � f are the actual 
ight path
angle and desired angle, respectively. The objective of the maneuver problem is for the vehicle to successfully evade
the interceptor, i.e.,

rp > r pd ; (8)

where rp and rpd are the actual and desired miss distances, respectively. In this study, we set rpd = 10 m.
Furthermore, considering the limitations of the control system and structural constraints of the vehicle, the HGV is
subject to the following constraints: a maximum AOA � max , a maximum angular rate of AOA _� max , a maximum
angular rate of bank angle _� max , and a maximum overloadNyz; max .

(
� (t) 6 � max ; _� (t) 6 _� max ;

_� (t) 6 _� max ; Nyz (t) 6 Nyz; max :
(9)



Zhang H , et al. Sci China Inf Sci June 2026, Vol. 69, Iss. 6, 162205:5

Additionally, energy consumption is represented as the integral ofthe total overload magnitude Nyz .
8
<

:

J = min
Rt f

0 Nyz dt;

Nyz =
q

N 2
y + N 2

z ;
(10)

where Ny and Nz are longitudinal and lateral overloads, respectively.
Thus, the proposed strategy is designed to be 
exible and e�cient while simultaneously satisfying the speci�ed

constraints on guidance (7), maneuver (8), process (9), and energy consumption (10).

3 Diving maneuver guidance law design

The following composite guidance commands are formulated to address the diving maneuver guidance problem.
(

Ny = N �
y + � Ny ;

Nz = N �
z + � Nz ;

(11)

where N �
y and N �

z are baseline commands derived from optimal guidance with angle constraints. � Ny and � Nz

denote the bias commands used to regulate the maneuver amplitude. Optimal guidance is adopted because it ensures
minimal energy consumption, satis�es the terminal position and angle constraints, and has a simple analytical
form, as presented in (12). The detailed derivation is provided in [26]. Note that once the interceptor has been
successfully evaded, the vehicle only needs to satisfy the terminalconstraints; therefore, only the optimal guidance,
i.e., Ny = N �

y ; Nz = N �
z , is applied during this stage.

8
>><

>>:

N �
y = �

4vM
_� DMT

g
�

2vM (� DMT + � f )
gTg

;

N �
z =

3vM
_� T T MT

g
:

(12)

Determining the bias commands is very challenging. Although bias commands can avoid interception threats
by generating additional maneuvers, they simultaneously alter theoriginal trajectory, which can compromise the
accuracy of the terminal guidance system. Moreover, the highly dynamic nature of the diving phase, combined
with the nonlinear behavior of both participants, makes it impractica l to accurately predict terminal errors and
miss distance. Thus, traditional model-based methods often fail inthese scenarios. To address this issue, we adopt
meta-RL as a data-driven, model-free approach. Meta-RL iteratively improves its strategy through continuous
interaction with the environment, thereby reducing dependence on accurate system models. Compared to DRL
algorithms, strategies trained by meta-RL exhibit better generalization and faster adaptation to new tasks.

In contrast to end-to-end methods that directly generate �nal guidance commands using meta-RL, the proposed
approach employs optimal guidance as a baseline and only learns to generate bias commands through meta-RL.
This signi�cantly reduces the policy search space, which lowers learning complexity and accelerates convergence.
Furthermore, the use of optimal guidance ensures a certain levelof terminal accuracy. Compared to learning from
scratch, this approach enables the agent to obtain e�ective rewards more e�ciently and thus leads to improved
training stability.

4 Bias commands derivation based on meta-RL

This section outlines the process of determining and deploying bias commands, as illustrated in Figure 3, which
comprises meta-training, �ne-tuning, and deployment phases. The problem of solving biased commands is �rst
transformed into an MDP to facilitate the application of meta-RL algo rithms. During the meta-training phase,
training tasks are constructed based on varying interceptor andtarget positions. A task is randomly sampled
from among these training tasks and a corresponding copy of the meta-model is instantiated. This instance then
interacts with the sampled task and is updated with the proximal policy optimization (PPO) algorithm. The
resulting parameters are then used to update the meta-model through meta-learning. In the �ne-tuning phase, the
meta-trained network reprocesses trajectory data from the target task and performs a limited number of updates.
Once the task constraints are satis�ed, the meta-policy networkis �nalized. In the deployment phase, this meta-
policy network interacts with the task environment to generate bias commands, which are combined with optimal



Zhang H , et al. Sci China Inf Sci June 2026, Vol. 69, Iss. 6, 162205:6

Figure 3 (Color online) Framework of bias commands in intelligent di ving maneuver guidance.

guidance to constitute the �nal guidance commands. Given the relative simplicity of the �ne-tuning and deployment
phases, only the meta-training process is detailed in the subsequent subsections.

It is important to note that the meta-training and �ne-tuning phas es can be performed o�ine. After �ne-tuning,
the network parameters are �xed, and only forward inference is required during online deployment. Consequently,
the computational load during online interaction is substantially lower than that during training to ensure that the
guidance system satis�es real-time performance requirements.

4.1 MDP modeling

MDPs are a common framework for interactive learning. They are usually de�ned as a �ve-tuple hS; A ; P ; G; 
 i ,
where S is the set of states,A is the set of agents' actions,P is the probability of transition between states, G is
the reward function, and 
 is the discount rate. In an MDP, an agent makes decisionsa t 2 A based on the state of
the environment observedst 2 S at time t and its own policy � (a t jst ). The environment reacts to the decision by
changing its state to st +1 2 S according to the state transition probability P (st +1 jst ; a t ) 2 P and returns a scalar
reward gt (st ; a t ) 2 G to the agent. 
 2 [0; 1] is a discount factor that indicates the discounting of future rewards
in the current state.

In this study, the problem of solving for bias commands is formulatedas a discrete MDP. For this purpose,n
decision points are set based on the relative distance between the HGV and the interceptor as follows:

rDM 0 = r1 > r 2 > � � � > r n > 0: (13)

The agent makes the decisiona i when the relative distance isr i (i = 1 ; 2; : : : ; n), which corresponds to the i -th
decision point. rDM 0 represents the initial relative distance. r i is computed by (14). a i remains constant between
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any two consecutive decision points.

r i =
(n � i + 1) � rDM 0

n
: (14)

(1) State space. The state space provides the foundation for agents to perceive the environment and make
decisions. Within the MDP framework, the state should incorporate all information that can be perceived by the
agent. However, an excessively large state space can impede the agent's ability to extract meaningful and e�ective
information. Therefore, based on the relative motion relationshipsof the HGV with both the interceptor and the
target in 3D space, the state space is constructed as

S = f vM ; � f � �; r MT ; � DMT ; � T MT ; rDM ; � DDM ; � T DM g: (15)

It includes the relative distances between the vehicle, the interceptor, and the target, as well as the LOS angles,
which determine the relative positional relationships among the parties. In addition, error terms for the velocity
and 
ight path angle are incorporated to re
ect energy consumption and angle constraints.

(2) Action space. The action space is de�ned to consist of bias commands in accordance with the previously
established guidance requirements.

A = f � Ny ; � Nzg; j� Ny j 6 Nb max ; j� Nz j 6 Nbmax ; (16)

where Nbmax is the maximum overload that can be generated by the bias commands. Considering the existing
baseline commands,Nbmax is set to 8 g to allow for large maneuvering capabilities. Moreover, theHGV has a
maximum permissible overload limit. When this limit is exceeded, the overload must be corrected as

8
>>>>><

>>>>>:

Ny =
Ny c

Nyzc
Nyz; max ;

Nz =
Nz c

Nyzc
Nyz; max ;

Nyzc =
q

N 2
yc + N 2

zc;

(17)

where Nyc and Nzc are ideal actuation overloads without considering overload saturation.
(3) Reward function. The reward function is a crucial component in the design of the algorithm because it

signi�cantly a�ects the speed and quality of convergence. In the maneuver guidance problem, the primary con-
cerns are miss distance, terminal errors, and energy consumption. However, accurately predicting these values is
challenging due to the nonlinear behavior of both sides and the rapidlytime-varying 
ight states. Therefore, the
reward function is divided into two parts, including the process reward gpro (covering the 1st to (i � 1)-th decision
points) and the terminal reward gend (at the n-th decision point). The process reward focuses exclusively on energy
consumption, with the reward at the i -th decision point calculated as

gpro = � 3

Rr i +1

r i
Nyz dr

Rr i +1

r i
Nyz; max dr

: (18)

After completing the evasion, the HGV only needs to continue integrating along the optimal guidance trajectory to
reach the target. Consequently, the actual miss distance, terminal errors, and energy consumption can be obtained
simultaneously after the n-th decision point. gend is constructed as

gend = gec + ges + gp: (19)

gec represents the energy consumption as de�ned in (20) below. The weight assigned to the process reward is
signi�cantly smaller than that of gec to prevent the agent from excessively prioritizing process overload at the
expense of overall energy e�ciency.

gec = � 100

Rr n

r 1
Nyz dr

Rr n

r 1
Nyz; max dr

: (20)

ges denotes the terminal errors, andeMT and e� respectively denote the position and angle errors.

ges =

(
� 50; if eM > 1 m and e� < 0:1� ;

0; otherwise:
(21)
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gp is a reward term associated with the miss distance. To mitigate the e�ect of reward sparsity during training,
gp is designed as a piecewise function, as expressed in (22). This reward increases with the miss distance while
remaining within terminal constraints. This design gradually guides the miss distance toward the desired value and
prevents the agent from becoming trapped in a local minimum due to insu�cient reward feedback.

gp =

8
>>>>>>>><

>>>>>>>>:

5; rp > 1 m; eMT < 1 m; e� < 0:1� ;

10; rp > 2 m; eMT < 1 m; e� < 0:1� ;
30; rp > 5 m; eMT < 1 m; e� < 0:1� ;

50; rp > 8 m; eMT < 1 m; e� < 0:1� ;
100; rp > 10 m; eMT < 1 m; e� < 0:1� ;

0; otherwise:

(22)

4.2 PPO algorithm

PPO is regarded as a simpler and more e�cient alternative to trust region policy optimization (TRPO), which
achieves comparable performance through �rst-order unconstrained optimization methods [27]. TRPO introduces
an importance sampling technique to improve data utilization. However, the e�ectiveness of this technique requires
the divergence between the two strategies to be limited. To address this, TRPO employs an alternative loss function
and a Kullback-Leibler (KL) divergence constraint DKL to regulate the distance� between the updated policy� �

and the previous one� �old to solve the following constrained optimization problem:

max
�

E� � � �old

�
� � (a t j st )

� �old (a t j st )
A � �old

�

s.t. Es� � �old

�
DKL

�
� � (� j st )




 � �old (� j st )

��
6 �:

(23)

� represents the set of state-action pairs generated by the agent's interaction with the environment, which can be
extracted from the replay bu�er D. The subscript � indicates the parameters of the policy network. A � �old =
A � �old (st ; a t ) is the advantage function, which re
ects the di�erence between the reward obtained by performing
a speci�c action a t and the expected average reward. Given that the exact value of this advantage function is
generally unknown and di�cult to compute, it is typically estimated usin g the generalized advantage estimation
(GAE) method [ 28]

Â � =
1X

l =0

(
� ) l (gt + 
V (st + l +1 ) � V (st + l )) ; (24)

where V (s) is the state value function. � is the GAE factor that balances the trade-o� between bias and variance.
Directly optimizing the policy according to ( 23) is very computationally challenging; therefore, PPO employs a
clipped policy loss function L clip to restrict the magnitude of policy updates

L clip (�) = E� � � � old

�
min

�
%(�) A � � old ; clip

�
%(�) ; 1 � "; 1 + "

�
A � � old

��
; (25)

where " is the clipping threshold and %(�) represents the ratio of the updated policy to the old policy

%(�) =
� � ( �j st )

� � � �old ( �j st )
: (26)

Additionally, an entropy bonus function L e is incorporated into the loss function to maintain su�cient exploratio n
during training

L e(�) = H(� ( � j st )) = Ea � � ( �j s t ) [� log� (a j st )] : (27)

The entropy function H quanti�es the uncertainty of the agent's actions. The �nal loss function is constructed by
combining (25) and (27).

L
P P O

a (�) = L clip (�) + ceL e (�) ; (28)

where ce is the entropy bonus weight factor, a manually tuned hyperparameter.
The state value function V (s) is approximated using another network parameterized by �, which is referred to

as a critic. The value function loss is de�ned as the mean squared error that minimizes the discrepancy between
the values predicted by the critic and the actual value

L P P O
c (�) =

1
2M

MX

i =1

0

@V� (st ) �
TX

j = t


 j � t g(st ; a t )

1

A

2

: (29)
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The agent interacts with the environment to generate a batch of trajectories during training. Subsequently,
gradient ascent is performed on � and gradient descent is conducted on � as speci�ed in ( 28) and (29).

(
�  � � � � r � L

P P O

a (�) ;

�  � � � � r � L
P P O

c (�) ;
(30)

where � � and � � are the learning rates of the policy and critic networks, respectively.

4.3 Meta-PPO based bias commands strategy

DRL algorithms are typically trained for speci�c tasks to maximize the cumulative rewards obtained by an agent
within a given environment. As a result, when applying DRL to multiple ta sks, relying solely on an agent's ability
to perform well in unfamiliar tasks may be insu�cient. Therefore, me ta-learning concepts have been integrated into
DRL as meta-RL. Meta-RL leverages prior experience and data collected from a wide range of tasks within a task
distribution to develop agents with enhanced generalization ability and the ability to adapt rapidly to new tasks.

Two primary approaches have been explored in the literature to implement meta-RL. One approach involves
modifying fully connected networks into RNNs such as gated recurrent units (GRUs) or long short-term memory
(LSTM) networks [ 22{ 24]. RNNs can retain information on the temporal variation of input dat a via their internal
states using feedback connections. After training, RNNs can continue to adapt to new tasks by leveraging their
history-dependent internal states even though the weights of the network remain �xed. However, this approach
requires input data to be arranged in temporal order because RNNs are speci�cally designed to process sequential
data. This requirement violates the assumption of independent andidentically distributed (i.i.d.) training data,
which can result in unstable convergence or failure to converge. Furthermore, the use of hidden states in RNNs
leads to the memorization of past actions and states, which can impair an agent's ability to explore new policies.

The second approach is gradient-based meta-RL, as exempli�ed bymodel-agnostic meta-learning (MAML) [29].
Instead of relying on RNNs, MAML trains a model that can rapidly adapt to new tasks with only a few interactions
with the environment. In practice, MAML is typically divided into two ph ases, including meta-training and �ne-
tuning. During meta-training, tasks are partitioned into training an d testing sets, which are used in the inner
and outer loops, respectively. In the inner loop (highlighted by the blue dashed boxes in Figure3), training tasks
T train are sampled from the task distribution &(T ) and multiple copies of the meta-model are created. Each copied
network #copy is then updated K times using the loss function for these tasks. When a conditionK = 1 occurs, the
update formula is

#copy  #copy � � copy
#

r # L train
T (#copy ) ; (31)

where � copy
# is the learning rate in the inner loop. In the outer loop (highlighted by the orange dashed boxes),

the updated networks are adopted to re-sample trajectories onthe test tasks T test , and the lossL test
T is computed

to update the parameters of the meta-model, as shown in (32). � # is the meta-learning rate. During �ne-tuning,
the meta-trained network samples trajectories on the target task Ttarget and directly performs gradient updates to
produce a specialized model adapted to the target task.

#  # + � # r #

X

T test � &(T )

L test
T (#copy ): (32)

As indicated in (31) and (32), MAML requires the computation of second-order derivatives with respect to the
parameters of the meta-model. This requirement signi�cantly increases computational complexity, especially for
large networks. Moreover, multiple backpropagations increase the risk of gradient explosion or vanishing during
training, which complicates convergence. Therefore, we adopt a variant of MAML called the Reptile algorithm
here [30]. Eq. (31) is also used in the Reptile algorithm to compute #copy , but the sampled task can be either
a training or testing task. The key di�erence between the Reptile algorithm and the original MAML lies in the
process of updating the meta-parameter# in the outer loop, in that instead of relying on second-order derivatives,
the meta-parameter is directly updated based on its di�erence from #copy as given below to mitigate these problems.

#  # + � # (#copy � #) : (33)

The proposed meta-PPO algorithm combines PPO and the Reptile algorithm. The details are shown below in
Algorithm 1.
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Algorithm 1 Training process of the meta-PPO algorithm.

1: Randomly initialize the meta-policy network and meta-cr itic network parameters: �, �;
2: Initialize hyperparameters: discount factor 
 , clipping threshold " , entropy bonus weight factor ce , replay bu�er D , learning rates for policy

and critic networks � � ; � � , number of updates K , meta learning rate � # , and maximum training episodes max episode ;
3: Meta training
4: for episode e = 0 to max episode do
5: Sample a task T from the task distribution; � (T ) and create copies of the policy and critic networks with par ameters � copy , � copy ;
6: Execute actions on task T using the copied networks and store data into the replay bu�e r until full;
7: for update iteration m = 0 to K do
8: Sample a batch of data from the replay bu�er;
9: Estimate the advantage function Â � and the ratio; %before and after update;

10: Compute the clipped surrogate loss ; L P P O
a (� copy ) and value loss; L P P O

c (� copy );
11: Update the copied policy and critic network parameters: � copy , � copy ;
12: end for
13: Update the meta-policy network � and meta-critic networ k � according to ( 33);
14: end for
15: Fine-tuning
16: Load the meta-trained policy network and critic network parameters: �, �;
17: Sample trajectory data on the target task Ttarget ;
18: Update network parameters �, � with PPO algorithm;
19: Test the updated networks. If task constraints are satis �ed, output the policy network; otherwise, go to line 16.

Table 1 HGV and interceptor parameters.

Parameter Value

HGV

Initial velocity 2000 m/s

Initial position (0 � , 0 � )

Initial height 30 km

Maximum AOA 20�

Maximum angular rate of AOA 5� /s

Maximum angular rate of bank angle 35 � /s

Maximum overload 10 g

Interceptor

Initial velocity 1500 m/s

Maximum overload 30 g

Longitudinal navigation ratio 4

Lateral navigation ratio 4

5 Numerical results

This section presents an evaluation of the guidance performance of the meta-PPO algorithm across various tasks.
First, the practical details of the training process are presented, including task con�gurations, network architecture,
and hyperparameter settings. Subsequently, we describe the results of a comparative analysis of the meta-trained
model and a model trained using the standard PPO algorithm. Finally, we describe an evaluation in which the
rapid adaptation capabilities of both models to new tasks were assessed.

5.1 Diving maneuver guidance strategy training

5.1.1 Diving mission scenarios

The HGV was modeled as a common aerial vehicle (CAV) with a mass of 908 kg and a reference area of 0.48375 m2.
The gravitational acceleration g is 9.806 m=s2. To comprehensively evaluate the proposed strategy, �ve distinct
interceptor positions and three target positions were combined toform a total of 15 meta-training tasks. The
positions of the interceptor were de�ned in an inertial coordinate system with point M 0 as the origin, and were
speci�ed as (35 km, 24 km, 35 km), (45 km, 24 km, 45 km), (40 km, 24km, 40 km), (35 km, 24 km, 45 km), and
(45 km, 24 km, 35 km). The target positions, represented by latitude and longitude, were (1� , 1� ), (1:05� , 1:05� ),
and (10:95� , 0:95� ). In each mission, the initial velocity direction of the HGV was oriented toward the target, while
the interceptor was directed toward the HGV. The 
ight process was continuously advanced using the fourth-order
Runge-Kutta integration with a default integration step size of 0.01 s. When conditions rMT or rDM < 100 m
occurred, the step size was re�ned to 0.0001 s to minimize integration error. The remaining parameters are detailed
in Table 1.
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Table 2 Hyperparameters used in meta-PPO.

Hyperparameter Value

Number of decision points: n 25

Discount factor: 
 0.99

Clipping threshold: � 0.2

GAE factor: � 0.95

Entropy-bonus weight factor: ce 0.01

Policy network learning rate: � � 0.001

Critic network learning rate: � � 0.001

Meta-learning rate: � # 0.01

Number of updates: K 10

Replay bu�er size: jDj 256

Maximum training episodes 30000

Table 3 Policy network and critic network structure.

Layer
Policy network Critic network

Units Activation function Units Activation function

Input layer 8 ReLU 8 ReLU

Hidden layer 1 128 ReLU 128 ReLU

Hidden layer 2 128 ReLU 128 ReLU

Output layer 2 Tanh 1 None

5.1.2 Hyperparameter settings

Hyperparameters signi�cantly impact the performance of models trained by meta-RL algorithms. The results can
vary drastically with di�erent hyperparameters. For the Reptile-s peci�c hyperparameters, the number of updates
K controls how many PPO updates are conducted on an individual taskstarting from the meta-parameters, which
directly in
uences the agent's capability to adapt rapidly. This param eter balances the trade-o� between the
accuracy of the meta-update direction and the generalization ability across tasks, and is typically set between 3 and
15. The meta-learning rate governs the step size used to update the meta-parameters. An excessively large step
size can lead to overly aggressive updates, which can cause policy oscillations across tasks, whereas an excessively
small step size may result in an overly slow update process. In practice, typical values for this parameter fall within
the range of 0.01 to 0.1. The PPO-speci�c parameters can be selected according to the recommendations in [31,32],
or by using the open-source library Stable Baselines3 [33] to ensure the stability of the training process in the inner
loop. These hyperparameters were �ne-tuned through iterativetraining and testing to improve their suitability for
the maneuver guidance problem, and are summarized in Table2.

The policy and critic networks are both fully connected with two hidden layers. The speci�c architectures of
these networks are shown in Table3. The recti�ed linear unit (ReLU) activation function is employed for t he input
and hidden layers because its lack of exponential terms improves computational e�ciency. To constrain the output
actions within a speci�c range, the hyperbolic tangent (tanh) activation function is used in the output layer of the
policy network. During application, the output is subsequently scaled to the required action range.

5.1.3 Strategy training

All simulations were conducted using the Python 3.8 programming language and the PyTorch 1.9.0 framework on
a computer equipped with an Intel(R) Core(TM) i7-11700F processor and an NVIDIA GeForce GTX 1650 GPU.
During the meta-training process, 15 training tasks were randomlyselected. Figures4{ 7 illustrate the variation
curves of cumulative rewards, miss distance, position error, and angle error, respectively. Owing to the random
initialization of the network parameters and the wide range of bias commands, the initial miss distance sometimes
reached approximately 70 m, while the position error sometimes exceeded 40 m. As the training progressed, the
miss distance gradually decreased, and the cumulative rewards steadily increased as a result of reduced energy
consumption. Convergence occurred after 20000 episodes, withthe average cumulative reward stabilizing at 60 and
the angle error remaining at 0� . The average miss distance ultimately converged to approximately 12 m, which is
attributed to task variations and continuous network parameter updates.

The PPO algorithm served as a baseline for comparison to evaluate the e�ectiveness of meta-PPO. The PPO
guidance strategy was trained on a single task, with the interceptor positioned at (40 km, 24 km, and 40 km) and the
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Figure 4 (Color online) Cumulative rewards curves with meta-
PPO.

Figure 5 (Color online) Miss distance curves with meta-PPO.

Figure 6 (Color online) Position error curves with meta-PPO. Figure 7 (Color online) Angle error curves with meta-PPO.

target located at a latitude and longitude of (1� , 1� ). The corresponding training curves are shown in Figures8{ 11.
As it was trained on a single task, the PPO began to converge after 8000 episodes. The trend of the training curves
closely resembles that of the meta-PPO. The maximum miss distance was approximately 35 m, which gradually
decreased throughout the training process. The �nal average miss distance converged to approximately 11 m.

5.2 Performance evaluation

The trained strategies were tested alongside the optimal guidancein scenarios where the interceptor was located at
(40 km, 24 km, 40 km) and the target was positioned at (1� , 1� ). Figures 12{ 14present the variations of the vehicle's

ight parameters with time along with the interceptor's overload, an d the trajectories of both sides, respectively. In
the �rst 10 s, the vehicle using optimal guidance adjusted its velocity direction with a large longitudinal overload,
which resulted in a signi�cant decrease in velocity magnitude. In contrast, the vehicle using PPO and meta-PPO
maintained a small overload to minimize energy loss due to the long initialdistance from the interceptor. As the
two sides approached, the vehicle induced early saturation of the interceptor's overload by performing downward
maneuvers and rapid banking, which led to successful evasion. Upon the initiation of the encounter, the HGV using
optimal guidance also saturated the interceptor's overload because of the characteristics of PNG, but the saturation
time was too short to achieve the desired miss distance. After evading the interceptor, � Ny = � Nz = 0, the
vehicle tilted clockwise under optimal guidance, reaching 180� in approximately 90 s. The HGV using only optimal
guidance began to reverse to 180� at 44 s, completing the reversal in approximately 5 s. In the later 
ight phase,
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Figure 8 (Color online) Cumulative rewards curves with PPO. Figure 9 (Color online) Miss distance curves with PPO.

Figure 10 (Color online) Position error curves with PPO. Figure 11 (Color online) Angle error curves with PPO.

Table 4 Miss distance and terminal state under di�erent guidance st rategies.

Guidance strategy
Encounter Miss Terminal Terminal Angle error

time (s) distance (m) time (s) velocity (m/s) ( � )

Optimal guidance 16.56 0.51 96.67 1273.93 0.02

Meta-PPO 16.51 12.62 103.02 1090.80 0.04

PPO 16.47 10.50 101.79 1113.32 0.03

the vehicle descended with a large overload to satisfy the terminal angle and position constraints.
Table 4 presents the miss distance and terminal state under di�erent guidance strategies. The vehicle using

optimal guidance achieved the minimum energy loss and 
ight time; however, its miss distance was 0.51 m due to
the lack of interceptor avoidance. The PPO and meta-PPO strategies enabled the HGV to successfully complete
the mission with miss distances of 10.50 and 12.62 m, respectively. Compared to optimal guidance, the vehicle's
speed decreased by 160.61 and 183.13 m/s for PPO and meta-PPO, respectively. The PPO strategy achieved
the best performance on this speci�c task, followed by meta-PPO because meta-PPO is designed to enhance the
agent's generalization capability and ability to adapt rapidly to new tasks or environments, rather than to optimize
performance for a single �xed task. The di�erence in objectives results in meta-PPO performing worse on speci�c
tasks than PPO methods that are tailored exclusively for those tasks.

A total of 5000 Monte Carlo simulations were conducted to assess the generalization ability of the agent after
meta-training. In these simulations, the interceptor's x- and z-direction positions varied between 35 and 45 km,



Zhang H , et al. Sci China Inf Sci June 2026, Vol. 69, Iss. 6, 162205:14

Figure 12 (Color online) HGV parameter variation curves. (a) AOA; (b) bank angle; (c) longitudinal overload; (d) lateral overloa d;
(e) velocity; (f) 
ight path angle; (g) velocity azimuth ang le; (h) height.

Figure 13 (Color online) Interceptor overload curve. Figure 14 (Color online) Trajectories of HGVs and interceptors.

whereas the target's position varied randomly between (0:95� , 0:95� ) and (1:05� , 1:05� ). The statistical results are
shown in Figures15{ 18. When using meta-PPO, there were 2 instances with miss distances less than 10 m, resulting
in an average miss distance of 13.04 m. In contrast, with PPO, therewere 2353 instances, yielding an average miss
distance of 11.07 m. The terminal constraints are satis�ed well under both guidance strategies. The incorporation
of meta-learning signi�cantly enhanced the generalization ability of the guidance strategy, which notably helped
to ensure the successful completion of the task. This occurred because the agent gradually optimized towards an
optimal model for each task according to (33) to ultimately balance performance across multiple tasks.

5.3 Rapid adaptation capability assessment

To evaluate the capability of the proposed guidance strategy to adapt rapidly, 5000 Monte Carlo simulations were
conducted to identify the feasible and infeasible regions of the mission using PPO and meta-PPO. The position of
the interceptor was varied between 30 and 50 km randomly, while theposition of the target remained �xed at (1 � ,
1� ). The results are presented in Figures19 and 20. A mission was considered successful if both the miss distance
and the terminal constraints were satis�ed.

Multiple tasks in the infeasible region were selected to �ne-tune the model. The number of interactions, miss
distances, terminal errors, and terminal velocities are summarized in Table 5. The terminal velocities for both
guidance strategies were comparable, with the meta-PPO strategy adapting to the new task with fewer interactions
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Figure 15 (Color online) Miss distance distribution diagram. Figure 16 (Color online) Position error distribution diagram.

Figure 17 (Color online) Angle error distribution diagram. Figure 18 (Color online) Terminal velocity distribution diagram.

Figure 19 (Color online) Mission success and failure regions under
meta-PPO.

Figure 20 (Color online) Mission success and failure regions under
PPO.
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Table 5 Results of the assessment of rapid adaptability.

Initial interceptor
position (km)

Number of interactions Miss distance (m) Position error (m) Angle error ( � ) Terminal velocity (m/s)

PPO Meta-PPO PPO Meta-PPO PPO Meta-PPO PPO Meta-PPO PPO Meta -PPO

(50, 24, 34) 93 3 13.73 10.96 0.03 0.04 0.03 0.04 1092.50 1121. 40

(30, 24, 32) 85 9 10.93 10.44 0.05 0.06 0.04 0.03 1093.85 1104. 91

(35, 24, 32) 73 8 11.59 10.20 0.02 0.02 0.03 0.03 1059.84 1083. 52

(40, 24, 32) 80 5 10.38 10.38 0.05 0.02 0.02 0.03 1039.44 1050. 15

(45, 24, 32) 188 15 12.14 11.05 0.06 0.04 0.02 0.01 1186.69 117 7.33

(50, 24, 32) 169 18 13.03 10.81 0.03 0.01 0.02 0.01 1194.93 118 4.50

(30, 24, 30) 77 10 11.63 11.91 0.03 0.04 0.02 0.04 1054.86 1061 .67

(35, 24, 30) 82 8 10.15 10.75 0.02 0.04 0.03 0.04 1050.68 1053. 32

(40, 24, 30) 73 7 10.70 10.27 0.03 0.03 0.03 0.04 1004.42 1018. 16

(45, 24, 30) 213 19 11.84 10.38 0.03 0.03 0.03 0.02 1200.98 119 4.66

(50, 24, 30) 237 21 10.62 11.07 0.06 0.04 0.03 0.01 1193.00 120 1.18

Figure 21 (Color online) Longitudinal overload with meta-PPO. Figure 22 (Color online) Lateral overload with meta-PPO.

than the PPO strategy.
Additionally, we note that more interactions occurred when the interceptor's positions were (45 km, 24 km,

32 km), (50 km, 24 km, 32 km), (45 km, 24 km, 30 km), and (50 km, 24km, 30 km). Therefore, the vehicle's overloads
in these four missions were compared with the overloads when the interceptor's positions were (40 km, 24 km,
32 km) and (35 km, 24 km, 30 km), as shown in Figures21{ 24. When the interceptor's x-distance exceeded its
z-distance by a certain margin, both the meta-PPO and PPO strategies modi�ed the lateral overload direction after
updates, causing the HGV to 
y away from the interceptor, which r esulted in a larger miss distance. Furthermore,
the maneuvering strategies di�ered between the two approaches. The PPO strategy employed a rapid increase in
overload to evade the interceptor, whereas the meta-PPO strategy increased the overload gradually.

6 Conclusion

In this study, we have proposed an intelligent strategy that combines meta-RL with optimal guidance for the diving
maneuver guidance problem. Optimal guidance is utilized to satisfy the terminal angle and position constraints.
Bias commands that generate additional maneuvers in the longitudinal and lateral directions are introduced to
counter the threat of interception. Given the strong nonlinearity of the model, challenges in accurately predicting
the time-to-go, and the negative impact of maneuvering on terminal accuracy, the bias commands are determined
by a data-based meta-RL algorithm. The results demonstrate that the proposed strategy successfully ensures
both interceptor avoidance and high-accuracy guidance. Furthermore, the strategy trained with meta-RL exhibited
superior generalization and faster adaptation to new tasks compared to that trained with DRL. However, the meta-
training process in meta-RL is more sensitive to hyperparameter settings. Thus, improper parameter tuning may
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Figure 23 (Color online) Longitudinal overload with PPO. Figure 24 (Color online) Lateral overload with PPO.

lead to training instability, such as oscillations or convergence to local optima. Addressing this sensitivity and
improving the robustness of the training process remains an important focus for future research.
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