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Abstract Recent advances in model-based reinforcement learning (MB RL) have demonstrated potential for mitigating sample comp lex-
ity in multi-agent reinforcement learning (MARL) through s ynthetic environment interaction generation. However, wh ile conventional
MBRL approaches typically assume agents maintain continuo us observation access during inference, real-world implem entations often
face observation loss, where speci ¢ agents temporarily lo se observational capabilities due to environmental interf erence or system fail-
ures. To deal with this challenge, we present RMIOv2, a novel model-based MARL framework that simultaneously delivers ¢ ompetitive
performance in standard environments while maintaining ro bust decision-making capabilities under transient observ ation loss conditions.
Speci cally, RMIOv2 enhances the world model's capability to consistently represent agent states through cross-agen t Transformer fu-
sion modules. Furthermore, RMIOv2 uses dynamic reward tren d modeling to mitigate reward prediction errors. On the basi s of this
pre-training, the framework employs masked ne-tuning to i mprove the world model's ability to reconstruct observatio ns for agents
experiencing observation loss, ensuring coordinated mult i-agent decision-making. Our experiments demonstrate RMI Ov2's superiority
over state-of-the-art approaches in both nal performance after convergence and robustness to observation loss when h andling agents

experiencing observation loss.
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1 Introduction

Multi-agent reinforcement learning (MARL) provides a powerful and general decision-making framework for multi-
agent tasks. By e ectively coordinating the interactions between agents, MARL has been extensively applied
in tasks that involve both cooperation and competition among agens, such as multi-agent cluster control L{4],
autonomous driving [5, 6], and multi-agent games [{9]. In these applications, the partial observability of inputs,
as well as the dynamic nature of the environments and policies, ofte necessitate a large number of interaction
trajectories to train MARL systems [ 10, 11], which can result in high sampling costs.

Model-based reinforcement learning (MBRL) methods typically simulate real interaction data by constructing an
environmental interaction dynamics model. This model generates peudo interaction trajectories, thereby increasing
the quantity of sample data and enhancing sample e ciency [L2]. This has been con rmed in single-agent reinforce-
ment learning environments fL3{16]. Recently, world model techniques based on latent variables havergdually
been applied to MARL [17{19]. However, the accuracy constraints of the world model in captuing the dynamics
of environmental interactions signi cantly impact the reliability of sa mple trajectory generation. This hinders the
diversi ed exploration of the real trajectory sample space, makirg the e ective prediction space of the world model
narrow and inaccurate [L9].

In the realm of MARL, the predominant methodologies currently de ne the interaction with the environment as
a decentralized partially observable Markov decision process (DeBOMDP) [ 20], under the assumption that each
agent receives reliable, albeit limited, observable information at eaclnteraction step. However, in the dynamic and
complex real-world scenarios, the observational information obtaned by each agent at any moment can be subject to
noise P1], time delays 2], communication limits [2] or even complete lossZ3], often due to communication issues,
sensor limitations, or environmental interference. Due to the stict adherence of the current MARL framework to
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Figure 1 (Color online) Decision making in MARL relies on complete ob servational information.

the observation-decision Markov framework, maintaining robust cecision-making in the event of observation loss is
very challenging, as shown in Figurel. In fact, since the world model is essentially a temporal prediction nodel,
MBRL can utilize it to predict missing observation information, enabling multi-agent systems to maintain stable
decision-making performance even in observation loss environmesjtparticularly in environments characterized by
high interaction intensity and nonlinearity. However, most of the current studies [17{19] focus primarily on using
world models to augment the data samples required for policy modelraining, rather than leveraging them to
further enhance decision-making under incomplete observation calitions.

Based on our prior work (RMIO [24], GAWM [ 25]), RMIOv2 (robust model-based MARL with incomplete ob-
servation (version 2)) establishes a robust decision-making franveork against observation loss through a strategy
of pre-training in full-observation environments and ne-tuning in o bservation-loss environments. The core contri-
butions are as follows.

Spatiotemporal fusion framework. Synergizes RSSM (recurrenstate space model) temporal modeling with
cross-agent Transformers to achieve globally consistent stateepresentations in both temporal and spatial dimen-
sions.

Adaptive reward modeling. Employs Gaussian-kernel reward smoditing with a window size dynamically ad-
justed by reward variance, mitigating reward modeling error.

Fine-tuning for robustness. Agent-wise observation mask learnig leverages local observations and historical
states to recover missing data for robust decision-making underliservation loss.

Extensive experiments on StarCraftll [26] and MAMuJoCo [27] benchmarks demonstrate RMIOv2's superior
performance over existing methods in both standard environmerg and observation-loss scenarios.

2 Related work

2.1 Model-based reinforcement learning

To address the challenge of high sampling costs, MBRL employs selfservised learning to construct an interactive
dynamics model, called world model, to estimate the state transition pobability distribution and the reward
function. It has been proven that expanding samples with the worldmodel can improve sample e ciency [14,28,29].
Recently, considering the intricate nature of dynamic interactionsin high-dimensional environments, latent variable
world models have been proposed to represent the state transitio process in complex scenarios. For instance,
the Dreamer series 13, 30, 31] and related studies leverage the RSSM to represent the state ansition process.
IRIS [32], Storm [33], TWM [ 34] and other related studies employ Transformers35] to update their latent states.
These methods map the current state information to a latent spae, and then perform temporal recursion to estimate
the latent state for the next time step. Finally, the state informat ion at the next time step is reconstructed from
the latent space back to the original high-dimensional space. This @mporal process enables the simulation of
agent-environment interactions and the generation of pseudo jectories, e ectively improving sample e ciency.
While the world model has found extensive applications in single-agentasks, such as Atari games 36|, its
utilization in multi-agent environments remains limited. MAMBA [ 18], drawing inspiration from DreamerV2 [30Q],
stands out as a pioneering e ort in crafting a world model speci cally tailored for multi-agent environments. Based
on MAMBA, MAG [ 19] addresses the issue of local model prediction errors propagatirthrough multi-step rollouts
by treating local models as decision-making agents, signi cantly impoving the accuracy of predictions in complex
multi-agent environments. Although MAMBA and MAG demonstrate n otable improvements in sample e ciency
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over model-free methods, as CTCE (centralized training, centralied execution) paradigms, their applicability is
constrained, and there remains considerable potential for furtler enhancement in their asymptotic convergence
performance. To implement the CTDE (centralized training, decentralized execution) paradigm, MABL [37] employs
a two-level latent variable world model. The upper-level global modélearns the global latent states, while the lower-
level local models take the global latent state features from the pper-level model to predict local states. During the
inference phase, agents only need to use the lower-level local meldor inference, enabling decentralized execution
of the learned policy. However, this approach requires assigning aad model to each agent. As the number of
agents increases, it lacks a uni ed fusion of the local observationacross all agents, which limits its performance
in complex environments. Additionally, this method introduces supplementary global state information, thereby
increasing the demand for extensive information processing and liance on global states.

2.2 Incomplete observations in MARL

Most MARL approaches assume agents acquire local observatioaecurately at each step, yet real-world constraints
|communication perturbations [ 38], noisy/missing observations B9], and observation delays 40]|often disrupt
perception or disable observational capabilities. To address this, for model-free works remodel MDPs under
observation loss or delay. For example, Fu et al.41] employed delay-aware state fusion and time-delay-embedded
augmented MDPs to reduce delay-induced performance loss in mulégent navigation. Likewise, other model-free
methods reformulate policy optimization [21{ 23,42{ 44] to tackle this challenge in a similar way. However, remodeling
expands the sample distribution, raising learning costs and impeding ransferability. In contrast, model-based
approaches achieve higher sample e ciency via world models for missg data prediction. Karamzade et al. @5]
and Chen et al. B0 leveraged world models to remodel delayed observation problemsd aid decision-making. For
multi-agent scenarios, Liu et al. 46] proposed MADA-MDP, where a vehicle dynamics-based world modellters
RL actions to ensure platoon stability under delays. Despite these dvances, existing solutions still struggle with
observation loss in MARL. RMIO [24] adopts an independent cross-agent correction module to handlmulti-agent
incomplete observations. However, its decoupled architecture lets to irreversible semantic loss during information
fusion and fails to maintain consistent cross-agent state represgations. This study addresses these limitations
speci cally, aiming to enhance the robustness of MARL systems in evironments with incomplete observations.

3 Problem formulation

To formalize the challenges faced in MARL under incomplete observabn conditions, we rst formalize the problem
de nition in existing MARL frameworks. Building upon this, we introduc e the problem de nition of observation
loss, as detailed in De nition 1.

3.1 Preliminaries of MARL

In most MARL frameworks, the problem is typically de ned as a Dec-POMDP [20Q]. The process is de ned by the
tuple hN; 8A; P;R; ; ;Oi, whereN represents the number of agentsS denotes the global state space of agents,
and A = iN:l A" describes the joint action space of theN agents. P (Si+1 jSt; at) represents the state transition
probability function, while R(s;;at) is the reward function that re ects the team reward obtained following the
joint action a; = fal;:::;a"ja 2 Al;i 2 f1;:::;nggin the state s, 2 S. 2 (0;1] is the discount factor, which
determines the degree of importance given to future rewards. isthe observation space of agents, an@®(s') is the
mapping function from state spaceS to observation space , which means Agenti obtains the partial observation
o, of s. In the process of Dec-POMDP, Agenti chooses an actiorel at time t according to the policy ;(alj {),
which is conditioned on the action-observation history |. Subsequently, the environment returns the team reward
re = R(st;at) of the joint action a; of agents at timet. Then the environment transitions, with the global state
st evolving according to the transition probability function P (St+1 jSt; at). MABL steps through this process, with
the goal of maximizing the return of the joint policy = J( %;:::; "):= E | tlozo tof ¢+ 10JSt; at]-

3.2 Problem reformulation in incomplete observation scena rios

The key di erence between the problem de nition for incomplete observation environments and that for standard
MARL lies in the accessibility of observation information, which is explained in detail in De nition 1. It implies
that Agent i receives the observatioro} with probability p, and receives no observation with probability 1 p, which
is de ned as observation loss. This stochastic observation loss inades stochastic element dropout in the agents'
observation time-series matrix, as depicted in Figure2.
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Figure 2 (Color online) Observation time series results under obser vation loss scenarios.

De nition 1 (Observation loss in incomplete observation scenarios) At each time step t, each agent receives an
observation o; according to O(st; p}):

o; if p, <p;

O(Strplt): X if pi > p
7, t y

1)

where p} is the probability that Agent i receives a complete observation at timet, and p is a threshold probability
used to de ne the conditions under which observation loss occurs? represents the case where Ageritreceives no
observation at time t. For clarity, these empty observations are referred to as missing@bservations.

The goal is to make robust decisions in environments with obgervatin loss, minimizing the impact of incomplete
observations on maximizing the expectationJ( *;:::; "):= E | tlo:o toft+10JSt; @t]. This means that we need to
complete the missing observation information to ensure its integrityat the agent dimension, in order to align with

MARL's observation-decision paradigm.

4 Proposed model
4.1  Architecture

The architecture of the world model includes the RSSM model and pedictors. The RSSM model encodes the state
variables of multi-agent systems into a globally uni ed latent state representation (deterministic latent embedding
h} and stochastic categorical latent variablez!), and performs temporal cyclic recursion in the latent state spae to
achieve temporal prediction. Then predictors decode vectors inhe latent space into raw state variables, achieving
reconstruction or completion prediction of state variables. Compaed to our previous work RMIO [24], RMIOv2
incorporates dual Transformer modules 25] that span agent dimensions to establish globally consistent stateepre-
sentations in the RSSM architecture, whose computational and peametric overhead is quanti ed in Appendix D,
thereby optimizing missing observation reconstruction through cmrdinated temporal-spatial feature learning.

8 ) )
Observation-fusion: g = fi. (hy;omasked), (2a)
% Action-fusion: e = fl (ze;a), (2b)
RSSM_ Recurrent model:  hi,; = frec(hi;é), (2c)
Posterior model: Zl ppost(Zi j 9), (2d)
Prior model: 20 Pprior (21N, (2e)
8 ) o
Observation: 6 = po(hi;z!), (3a)
o P _ i
bredictors Avail-action: Al pa(ht_, ), (3b)
3 Reward: NP (R heszy), (3c)
Termination: ¢ pe(t j he; zy). (3d)
Observation-fusion model. The observation-fusion model, as illustrated in Qa), serves as the critical com-

ponent in our approach for achieving cross-agent information fui®n and mask prediction. It employs multi-head
self-attention mechanisms to dynamically establish and weight relatimships between local observations from di er-
ent agents. This agent-wise Transformer model learns to correta partial perceptual inputs with their corresponding
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global state features through adaptive attention weights that compensate for missing data by redistributing the sig—
ni cance of information across available observations. The fusion ppcess combines each agent's observati(uipm""s‘ke
with its hidden state h; through a Transformer layer during the mask learning process:

gf msked = Transformer fel)ji=1;2:::;ng (4)
" - 0 ! # !
. Qgll KE.)>
= LayerNorm &) + Softmax W B(X\/m E) WYEy WO ; (5)
m=1 dk
whereof ™4 = O(s;:pl); el = gfmasked  pi 2 R E =[P kePk  kel™] 2 R" 9 is the stacked observation-

state matrix, M denotes the number of parallel attention headsW © 2 RMd« 9 denotes an output projection matrix
integrating multi-head features and W Q;W K ;WY 2 RY d (d, = d=M) denote per-head trainable projection
matrices for query/key/value subspaces. The embeddingsy’ ™ not only maintain individual agents' temporal
characteristics from hi during transformation but also dynamically complement the inherent spatial correlations
between agents, forming a spatiotemporal uni ed representatio that simultaneously captures historical interaction
trajectories and real-time spatial correlations. This spatiotempaal uni ed representation provides a structural basis
for e ective masked representation learning with partially masked dbserved data during the downstream ne-tuning
phase.

Action-fusion model. The action-fusion model, as illustrated in (2b), employs a similar structure to the
observation-fusion module that captures global interaction featires by integrating cross-agent action information.
During fusion, the latent state z; and actions a; are dynamically weighted across agents via self-attention mecha-
nisms, producing global action-state embedding®}. This process is formulated as

el = Transformer fa] z ji=1;2:::;ng ; (6)

where each agent's embeddings] incorporate both the current state and actions of other agents

Recurrent model. The recurrent model, as illustrated in (2¢), utilizes a gated recurrent unit (GRU) [47]
architecture to model state transition dynamics for each agent inparallel. It integrates the deterministic hidden
state h¢ with the global action-state embeddinge; through gated recurrent units that selectively preserve historial
context while incorporating current interactions. The GRU's sequential memory mechanism drives gated recurrent
updates of deterministic latent embeddingshi,; = frec (hi;€l), where each agent adaptively fuses current interaction
patterns with historical temporal context. Combined with the act ion-fusion model, recurrent model integration
establishes spatiotemporally coherent global representations tit unify individual agent dynamics into multi-system
consistency.

Posterior model.  The posterior model, as described in2d), predicts stochastic latent variablesz; parameterized
by the posterior distribution ppost (z1jOt) given observationso;. The posterior model takes global observation-state
embeddingsg from the observation-fusion module as input to compute categorial distribution parameters | 2 RX
through MLP layers from which categorical discrete latent variables z| Categorical( }) are sampled, where
hyperparameter K de nes the number of categorical classes. This module, togethewith the observation-fusion
module and observation predictor, enables completion of missing oksvation information during the ne-tuning
process. Speci cally, through the agent-wise mask ne-tuning, tie posterior model becomes a semi-posterior model,

which predicts potential state variables for all agents based on pdially known observations: z; ™% p.q (zi |

i; masked ) .

O

Prior model. The structure of the prior model is similar to the posterior model, while the goal of the prior model
is to predict z| as accurately as possible without access to prior informatiom}, as shown in @€). The prior model is
trained by minimizing the Kullback-Leibler (KL) divergence between 2| and z! to approximate the posterior model
as shown in (7). Thus, the world model can forecast future trajectories without the true observation information
and generate samples for training the policy model.

Lk (M) = Lk [zi]i2]: (7)

Predictors. As shown in (3), observation, reward, available-action, and episode-terminatia predictors recon-
struct o, r¢, Ay and  from latent states hy and z;. Training utilizes SmoothL1 loss and negative log-likelihood
for these reconstruction tasks, as formalized in

X h i
Lree( M) = SmoothL1 (8;0) + SmoothL1 (*;r;) Inp Ay jhy;z Inp(“tjhe;ze) (8)
t=1
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The RSSM world model modules are optimized via a joint loss function, suctured as follows:
Lm(m)=Lrec(m)+ Lk (wm): 9)
4.2 Dynamic reward trend modeling

Accurate reward modeling in multi-agent environments is challenging die to dynamic interaction complexity. To
address this, RMIOv2 employs adaptive temporal smoothing of temn rewards while preserving total reward consis-
tency. The smoothing window sizeH; adjusts based on trajectory reward variance:

X X
i f (rt Hot+ H1) = fi rc“p (t+i; O;T); S.t. fi =1; (10)
i= H i= H
H¢ = max ( Hmin ; min (Hmax ; b tC)) ; (11)
t= Var( l't Hpase ‘t+ Hbase )' (12)

whereT and H; denote the episode horizon and the dynamic smoothing window at timgtep t, with Hnin and H max
de ning the window's allowable range. The method utilizes Hpase (a prede ned baseline window size for initial
variance calibration) as a baseline window for reward variance estintion, scaled by a factor to map variance to
window size adjustments. Weight coe cients f; (non-negative, normalized) allocate in uence to rewards at timesep
t + i. By adapting the window size according to local reward volatilitylincr easing it in high-variance areas to
emphasize long-term trends and reducing it in stable regions to reta temporal detail|the approach optimizes
reward smoothing. This design allows the reward smoothing window todynamically adjust with the distribution
of rewards, making it widely applicable to tasks with signi cant di eren ces in reward timing. Experimentally,
we employ Gaussian smoothing: the resulting smoothed rewards tia the reward model while maintaining policy
optimality in MARL frameworks, as proven in prior work [ 48]. This variance-sensitive mechanism balances trend
capture and granularity preservation without altering policy convergence guarantees, which is visualized in Appendix
E.2 to intuitively show its adaptive e ect.

4.3 MARL policy

In existing model-based MARL approaches, policy models use both hikn statesh; and latent states z; as inputs,
creating tight coupling with the world model that restricts decentr alized deployment. To address this limitation,
RMIOV2's policy model exclusively utilizes distributed local observations o, as agent inputs. During training, these
observations are reconstructed by the centralized world model, While the execution relies solely on environmental
interactions, achieving full decoupling of policy and world models to mantain the CTDE paradigm. Crucially, under
observation loss scenarios where agents lack sensory input, theafmework triggers controlled inter-agent communi-
cation to reconstruct missing data through the world model. This adaptive mechanism transitions the system to a
conditional CTDE (C-CTDE) paradigm, preserving decentralized execution with minimal communication overhead
while ensuring operational robustness in incompletely observable @ironments.

RMIOv2 adopts r-MAPPO [ 49] (an MARL-tailored variant of MAPPO) as the policy optimization meth od. The
Actor (policy) is trained by optimizing the following objective function:

h i
L ()= E min (( )AGviclip( o )1 51+ )AQve (13)

where (( ) is the importance sampling ratio, and AQv, is the advantage function. The Critic (value) model V is
trained by minimizing the value loss function, whereR; is the target return for time step t

X
(V= V) R (14
t=1

5 Overall algorithm process

In the pre-training, to ensure the reliability of the generated data, no masking is applied to observed data. After
the policy model approaches convergence, we ne-tune the worlthodel on masked observed data. Our training is
thus divided into two phases: the joint pre-training process undercomplete observation (Subsectiorb.1) and the
ne-tuning phase under masked observation (Subsectiorb.?2).
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Figure 3 (Color online) The world model training process of RMIOv2.

5.1 Joint pre-training process

The joint pre-training procedure, illustrated in Algorithm 1 and Figures 3 and 4, comprises two interdependent
components: training of the world model (denoted asM ) and optimization of the agent policy ( ).

Algorithm 1 The training process of RMIOv2.

Initialize joint policy , world model M , real trajectory bu er B, and pseudo trajectory bu er Bp;
for N episodes do /I Joint training process
1 Collect an episode of real-environment trajectory and add i tto Br;
2 for Em epochs do /I Train world model ™
3 Initialize zo and hg;
4 Sample ¢ oL = hot;ag;Ag;ry; i from By
5 for t 1to L do
6 Use M for one-step temporal prediction and reconstruction on rl
hi = frec (h; 1;91 1): frec (hl 1;fgi,\f (z¢v 1;at 1)),
Zy Ppost (Z0iGt) = Ppost (Ziifer (Nei00));
21 Pprior (Qijh:),
7 Compute %o} ; A1; f; ~ = Predictors( hi;z!);
8 L Calculate the joint loss: Lm (M )= Lrec + Lk ;
9 L Minimize Lwm ( m ) by gradient descent and update M ;
10 for E epochs do /I Train policy model
11 Initialize zo and ho;
12 Sample oy, from B, as the initial data;
13 for t 0to H do
14 Agents take action a; according to (atjor);
ha = frec (hisey) = frec (Nif e (Zesa);
2:+1 Pprior (Ziﬂ jhi+]_ )
15 | M predicts fOi ;e i A'ta1; Me1 g = Predictors( hl,; ;2. ) and stores them in  Bp;
16 for Esampe €epochs do
17 Sample | = h6¢;a¢; fe; i from By,
18 Compute Adv ¢ and returnson  , and compute L ( ), Lv( v);
19 | Minimize L ;Lv by gradient descent and softly update (atj6i);V (st);

World model training (Figure 3, Lines 1{9 in Algorithm 1) begins with agents interacting with the environment
to collect real trajectories, which are stored in the replay bu er B,. Each training iteration involves sampling tra-
jectory segments rt,:t, = hot;ac;Ag;re; (i from B, and performing single-step temporal predictions to generate
reconstructed statesa}, available action spacesA!, rewardsr} and termination signals N (Line 7 in Algorithm 1).
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Figure 4 (Color online) The policy model training process of RMIOv2.

At each timestep, observations are rst processed via the Tranformer-based observation-fusion model to connect
local and global context; these processed observations are theombined with the historical state h; for posterior
predictions and updates to the categorical latent statez;. Using h; and z;, the predictors reconstruct observations
for all agents, rewards, available action spaces, and terminationignals. For prior prediction, the model infers
preliminary estimates of the discrete categorical variablez; (denoted 2;) directly from h¢, while the action-fusion
model handles agent-environment interactions to capture multi-gyent relationships. Finally, the recurrent neural
network updates h; to h+1, and the process repeats until it reaches the prede ned trajetory length threshold.
These components are jointly optimized by minimizing reconstructionloss (for accurate state estimation) and regu-
larizing via KL divergence (for prior-posterior distribution alignment ), enabling the architecture to unify modeling
of temporal dynamics and complex multi-agent spatial relationships

For policy optimization (Figure 4, Lines 11{19in Algorithm 1), we sample observation data from the real trajec-
tory bu er B, and leverage the world model to perform single-step predictions sirting from this data, reconstructing
timestep-t state variables. The policy model makes decisions based on thesecomstructed observations to obtain
the action a, which updates the historical state to h;+; . The world model then conducts single-step prior predic-
tions to reconstruct state variables of timestept + 1, and the policy model continues decision-making using these
new reconstructions, repeating this cycle to generate agent intaction trajectories. Finally, policy loss is calculated
to update the policy model.

5.2 Fine-tune process under masked observation

After the initial policy converges in complete-observation environnents, the world model is ne-tuned in observation-
loss environments to develop observation-completion capabilities wter observation-loss conditions. During ne-
tuning, observations are sampled fromB, , with agent-wise random masking applied. At each timestep, each ant's
observation is masked with a xed probability pmask, Setting its observation vectors o; to zero along the agent
dimension (i.e., oM@sked = (), as illustrated in Figure 5. On these masked trajectories, the world model performs
single-step temporal prediction and state reconstruction (Line24 in Algorithm 2). RMIOv2 then computes the
joint loss function Ly ( y ) for state reconstruction and prediction, and ne-tunes the world model by minimizing
Lm ( m ). The ne-tuning process is considered complete when the world mdel's joint loss approaches convergence
after the world model is trained for a predetermined number of st@s. This masking mechanism facilitates the
world model's acquisition of robust predictive capabilities by forcing it to learn meaningful state representations
and accurate reconstructions from intentionally occluded obseration patterns.

After ne-tuning, RMIOv2 can be directly applied to observation-lo ss scenarios, as illustrated in Lines30{ 37 of
Algorithm 2 and Figure 6. At each time step, all agents receive observations from the envimment and ascertain if
any agent encounters observation loss. It is presumed that at tire stept, N m agents encounter observation loss,
implying that only m (m < n ) agents get local observationg o,g", . When observation loss occurs, RMIOV2 triggers
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Figure 5 (Color online) Mask ne-tuning process of RMIOv2.
Algorithm 2 The ne-tune process of RMIOv2.
Load joint policy , world model M |, real trajectory bu er B, and pseudo trajectory bu er Bp;
for N episodes do
Collect an episode of real-environment trajectory and add i tto By;
for Em epochs do /I Fine-tuning world model M
20 Initialize zo and ho;
21 Sample ¢ oL = hot;ay;Ay;ry; i from By
22 Apply random masking to Ot
okl = diag( m{) o; m. Bernoulli(l Pmask )"
23 for t l1to L do
24 Use M for one-step temporal prediction and reconstruction on v
hi = free (N 1€ 1) = frec (h} 1ifk (Z0 120 1))
2l Ppost (21J01) = Ppost (Z4ifl (he; 0™ );
2, Ppor (21ih});
25 Compute %o} ; A1; f; ~ = Predictors( hi;z!);
26 L Calculate the joint loss: Lm (m)= Lrec + Lk ;
27 L Minimize Lwm ( m ) by gradient descent and update M ;
for t =0 to Tgone dO ) ) ) /I Reasoning process in incomplete observation scenarios
28 Agents get observations:  o; = ff o, = O(s')glL; ;fo; = 29/- 41 O
29 if m<n then
30 Agents communicate to synchronize fon;an gf_ oo
31 Initialize hy , and z; |;
32 for ts =t | to t 1do
33 |_ Mgt iz = Free (Nigii=y i Zesiacs);
34 Update stochastic state  z¢ Ppost (9t;ht) = Ppost (For (ht;0t);hy);
35 Reconstruct f6l gl .1 = po(fhi;2ig" .1 )
36 Concatenate observation data: 6 = fo}j™,; ;0lj" ., .1 O
37 L Agents take actions:  a (atj6r);
38 else
39 |_ Agents take actions:  at (atjor);

controlled inter-agent communication. Agents synchronize histoical observation and action datafol;algt -, |
via a broadcast mechanism. Specically, a temporary coordinator iselected from the m agents with complete
observations; this coordinator aggregates historical data fromall reliable agents and broadcasts the aggregated
information to the n  m agents with observation loss. This broadcast approach ensuresogent and consistent data



ShiZ F, et al. Sci China Inf Sci April 2026, Vol. 69, Iss. 4, 142204:10

e N

o, h; RSSM 0; a;
— Agent, ——» - — > oal |
g 1 ‘ ® @ E ‘ t
; - : 3
5 nsert, — o 7 —— [ -
— O ~ c
S {Ot}i=1 {hf}i=1 | -g % :;
= 5 o ¢ E
= { o L am+l
1, e o » a i
g Agent,, ., —> ‘ @ ——‘ e
—> Agent, —> & — Y E

,,,,, —

]7 {Oé = Qi}:t=m+ {h£}7=m+1

t=t+1
\, * v
heta
Figure 6 (Color online) The complete reconstruction process of RMIO V2 in incomplete observation scenarios.

transmission while avoiding redundant peer-to-peer communicationoverhead. Leveraging synchronized historical
data, RMIOv2 applies temporal recursion to obtain the deterministic historical state h; of time stept. Based on
this, the observation-fusion model and posterior model are usetb semi-posteriorly estimate the stochastic latent
state variable 2;. Then the observation predictor reconstructsf &,g' ..., . Due to the reconstruction mechanism for
missing observations, RMIOv2 can maintain a stable action policy regedless of whether agents receive complete
observation information. The observation-fusion module's ability to prioritize reliable agents without observation
loss and the robustness drop when it is ablated (failure to focus onaliable agents) are both visualized in Appendix
E.1, supporting its key role in observation reconstruction (Egs. @b)/( 5)). It should be noted that during the
inference process, RMIOv2 only requires communication when obs&tion loss occurs, while still adhering to the
CTDE paradigm under normal observation conditions. Additionally, t he world model can be deployed either on
independent nodes or directly on agent nodes during implementation

6 Experiments

In this section, we will present RMIOv2's experimental evaluation on multi-agent benchmarks. First, we evaluate
the convergence characteristics of all baseline models after traimg with a xed number of agent-environment
interaction steps. Building upon the pre-trained model weights, weperform world model ne-tuning with speci ed
training steps using agent-wise masked observation data. Then #&ir performance across varying observation loss
probabilities is systematically compared. Finally, to assess the contbutions of each module, ablation studies with
quantitative analysis are conducted, evaluating their individual and synergistic impacts on task performance under
varying observation loss probabilities.

6.1 Experimental setup

To rigorously evaluate RMIOv2's robustness under incomplete obswation scenarios, we conduct probabilistic
masking of multi-agent observations across two established MARL bnchmarks. SMAC [26]: a discrete multi-
agent collaborative control benchmark built on StarCraftll, featuring adversarial team combat scenarios where
algorithmic policies compete against built-in game Al. Evaluation spans8 procedurally generated maps with pro-
gressive complexity (33z, 3s_vs_5z, etc.), categorized into easy to super-hard tiers Multi-agent MuJoCo (MA-
MuJoCo) [27]: a continuous multi-agent articulated control benchmark using MuJoCo physics, modeling robot
components as cooperative agents for locomotion/manipulation taks. It includes scalable agent con gurations:
HalfCheetah (2 agents), Ant (4 agents), and Swimmer (4/10 agets).

Baselines. We compare RMIOv2 with model-based baseline methods to assessetconvergence performance
of our approach in multi-agent scenarios. The model-based methadinclude (1) RMIO [24], (2) MAMBA [ 19|,
(3) MAG [19]. Model-free methods include (4) MAPPO K9], (5) QMIX [ 7], (6) FACMAC [ 27)].



ShiZ F, et al. Sci China Inf Sci April 2026, Vol. 69, Iss. 4, 142204:11

2s_vs_1sc 3s_vs_3z 2s3z 3s_vs_4z
1.0 1.0 1.0
0.8 0.8 0.8
2os Zos 2 2o.6
g e £ e
S04 £S04 £ £S04
= = = =
0.2 0.2 0.2
0.0 0.0 0.0
0.0 0.5 1.0 1.5 0 1 2 3 4 5 0 2 4 6 8 0.0 0.5 1.0 1.5 2.0
Environment steps ~ X10° Environment steps ~ X10° Environment steps ~ X10% Environment steps ~ %10°
3s_vs_5z 1c3s5z 8m corridor
1.0 1.0 1.0
0.8 0.8 0.8
Loe ] 206 206
e e e e
04 £ 04 £04
= = = =
0.2 0.2 0.2
0.0 0.0 0.0
0 1 2 3 0 2 4 6 8 0 1 2 3 4 0 1 2 3 4
Environment steps ~ X10° Environment steps ~ X10* Environment steps ~ X10* Environment steps ~ X10°
HalfCheetah 4agent_swimmer 10agent_swimmer Ant
£, £ g ** e’
2 2 03 2 03 2
S IS < 2,
% a 0.2 2 92 a
[ 3 [ [ > [
2 2 2 o
@ @ @ @
[ o 01 o 0.1 o,
o o o o
ol fiud fu f
g1 g 00 g o0 g
ke A < < < A
o o ——— -0.1 -0.1 0 -
0.0 0.5 1.0 15 2.0 0.0 0.5 1.0 1.5 2.0 0.0 0.5 1.0 15 2.0 0.0 0.5 1.0 15 2.0
Environment steps  x10s Environment steps  x10s Environment steps  x10s Environment steps  x105
— RMIOv2 — RMIO —— MAMBA — MAG —— MAPPO —— FACMAC — QMIX
Figure 7 (Color online) Comparisons with other baselines on SMAC & MA MuJoCo. The solid line represents the running average of 3 di erent
random seeds, and the shaded area corresponds to the winning rate or average step reward range for di erent seeds at the sa me time. The
X -axis represents the number of steps taken in the real enviro nment.

6.2 Performance comparison

In order to fairly and objectively compare the performance of eab baseline, we set the same number of pre-training
steps and ne-tuning steps for each baseline method, and indepelently test all baseline methods to compare their
performance di erences. The convergence characteristics ofie joint pre-training process are systematically analyzed
as shown in Figure7, and detailed experimental results can be found in Appendix A. RMIOv2 achieves optimal
performance in almost all testing scenarios. This superiority becoms more pronounced as scenario complexity
escalates, such as3vs 5z and corridor. The smaller training variance, especially in higher di cult y maps and
tasks, also re ects the better pre-training stability of the RMIOv 2 method. Meanwhile, RMIOv2 achieves better
convergence with fewer samples (other baseline methods nd it di cult to achieve stable convergence with the same
sample steps), demonstrating its better sample e ciency.

To systematically assess model robustness under observation fpsve implement a stochastic agent-wise masking
protocol on the real experience bu er B;, where each agent's observation stream is independently maskeditiv
Bernoulli probability pmask = 0:5]a choice motivated by two key considerations. First, it ensures a su cient fre-
quency of observation loss in the ne-tuning samples, which enhares ne-tuning e ciency by exposing the world
model to a meaningful volume of degraded observation cases (ading sparse loss scenarios that slow down robust-
ness learning). Second, it avoids excessively high masking probabiligghat would skew the sample distribution too
far from the original distribution, a distortion that could otherwise lead to degradation in the world model's core
capabilities for state estimation and dynamics prediction. Building upon the pre-trained foundation models, we
conduct ne-tuning of the world model on this masked observationdata. The number of ne-tuning steps required
in each scenario is determined by the complexity of the environment radeling and the di culty of the policy.
During evaluation after the ne-tuning process, all baselines are gstematically tested across parametrically con-
trolled observation loss probabilities pss 2 [0; 1] with 0.2 increments. Notably, piess and pmask di er in conceptual
de nition but both follow Bernoulli distributions (each agent is indepe ndently masked at each timestep). Speci -
cally, poss Simulates the natural probability of observation loss in the environnment, while pmask denotes the active
masking probability we apply during world model ne-tuning. We use separate notations to clearly distinguish
the active ne-tuning phase from the passive environmental obsevation loss phase, improving readability. The
experimental results for this ne-tuning phase are presented in kgure 8, with detailed numerical results provided
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Figure 8 (Color online) The performance of all methods (with their n e-tuning steps) in 1000 random matches under di erent obser vation loss
probabilities  pjoss (X -axis) on di erent tasks in SMAC and MAMuJoCo. The statistic al measure is the average percentage win rate (SMAC) or
average step return (MAMuJoCo) and standard deviation ( Y -axis) of 3 random seeds.

in Appendix A. The results indicate that RMIOv2 consistently achieves both notably higher win rates across all
maps in SMAC and notably higher average step returns in all scenari®in MAMuJoCo compared to other methods
under varying observation loss probabilitiespess. Furthermore, on higher-complexity maps, such as &3s5z, the
superiority of RMIOv2 becomes more evident: it demonstrates makedly enhanced robustness against observation
loss perturbations, especially when @ 6 pioss 6 0:8. And in low-di culty maps in SMAC, RMIOv2 is almost
una ected by observation loss and exhibits nearly no performancalegradation. Remarkably, even whenpjess = 1,
RMIOv2 maintains a relatively high win rate in several maps, such as 8 vs_1sc and 2s3z. This impressive result
con rms the world model's capacity for robust multi-agent state estimation and observation reconstruction under
full observation deprivation scenarios, an extreme condition wheg agents operate without environmental perception
and rely entirely on the model's predictive dynamics to infer missing obervations.

Compared to RMIO, which is also designed for observation loss scerias, RMIOv2 exhibits superior robustness on
complex maps. This advantage stems from fundamental architectral di erences: RMIO employs a prior-prediction
and posterior-correction paradigm for observation reconstrution, which inherently introduces prior estimation er-
rors and requires retraining the correction module due to its lack ofincorporated prior knowledge. In contrast,
RMIOv2 innovatively adopts a posterior model masking strategy duing ne-tuning, thereby fully leveraging the
world model's embedded prior knowledge to achieve partial posterioprediction with preserved domain adaptation
capability. Furthermore, RMIO directly concatenates observation vectors across agent dimensions as inputs to its
correction model, employing MLP and self-attention layers to fuse gent-wise information. However, the spatial
complexity of MLP inputs grows quadratically ( O(n?)) as agent numbers increase, substantially amplifying RMIO's
correction complexity and necessitating exponentially more trainingsamples in multi-agent environments. In con-
trast, RMIOV2 integrates an agent-wise self-attention layer without the need to concatenate vectors to a centralized
and complex state space, drastically reducing ne-tuning sample rquirements while achieving better performance
under identical masked sample budgets. As demonstrated in Figur®, RMIO exhibits markedly slower convergence
than RMIOv2 during agent observation correction on complex maps necessitating substantially more ne-tuning
samples to achieve comparable policy re nement. This sample-e ciery limitation consequently constrains RMIO's
performance under identical sample constraints, ultimately leadingto substantial performance degradation in high



ShiZ F, et al. Sci China Inf Sci April 2026, Vol. 69, Iss. 4, 142204:13

3s_vs_3z (15k) 253z (15k) 8m (15k) corridor (50k)
1.00 1.00 1.0
"\
0.75 0.75 0.8 |1
\
.
¢ 0.50 0.50 0.6 | N\ A
= N M A2V »,
A 0.4 MELVSSLRIMAL NN 2= FAS
0.25 0.25 = Nem——
e ——— = 0.00
0 500 1000 1500 Ok 1k 2k 3k 4k 5k 0k 1k 2k 3k 4k 5k ok 10k 20k 30k 40k
Fine-tune steps Fine-tune steps Fine-tune steps Fine-tune steps
—— RMIOv2 ---RMIO
Figure 9 (Color online) Comparison of RMIO and RMIOV2 in terms of reco nstruction loss during ne-tuning phase. For the convenien ce of
comparing convergence trends, we normalize all reconstruc tion losses.
2s_vs_lsc 4agent_swimmer Ant
0.20 Sl = 6
5
0 0.15 ] [
] ] w4
o o o
T 0.10 ] ‘ T3 l L\\J\
o o " o
o (=} (=] 2
= 0.05 = \Q = . bt
0.00 : i . 0
0.0 0.5 1.0 1.5 2.0 00 05 1.0 15 20 25 3.0 0 1 2 3 4 5 0 2 4 6 8 10
Train epochs x105 Train epochs x10° Train epochs x105 Train epochs x10%
—— RMIOv2 —— RMIOv2 without obs-fusion —— RMIOv2 without reward smooth
Figure 10 (Color online) The world model loss curves of 3 di erent rand om seeds. The X -axis represents the number of training epochs of
the world model, and the Y -axis represents the joint model loss value.
1c3s5z corridor HalfCheetah 4agent_swimmer
1.0 1.0 c c
0.8 0.8 g . % 0.3
Q @ = =4
06 © 06 5 o2
S04 o4 v 02 N
= = o 0.1
0.2 0.2 g g
0.0 0.0 <0 <0.0
0 2 4 6 0 1 2 3 4 0.0 0.5 1.0 1.5 2.0 0.0 0.5 1.0 1.5 2.0
Environment steps  x10+ Environment steps  x105 Environment steps  x105 Environment steps  x105
—— RMIOv2 —— RMIOv2 without obs-fusion —— RMIOv2 without reward smooth
Figure 11 (Color online) The win rate & average step return curves of 3 d i erent random seeds. The X -axis represents the number of steps
taken in the real environment, and the Y -axis represents the win rate (SMAC) and average step return (MAMuJoCo).

observation-loss regimes. Meanwhile, MAG and MAMBA lack explicit obgrvation fusion mechanisms, relying solely
on action fusion for indirect cross-agent information integration. This architectural limitation compromises their
global state reconstruction capacity and observation loss robusess. Experimental results demonstrate that as
observation loss probabilities increase, these baselines exhibit sfger declines in average win rate slopes compared
to RMIOv2.

6.3 Ablation studies

6.3.1 Pre-train process

An ablation study is conducted on SMAC and MAMuJoCo to validate the e ectiveness of RMIOv2 in enhancing
sample e ciency and robustness during the world model pre-training process. As illustrated in Figures10and 11,
we compare the model loss function curves and the win rate & avege step return curves across three variants:
the full RMIOv2 model, a version of RMIOv2 without the observation fusion (observation-fusion) module, and a
version without trend reward modeling.

The experimental results reveal that removing either the obseration-fusion module or trend reward modeling
critically destabilizes training dynamics. Ablating the observation-fusion module induces global inconsistency in
state reconstruction, particularly in environments with humerous heterogeneous agents (e.g., corridor with 24 ene-
mies) or high-dimensional observations (e.g., the Swimmer task with @ agents), manifesting as erratic pseudo-data
distributions and volatile model loss uctuations (Figure 10), which severely degrade policy convergence and win
rate stability beyond 200k steps. Similarly, omitting trend reward modeling ampli es reconstruction loss variance
and delays convergence in long-horizon coordination tasks like Half@etah, as precise reward alignment propa-
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Table 1 AUC (area under curve) and reconstruction loss Lec (state estimation accuracy validation) emerge as compleme ntary metrics in the
ne-tuning e ectiveness evaluation. AUC values (0{1 range , optimal = 1) quantify system resilience under progressive observation deterioration.
Lrec (dimensionless, optimal = 0) characterizes the precision o f environment dynamics reconstruction. For ease of represe ntation, the ablation
groups without the observation-fusion model, without the a ction-fusion model, and without both fusion models are refe rred to as RMIOv2 (a),
RMIOv2 (b), and RMIOV2 (c), respectively.
RMIOv2 RMIOV2 (a) RMIOV2 (b) RMIOV2 (c)
Map Steps
AUC L rec AUC L rec AUC L rec AUC L rec
253z 15k 93.8 0.071 84.3 0.174 68.1 0.151 8.1 0.254
3s_vs_5z 20k 68.8 0.073 31.4 0.193 32.0 0.125 7.3 0.246
1c3s5z 20k 86.6 0.443 80.5 1.062 42.3 0.785 13.9 1.534
Corridor 50k 61.3 0.871 37.5 1.657 28.2 1.453 6.7 2.032

gates cascading prediction errors. In contrast, integrating boh components synergistically stabilizes training: the
observation-fusion module ensures globally consistent state repsentations, while trend reward modeling mitigates
error propagation in long-term predictions, reducing reconstrudion loss L e and boosting pseudo-sample genera-
tion quality by aligning synthetic data with real environmental dynam ics. This dual mechanism reduces sample
variance, enables smoother policy updates and higher sample e ciery (by cutting reliance on costly real interaction
data), which aligns with the faster convergence of our method in Figire 7. The full RMIOv2 model thereby achieves
superior performance in complex scenarios €vs_5z, 1¢3s5z), demonstrating their necessity for scalable MARL in
high-dimensional, multi-agent environments.

6.3.2 Fine-tuning process

To understand which ingredients of RMIOv2 are responsible for its access in observation loss scenarios, we conduct
several extensive ablation studies as follows.

Transformer-based fusion ablation. To verify the contribution of two Transformer-based cross-aget fusion
models to RMIOv2, we conduct comparative ablation experiments onthem separately. The experimental groups
include RMIOv2, RMIOv2 without the observation-fusion model, RMI Ov2 without the action-fusion model, and
RMIOv2 without both. The rest of the settings remain the same. The experimental results are shown in Fig-
ure 12 and Table 1, demonstrating that removing the observation-fusion module hasa relatively minor impact on
asymptotic convergence under the no-observation-loss conditio(pess = 0), whereas eliminating the action-fusion
module leads to signi cantly greater performance degradation. Asthe observation loss probability escalates, the
ablation group lacking observation-fusion exhibits accelerated pdormance deterioration, demonstrating severely
compromised robustness to observation loss due to its ine ciency incross-agent state reconstruction from par-
tial observational inputs. These ablation results con rm that the observation-fusion module e ectively reconstructs
global state information from partial observations under obsenation loss conditions, achieving consistent cross-agent
representation capabilities in the world model.

To further concretely characterize the impact of di erent Trans former-based fusion models on agent state recon-
struction, we present detailed visual representations of the reanstruction results in speci c scenarios within SMAC,
with the outcomes illustrated in Figure 13. The gure intuitively demonstrates that the complete RMIOv2 mod el
closely approximates the ground truth in reconstructing positiond information (for both allied and enemy agents)
and state parameters (health points (HP) and shields), while notally exhibiting a more concentrated data distri-
bution (manifested as better consistency in reconstructed posibnal data and lower variance in state information).
Conversely, the absence of the observation-fusion module fundgentally constrains the model's capacity to recon-
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and cannot receive any observational data. The world model r
entries represent the reconstructed allied and enemy agent
labeled as \R-Health" and \R-Shield" in the gure) are shown

struct global states from local observations at the current timestep, consequently causing signi cant degradation
in agent positional reconstruction accuracy compared to the complete framework. This leads to severe deviation of
reconstructed agent positions from ground truth values with highdispersion, thereby impeding distributed decision-
making models from achieving team objective consistency. On the ber hand, the missing action-fusion module
critically impairs the world model's ability to capture global interactive r elationships between agents, leading to
substantial deterioration in modeling capabilities for agent interactions (including attack, movement, and heal-
ing). This further prevents the world model from accurately predicting the e ects and outcomes of interactions
between agents, thereby causing severe degradation in precisiamd a signi cant increase in variance of agent state
predictions. The absence of both modules would cause the multi-agé world model to degenerate into multiple

parallel and independent single-agent world models, completely lackip cross-agent information fusion, leading to
comprehensive degradation in its capabilities for prediction and recostruction tasks.

Observation masking ablation. In RMIOV2, recovering meaningful information from masked obsevations is
critical for robust decision-making under incomplete observation senarios. To investigate the impact of masking
intensity on policy performance, we design an ablation study where ie masking probability pmask (the likelihood
of replacing an agent's observations with a zero vector) serves ake control variable. We systematically vary
Pmask 10 analyze how masking intensity a ects the model's ability to reconstruct missing observations and maintain
policy stability. As illustrated in Figure 14 and Table 2, ablation results demonstrate a consistent convergence
pattern. As pmask iNcreases, both AUC (observation loss robustness) and recomnsiction loss exhibit signi cant
initial improvements, indicating enhanced precision in observation conpletion and strengthened policy resilience to
observation loss. Subsequently, when thé@mask approaches 0.5, these metrics asymptotically converge, re ectm
stabilized policy performance that approaches the theoretical uper bound of adaptation capability under given
environmental constraints. When the masking probability increases to 0.75, RMIOv2 exhibits performance degra-
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Figure 14 (Color online) Ablation study investigating the impact of v arying degrees of observational information masking, wher e the parameter
Pmask denotes the probability of masking each agent's observatio ns in the ne-tuning process (from 0 to 0 :75). The nodes and shaded regions
along the curve represent the mean performance and variance across three independent random seeds, respectively.
Table 2 AUC and reconstruction loss Lrec of the ablation groups in the observation masking ablation e xperiment.
Map Steps Pmask =0 Pmask = 0:125 Pmask = 0:25 Pmask = 0:375 Pmask =0 :5 Pmask = 0:75
AUC L rec AUC L rec AUC L rec AUC L rec AUC L rec AUC L rec
2s3z 15k 27.9 8.76 54.9 0.136 81.7 0.102 90.6 0.091 93.8 0.071 92.4 0.079
3s.vs_5z 20k 10.3 4.96 30.1 0.133 53.3 0.106 65.4 0.095 68.8 0.073 69.0 0.081
1c3s5z 20k 25.4 15.4 36.2 0.576 77.9 0.505 85.4 0.462 86.6 0.443 81.3 0.485
Corridor 50k 14.3 6.39 20.3 1.032 45.1 0.982 58.5 0.892 61.3 0 .871 51.7 0.961

dation in environments with low observation loss probabilities, while mairtaining relatively stable performance in
high observation loss probability scenarios. This phenomenon sugges over tting during the ne-tuning process,
which adversely impacts overall generalization capability.

7 Conclusion

RMIOv2 enhances the integration of historical state data and cr@s-agent observations in world models by leveraging
cross-agent observation attention mechanisms. This approachat only enhances the local-global consistency of
samples generated by the world model, thereby improving the convgence performance of the policy model, but also
improves the learning e ciency of masked reconstruction during wald model ne-tuning, which in turn increases the
accuracy of reconstructing missing observations in limited ne-tuning steps. Furthermore, through dynamic reward
trend modeling, RMIOvV2 reduces reward modeling complexity, therdy mitigating the phenomenon of convergence
direction conict caused by precise reward modeling and strengtheing the asymptotic convergence performance
of policy models. Additionally, by decoupling the world model from the policy model, RMIOv2 retains the CTDE
paradigm in scenarios without observation loss. When observation ks occurs, RMIOv2 requires only limited
communication to assist decision-making. Experimental results demnstrate that RMIOv2 signi cantly outperforms
other baselines on challenging tasks in the SMAC and MAMuJoCo benaimarks, particularly in scenarios with
observation loss. Future research will focus on improving robustass by tackling non-stationary performance issues
caused by observation loss in highly dynamic and complex scenariosnd on extending its applicability to mixed
cooperative-competitive tasks, with the ultimate goal of developirg a comprehensive and adaptive MARL framework
capable of addressing diverse real-world applications with varying lesls of observational integrity and environmental
complexity.
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