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Abstract The increasing traffic pressure and growing demand for public safety have spurred research into intelligent X-ray prohibited
item detection. However, these studies concentrate on horizontal bounding boxes, failing to effectively suppress interference from ex-
cessive background or neighboring items when dealing with prohibited items in various orientations. In addition to the lack of X-ray
benchmarks for oriented prohibited item detection, traditional oriented detection methods also experience a significant performance drop
when applied to X-ray scenarios. Existing oriented detection methods primarily address the planar rotation on rigid surfaces, while
X-rays passing through passenger luggage to visualize internal structures exhibit both planar and stereoscopic rotation phenomena. The
challenging stereoscopic rotation will cause increasing intra-class diversity and severe appearance deformation, thereby aggravating the
difficulty of prohibited item detection. In this paper, we contribute the first oriented X-ray prohibited detection benchmark ORXray,
featuring large-scale prohibited items, high-quality images, informative annotations, and real-world scenarios. Moreover, we first delve
into the differences in appearance deformation between planar rotation and stereoscopic rotation, and propose the stereoscopic-aware
oriented feature calibration (SWEAR) framework, integrating the novel stereoscopic perception guidance (SPG) module and progres-
sive deformation calibration (PDC) module. To address the increasing intra-class diversity, SPG first augments stereoscopic rotation
semantics and empowers the network with stereoscopic perception ability. Based on the perceived stereoscopic semantics, PDC further
progressively calibrates the distorted features to restore the visual characteristics that are vanished by stereoscopic rotation. Compre-
hensive experiments demonstrate that SWEAR outperforms other state-of-the-art methods by a margin of at least 2.7%, highlighting its
effectiveness. Our code and dataset are available at https://github.com/wytbwytb/SWEAR.
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1 Introduction

The increasing pressure on public transportation systems necessitates an urgent demand for automatically identi-
fying prohibited items via X-ray security inspection machines. To alleviate the burden of security inspection and
promote the protection of public safety, extensive researches [1-6] have been conducted to achieve accurate and
automatic prohibited item detection, where the Al models are required to both recognize the category of the poten-
tial prohibited item, and localize the precise position of the prohibited item in the X-ray image. For example, Wei
et al. [1] proposed the de-occlusion attention module to deal with the heavy occlusion in X-ray images by laying
particular emphasis on edge information and material information. Lateral inhibition module [2] was devised to
activate the identifiable boundary information of objects while filtering irrelevant noise to enhance the detection
performance of small prohibited items. Tao et al. [5] proposed perturbation suppression network, which suppresses
both category-dependent and category-independent perturbation through local prototype and global feature align-
ment, to solve endogenous domain shift in X-ray images. However, previous X-ray prohibited item detection studies
concentrated on horizontal bounding boxes, and neglected the fact that objects in passenger luggage are randomly
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(b) Comparison of planar rotation in previous application scenarios and stereoscopic rotation unique in X-ray scenarios. The planar rotation
occurs along the Z-axis, while the stereoscopic rotation appears along both X-axis and Y-axis. The rotation angles in the experiments are
grouped into 3 levels based on their increasing magnitude.

Figure 1 (Color online) Comparisons to demonstrate the significance of our research. (a) reveals that the horizontal bounding boxes involve
massive noise from the background, while oriented bounding boxes can enclose the objects tightly. (b) illustrates that in addition to the
appearance-invariant planar rotation, X-ray scenarios also encompass the intricate challenge of stereoscopic rotation. Experimental results
demonstrate that the higher stereoscopic level leads to greater appearance deformation and a performance drop.

positioned with arbitrary orientations. When guiding detection models with horizontal bounding box labels, there
is a risk of introducing background noise during the learning process, potentially resulting in low-quality features
and ultimately leading to unsatisfactory detection performance. As shown in Figure 1(a), the horizontal bounding
boxes contain massive noise interfered by excessive background and neighboring items when addressing the long
straight knife. In contrast, oriented bounding boxes can tightly enclose objects for more precise representations,
offering significant potential for improving the detection accuracy of universal prohibited item detection in complex
X-ray scenarios. However, relatively little progress has been devoted to oriented X-ray prohibited item detection
due to the absence of professional evaluation benchmarks.

Moreover, existing oriented detection methods [7-11] primarily address the planar rotation on rigid surfaces,
unable to handle the unique stereoscopic rotation under X-ray scenarios. X-rays penetrate passenger luggage to vi-
sualize internal structures, realistically capturing objects rotated in three-dimensional space. This process produces
X-ray images depicting both planar rotation within the plane and stereoscopic rotation along the depth. As shown
in Figure 1(b), planar rotation does not alter the visual appearance, whereas stereoscopic rotation causes signifi-
cant appearance deformation, which intensifies as the rotation magnitude increases. The appearance deformation
vanishes visual characteristic and increases intra-class diversity, exacerbating the difficulty of recognizing prohibited
items.

The experimental results also validate our analysis. By grouping rotation angles into three distinct levels based
on their increasing magnitude, we further compare the detection performance of Oriented RCNN and the proposed
model in Figure 1(b). It can be observed that there is no notable difference in mAP performance across various planar
rotation levels. In contrast, different levels of stereoscopic rotation cause a severe performance drop, attributed to
varied visual appearance deformation. Therefore, simply applying existing oriented object detection methods from
natural scenarios will result in performance degradation owing to the significant scenario gaps. It is imperative to
achieve breakthroughs in constructing high-quality oriented X-ray detection benchmark and developing specialized
oriented detection algorithms tailored to X-ray scenarios.

In this paper, we contribute the first comprehensive benchmark for oriented prohibited detection in X-ray inspec-
tion scenarios (ORXray), characterizing large-scale prohibited items, high-quality images, informative annotations
and real-world scenarios. Specifically, ORXray consists of 10933 images with 59490 instances of 10 common cat-
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egories. The images sourced from ORXray originate from real-world security inspections at airports and subway
stations to capture the challenges encountered in practical scenarios. Apart from horizontal annotations, oriented
annotations that offer generic representations for prohibited items are also provided to promote practical and uni-
versal detection of prohibited items. We hope ORXray could serve as a comprehensive benchmark to facilitate
further research and benefit real-world automated security inspection.

To mitigate the performance drop induced by stereoscopic rotation in X-ray scenarios, we further propose the
stereoscopic-aware oriented feature calibration (SWEAR) framework. SWEAR consists of two core modules, namely
stereoscopic perception guidance (SPG) and progressive deformation calibration (PDC). In order to address the
increasing intra-class diversities amplified by stereoscopic rotation, the SPG module enables the detector to perceive
stereoscopic rotations through the augmented stereoscopic semantics. Aiming at capturing the vanished character-
istics due to the stereoscopic rotation, the PDC module progressively calibrates the distorted feature representation
caused by appearance deformation. Results in Figure 1(b) also demonstrate that our method achieves better detec-
tion performance on each planar and stereoscopic rotation level, bringing more obvious enhancement on the severe
stereoscopic rotation.

In summary, the main contributions of this paper are listed as follows.

e We contribute the first comprehensive benchmark for oriented prohibited item detection in X-ray inspection
scenarios named ORXray, featuring large-scale prohibited items, high-quality images, informative annotations, and
real-world scenarios. ORXray is constructed to facilitate the research of universal X-ray prohibited item detection.

e We delve into the stereoscopic rotation in X-ray scenarios, and propose the SWEAR framework, where two
core modules, namely stereoscopic perception guidance and progressive deformation calibration, are devised to
collaboratively alleviate the increasing intra-class diversity and appearance deformation caused by stereoscopic
rotation.

e Extensive experiments conducted on the ORXray benchmark demonstrate the effectiveness of the SWEAR
framework. Our SWEAR can be extended to any two-stage detection model architectures, and outperforms other
SOTA methods by a margin of at least 2.7%.

2 Related work

2.1 Existing datasets for X-ray prohibited item detection

X-ray imaging possesses significant capabilities in many tasks such as medical image analysis [12,13] and security
inspection [2,14,15]. Several recent efforts [1,3,5,6,14-19] have been devoted to constructing datasets for horizontal
X-ray object detection. Miao et al. [14] presented the SIXray dataset, which is a large-scale X-ray dataset featuring
8150 positive samples and a substantial number of background images to mimic a realistic testing environment. Wei
et al. [1] focused on the occlusion problem in X-ray prohibited item detection and introduced OPIXray benchmark,
where the artificial synthetic prohibited knives are divided into three occlusion levels for evaluation. HiXray,
contributed by Tao et al. [2], contains 45364 high-quality X-ray images gathered from airports, with horizontal
bounding boxes of 8 commonly witnessed categories annotated by professional security inspectors. Wang et al. [6]
compiled PIDray, which covers various scenarios including deliberately hidden items, for horizontal prohibited item
detection in real-world contexts. The EDS benchmark [5], encompassing three domains with X-ray images collected
from different machines, was presented to investigate the endogenous domain shift in X-ray scenarios. Focused on
few-shot learning, Tao et al. [3] combined partial categories in OPIXray, HiXray, EDS and proposed the first X-ray
few-shot object detection dataset FSXray, consisting of 20 frequently observed categories to follow the standard
few-shot evaluation protocol. Zhao et al. [20] proposed the CLCXray to complete the research where the objects
share similar visual clues with the background in X-ray detection.

Although these studies have introduced horizontal detection benchmarks to explore the challenges associated with
X-ray prohibited object detection, relatively little effort has been devoted to constructing professionally oriented
detection benchmarks for X-ray scenarios.

2.2 Horizontal X-ray prohibited item detection

Existing studies on X-ray prohibited item detection primarily focus on investigating the impact of intrinsic charac-
teristics of X-rays to improve the performance of traditional horizontal detection methods [1-5,14,16]. To address
the difficulties of overlapping and poor efficiency, Miao et al. [14] designed a class-balanced hierarchical refinement
module and inserted reversed connections to different network backbones. Wei et al. [1] proposed the de-occlusion
attention module to deal with the heavy occlusion in X-ray images by placing emphasis on edge information and
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material information. The lateral inhibition module [2] was devised to activate the identifiable boundary information
of objects while filtering irrelevant noise to enhance the small prohibited item detection performance. Tao et al. [5]
proposed perturbation suppression network, which suppresses both category-dependent and category-independent
perturbation through local prototype and global feature alignment, to solve endogenous domain shift in X-ray im-
ages. The weak-features enhancement network [3], which adaptively reconciles the weak features extracted from a
few samples, was proposed to improve the performance of few-shot X-ray prohibited item detection.

Nevertheless, these studies primarily focused on horizontal bounding boxes, which are limited to oriented bounding
boxes due to the absence of a comprehensive oriented X-ray detection benchmark.

2.3 Oriented object detection in natural scenarios

Oriented object detectors are initially proposed to address arbitrary orientations of objects in particular scenarios,
such as scene text detection [21-23] and remote sensing object detection [24-33]. Compared with the classical
horizontal detectors, oriented object detectors aim to locate and classify bounding boxes with oriented information.
The mainstream oriented object detectors can be generally categorized into angle-based detectors [34-41] and
vertex-based detectors [42-44]. For angle-based detectors, Ma et al. [34] first extended faster R-CNN [45] to the
oriented detection by introducing oriented proposals. Jiang et al. [35] proposed the R?CNN, which concurrently
predicts oriented and horizontal bounding boxes. Ding et al. [36] designed Rol Transformer module, which exploited
an RRol learner to convert HRols to RRols. Following the Rol Transformer, Han et al. [37] presented rotation
equivariant networks and RiRol align to gain the rotation-invariant features. On the basis of rotated RetinaNet [46],
researchers [39,47,48] generally utilized a refined stage to achieve oriented feature alignment. For the vertex-based
detectors, they endeavored to identify an alternative representation of the planar angle to avoid angle prediction.
Liao et al. [42] proposed to densify default boxes with vertical offsets, which is able to better cover the text in
the dense area. Xu et al. [44] regressed four length ratios describing the gliding offset on each side. Liu et al. [43]
introduced sequential-free box discretization by discretizing the bounding box into key edges.

However, existing oriented object detection methods for traditional scenarios are incapable of addressing the
stereoscopic rotation in X-ray scenarios, resulting in a severe performance drop when traditional oriented detectors
are adopted.

2.4 Deformation mitigation in object detection

The object deformation has gained significant attention in object detection due to the challenges posed by scale,
pose, and non-rigid transformations in real-world images. Several methods [49-54] have aimed to mitigate the
negative effect of deformation using advanced convolutional techniques. Deformable convolutions, introduced by
Dai et al. [49], adjust sampling locations through learned offsets, improving the model’s ability to handle deforma-
tion, which leads to substantial improvements in object detection and semantic segmentation tasks. RepPoints [50]
proposed an anchor-free detection framework based on adaptive points, enhancing localization for deformed objects
by incorporating deformable convolutions to accommodate geometric transformations. The hierarchical shot de-
tector [51] employs a multi-stage approach with deformable convolutions to improve classification and regression,
capturing both local and global contexts to enhance robustness to object deformation. BorderDet [52] introduced
BorderAlign, which focuses on boundary features, particularly at extreme points, and combines this with deformable
convolutions to enhance both localization and classification in dense object detection tasks.

However, in the absence of guidance from perceived stereoscopic information, existing methods addressing de-
formations caused by scaling and translation still struggle to handle the severe feature deformations induced by
complex stereoscopic rotations in X-ray scenarios.

3 Oriented X-ray dataset

To bridge the gap in the oriented prohibited item detection within X-ray scenarios and promote public safety, we
construct the first oriented X-ray prohibited item detection benchmark, ORXray. In this section, we first illustrate
the data collection process in Subsection 3.1. The data annotation process is demonstrated in Subsection 3.2.
Detailed data statistics are depicted in Subsection 3.3. Finally, we present the potential tasks and prospects of
ORXray in Subsection 3.4.
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Figure 2 (Color online) Examples of different categories in the ORXray dataset. The short names in this figure refer to “Battery”, “Electronic
Equipment”, “Glass Bottle”, “Gun”, “Knife”, “Lighter”, “Metal Bottle”, “Plastic Bottle”, “Pressure”, “Umbrella”, respectively. The first row
shows the natural examples of each category. The second and third rows show the X-ray samples with horizontal bounding boxes and oriented
bounding boxes, respectively.

3.1 Data collection

We gathered data on ORXray from real-world airport and subway security inspection to reflect the practical
situations and challenges. Specifically, the X-ray images were collected from more than 10 subway stations and one
airport over a period of approximately three months. We exploited the AT6550B X-ray scanners that are equipped
at each location to scan the luggage and generate the X-ray images. Prior to collecting X-ray images, we had
obtained consent from passengers and rigorously adhered to the standard de-identification process by eliminating
private details to ensure privacy.

After careful consideration of practical applications and implementation of strict quality control measures, we
chose 10 categories of representative prohibited items, including commonly-encountered categories in airports, e.g.,
lighter, or extremely dangerous categories, e.g., gun. As presented in Figure 2, the categories are listed as follows:
“Battery”, “Electronic Equipments”, “Glass Bottle”, “Gun”, “Knife”, “Lighter”, “Metal Bottle”, “Plastic Bottle”,
“Pressure” and “Umbrella”. For each category, samples with different appearances are collected to ensure data
diversity. For example, the category “Knife” contains various types of knives including straight knife, folding knife,
and utility knife. Diverse categories and sufficient instances can provide a more credible evaluation. As for sensitive
items like knives and guns, we strategically placed them in luggage for portions of the data collection. Specifically,
for the knife images, some were obtained during real security inspections, while others were created by manually
scanning confiscated knives placed back into prepared luggage using authentic security machines. In the case of guns,
we procured non-functional metal replicas in advance and embedded them in luggage, which was then subjected to
scanning via the same real-world inspection machines.

3.2 Data annotation

We recruited 20 security inspectors as annotators, who have received professional training before annotating. For
quality control, the annotation procedure strictly follows the pre-process pipeline of the acknowledged dataset Pascal
VOC [55] to ensure the location and classification accuracy. Specifically, (1) we first hosted a 4-h training course
to assist the 20 annotators in skillfully using our annotation tool, and standardize the annotation criteria; (2) the
20 annotators followed the criteria and then used the annotation tool to label our dataset. Each image annotation
took 2 min, and each annotator spent 8 h per weekday; (3) each image was annotated twice and checked by a third
inspector to minimize the errors.

In addition to the common horizontal bounding boxes and category labels, we also asked the annotators to
provide the crucial oriented bounding box annotations, which precisely represent objects in arbitrary orientation,
offering the opportunity for exploring universal prohibited item detection.

The horizontal boxes consist of the maximum and minimum of x and y coordinates, while oriented boxes are
defined by four vertices. Samples of annotated horizontal and oriented bounding boxes for each category can be
seen in Figure 2. It can be observed that oriented bounding boxes can tightly enclose objects, thereby minimizing
the interference from other prohibited items or excessive backgrounds.
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Table 1 The category distribution of the ORXray dataset. The short names in this table refer to “Battery”, “Electronic Equipments”, “Glass
Bottle”, “Gun”, “Knife”, “Lighter”, “Metal Bottle”, “Plastic Bottle”, “Pressure”, “Umbrella”, respectively.

Category BA EQ GB GU KN LI MB PB PR UM Total
Train 5320 7059 2028 370 11491 8052 3959 4719 2702 1,738 47438
Test 1332 1773 509 94 2964 2019 1005 1254 656 446 12052
Total 6652 8832 2537 464 14455 10071 4964 5973 3358 2184 59490
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(a) Distribution of instances per category (b) Distribution of instances per image

Figure 3 (Color online) The distributions of the instances. (a) illustrates the distribution of instances per category and (b) illustrates the
distribution of instances per image.
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Figure 4 (Color online) Statistical analysis of the image size (a) and instance orientation (b) in ORXray.

3.3 Data statistics

We initially explore the distribution of sample quantities across each category, with detailed statistical data presented
in Table 1. Figure 3(a) also shows that the proportions of the prohibited item categories “Battery”, “Electronic
Equipments”, “Glass Bottle”, “Gun”, “Knife”, “Lighter”, “Metal Bottle”, “Plastic Bottle”, “Pressure”, “Umbrella”
are 11%, 15%, 4%, 1%, 24%, 17%, 8%, 10%, 6%, 4%, respectively, reflecting the obvious data imbalance in the real
world. Figure 3(b) demonstrates the number of instances within different images. It is worth noting that the ORXray
dataset also includes a portion of X-ray images without any prohibited items, highlighting that ORXray is both
more representative and challenging. Most images contain 3-6 instances, revealing more contextual information.
Additionally, we quantify that the size of images in ORXray ranges from about 750 x 750 to about 950 x 950,
and observe a rough positive correlation between the quantity and the size of images shown in Figure 4(a). The
distribution of instances with respect to orientation in Figure 4(b) illustrates that ORXray achieves a relatively good
balance in the instances of different directions, which reflects the randomly placed items in real security inspection
and is significantly helpful for training a robust detector.

Table 2 outlines the comparison between existing X-ray datasets and ORXray. The ORXray contains 10 categories
of 10933 X-ray images with an average of 5.45 instances per image, featuring both horizontal and oriented annotation
types. With diverse semantic annotations and informative contextual information, the ORXray dataset serves as a
more practical and exploratory benchmark for universal X-ray prohibited item detection.
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Table 2 Comparison of existing open-source X-ray prohibited item detection benchmarks. N; refers to the number of images. n, refers to the
number of instances per image.

Dataset Categories N; Na Annotation types
GDXray [15] 3 8150 1.00 Horizontal
SIXray [14] 6 8929 1.00 Horizontal
OPIXray [1] 5 8885 1.00 Horizontal
HiXray [2] 8 45364 2.27 Horizontal
PIDXray [6] 12 47677 1.00 Horizontal
CLCXray [20] 12 9565 1.00 Horizontal
EDS [5] 10 14219 2.23 Horizontal
FSXray [3] 20 12333 3.38 Horizontal
ORXray 10 10933 5.45 Horizontal and oriented
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Figure 5 (Color online) The overall architecture of the SWEAR framework, which incorporates the SPG module and the PDC module into a
two-stage detection architecture.

3.4 Potential tasks and prospects

As shown in Table 2, ORXray stands out with its distinctive use of oriented bounding boxes, setting it apart
from existing X-ray datasets. ORXray is the first X-ray security inspection dataset facilitating investigations into
oriented object detection. Featuring both horizontal and oriented annotations, ORXray also supports horizontal-to-
rotation transition detection tasks [56-58], where only horizontal box annotations are utilized for weakly-supervised
oriented detection training. It is also applicable to traditional horizontal object detection tasks as well as common
classification tasks. Additionally, ORXray’s realistic and imbalanced category distributions make it ideal for long-
tail or few-shot detection tasks. Hopefully, our ORXray could serve as a comprehensive and reliable benchmark to
advance further research on universal X-ray prohibited item detection.

4 Stereoscopic-aware X-ray prohibited item detection framework

Previous oriented object detection models struggle to handle the stereoscopic rotation problem in the X-ray sce-
narios, leading to performance degradation. Therefore, we propose an SWEAR framework, which incorporates
an SPG module and PDC module into a two-stage detection architecture. The whole architecture of SWEAR is
presented in Figure 5. Aiming at intra-class diversity intensified by stereoscopic rotation, the SPG module aug-
ments the unattainable stereoscopic semantic and empowers the detection model with the stereoscopic perception
ability. Subsequently, PDC progressively restores the distorted features caused by the appearance deformation re-
sulting from the stereoscopic rotation. This process sufficiently explores the visual characteristics and discriminative
features of oriented instances, enhancing the detection performance.

In this section, we first present the problem formulation of our framework in Subsection 4.1, and sequentially
introduce the two core modules, namely the SPG in Subsection 4.2 and PDC in Subsection 4.3. Finally, we will
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Figure 6 (Color online) Visualization of augmented examples with different stereoscopic rotation levels and projected X-ray images.

demonstrate the learning pipeline in Subsection 4.4.

4.1 Problem formulation

Oriented object detection models aim to distinguish objects of predefined categories from given images by predicting
the precise oriented boxes and the correct categorical label. Specifically, for each annotation a; = (¢;, b;), ¢; denotes
category label and b; = (x,y, h, w, 0,,) denotes oriented bounding box where (x,y) represents the geometric center
of the bounding box, (h,w) represents two sides of the box, and 6, denotes the planar rotation angle. The oriented
detection models need to learn discriminative information enclosed by b; during training and make precise prediction
(¢i,b;) during inference.

In this paper, we identify the unique stereoscopic rotation characteristic under X-ray scenarios, and thereby
propose a novel stereoscopic-aware prohibited item detection framework. In addition to the planar rotation angle
0.y, we also introduce the stereoscopic rotation angles 0., and 6., during the training stage. The stereoscopic
information will guide the detector to comprehensively understand the intra-class diversity, thus aiding in the
discriminative representation of each category.

We further partition the stereoscopic rotation angles 0., and 0., into three stereoscopic levels according to the
cosine value, as shown in Figure 6. The cosine value serves as an indicator of the deformation degree when the item
is projected onto the plane. That is to say, the angle intervals of Level-1, Level-2, Level-3 are [0°,50°), [50°, 70°) and
[70°,90°), with cos(50°) = % and cos(70°) =~ % Larger stereoscopic angles lead to increasingly severe appearance
deformation, which vanishes the discriminative characteristics of the prohibited items. This deficiency not only
amplifies the visual diversity within the category but also complicates the task of prohibited item recognition,
further exacerbating the challenges involved.

4.2 Stereoscopic perception guidance

Our SPG module is deployed to empower the detection model with the stereoscopic rotation perception capability
for intra-class diversity analysis, especially under the X-ray imaging scenarios. Technically, it is nontrivial to
measure the stereoscopic angles through the images and thus hard to manually annotate. Therefore, we seek an
alternative approach to simulate the X-ray projection and adjust the stereoscopic rotation angles. In this manner,
it is capable of inserting the stereoscopic semantics to guide the learning of the network. Specifically, the SPG
contains a stereoscopic rotation augmentation process and stereoscopic semantic guidance networks, as shown in
Figure 5.

4.2.1 Stereoscopic rotation augmentation

Inspired by previous work [16], which built up a differentiable X-ray converter to generate adversarial patches for
X-ray images, we could manually define the rotation degree for a given 3D mesh of a certain category, and then
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project it to 2D X-ray images and simultaneously generate stereoscopic semantics for the oriented prohibited item
detection.

In particular, for each category in our dataset, we gather more than 5 meshes with various appearances to ensure
diversity. A 3D mesh M is a data structure with vertices V.= {vy,...,v,,} and faces F = {f1,...,f,} commonly
used in computer graphics and computer vision, to represent appearance, geometric details and surface topology
of the three-dimensional objects. Then we introduce rotation matrices, a planar matrix R,(6,,) with a planar
rotation angle 6., and two stereoscopic matrices R;(6.,), Ry (6.,) with stereoscopic angles 6., and 0., to control
the rotation of a 3D mesh M in the following equations:

M’ =R, (0.y)Ry(0:0)R.(0sy) - vi, Vv, €V of M, (1)
where
1 0 0 cosf,, —sinf,, 0 cos 0y 0 sinfy,
R.(0.y) = |0 cosb,, —sinb,, |, Ry(0..)= |sinf,, cosb., 0|, R.(0zy) = 0 1 0 . (2
0 sinf., cosf., 0 0 1 —sinfy, 0 cosfy,

After obtaining the 3D-rotated mesh M’ we can adopt the well-trained X-ray converter g published by XAD [16],
to convert the 3D mesh to a 2D X-ray patch g(M’). Then the 2D X-ray patch is inserted into an authentic X-ray
image I, represented as I = I(Z,7) ® g(M’) where #,§ are the z-axis and y-axis coordinates. The augmented
examples can be seen in Figure 6.

Since we can realistically simulate the X-ray imaging with arbitrary stereoscopic rotation angles, we augment
the dataset with more controllable stereoscopic information. Specifically, we generate a total of 19221 augmented
examples, ensuring a balanced distribution across each category to maintain semantic diversity, and project them
onto 8747 real X-ray images within the ORXray training set.

4.2.2  Stereoscopic semantic guidance

The augmented stereoscopic information can be transferred to abundant semantic guidance, empowering the network
with the perception of stereoscopic rotations. It is worth noting that the primary purpose is to enable the network to
perceive the stereoscopic rotation and thus measure the appearance deformation degree of an input X-ray instance,
rather than precisely predicting the stereoscopic angles. Therefore, we further partition the generated 2D X-ray
object g(M’) into three stereoscopic levels according to the increasing magnitude.

With the augmented stereoscopic semantics, we introduce two classifiers f.,, f., to distinguish the stereoscopic
rotation level. For the i-th proposal p; outputted by the region proposal network (RPN), the cross entropy loss CE
is adopted

= 3 @) 1) + CB sl 1), .

%

where 77, [7¥ denote the stereoscopic rotation level of simulated patch to which the i-th proposal belongs.

Moreover, for a generated 2D X-ray object g(M'), its categorical semantic ¢ is pre-defined. As for its bounding
box information, the horizontal box can be computed by recording the maximum and minimum z-axis and y-axis
coordinates of all pixels, and the oriented box can be generated by calculating minimum compact surrounding
rectangle with planar rotation angle pre-defined by the manual rotation matrices R, (6,,). Thus the simulated 2D
X-ray patches can also be sampled for training the prohibited item detection models, as the authentic items.

In summary, the stereoscopic rotation augmentation enriches the dataset with more controllable semantic infor-
mation, and the stereoscopic semantic guidance enables the network to gain the stereoscopic perception, thereby
better handling the deformation caused by stereoscopic rotation. Combining the stereoscopic rotation augmentation
and the stereoscopic semantic guidance, the SPG module embeds the stereoscopic information into the detection
model, aiding the networks in effectively understanding the incremental visual diversity within the category caused
by stereoscopic rotation.

4.3 Progressive deformation calibration

Since the network has gained the stereoscopic perception ability, we could effectively restore the visual characteristics
vanished by stereoscopic rotation and calibrate the feature representation of items with appearance deformation.
We propose the PDC module, composed of progressive restoration networks and calibration regularization.
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4.3.1 Progressive restoration

The progressive restoration networks restore the proposal features according to their deformation degree. Specif-
ically, proposals are classified into three subsets according to the stereoscopic semantic classifier f., and f.,. We
define the three subsets as Py, P2 and Ps. Intuitively, proposals in P; exhibit minimal stereoscopic rotation, thus
retaining their visual information without requiring calibration. In contrast, proposals in Py and Ps experience
substantial stereoscopic rotation and suffer severe feature distortion, necessitating varying degrees of restoration.

Therefore, two restoration networks, r3_,o and r9_,1, are deployed, each implemented as a multi-layer perceptron
(MLP). The MLP structure allows for flexible, hierarchical transformations, making it effective at capturing complex
feature relationships. As a result, the networks efficiently restore and align distorted features with the target space
across different levels. Specifically, r3_o aims to restore the distorted features from P53 to features akin to Ps.
Similarly, ro_,; calibrates the distorted features of P, to be aligned with those of P;. The process can be formulated
as follows:

Pi, p: € P1,
pi = 1 r21 (Pi), p; € Po, (4)
r21 (32 (Pi)), Pi € Ps,

where p; denotes the i-th proposal feature and p; denotes the restored feature.

4.3.2  Calibration regularization

The calibration losses are introduced to regularize the restored feature from both feature and rotation consistency
perspectives. Intuitively, the restored feature should resemble the proposal feature in P; for each category. We
construct the prototype feature sz for each category cj by averaging its corresponding proposal feature in the ¢-th
iteration, and also take into account the previous prototype feature with a smooth weighted parameter a.

Then, from the feature consistency perspective, we encourage the cosine distance between the restoration proposal
of category ci and its prototype feature 2., in the ¢-th iteration should be minimal

Ltc= Z Z 1 — cosine (p;, 2, ) - (5)
Ck 7

From the stereoscopic rotation consistency, we utilize stereoscopic semantic classifiers f., and f., to constrain
the restored feature to be classified as stereoscopic rotation of the Level-1 degree

£y S B (fr(p). 1) o

7

To this point, the PDC module can capture the discriminative feature of each category and restore the distorted
features due to the deformation of stereoscopic rotation. The restored feature will be further adopted to train the
succeeding classifier and regression heads of the prohibited item detector.

4.4 Learning pipeline

The proposed SWEAR framework builds upon vanilla two-stage detectors (such as Faster-RCNN [59]) following a
two-step training procedure.

Initially, the oriented X-ray dataset is augmented with controllable stereoscopic semantics. We then train the
stereoscopic semantic classifiers f,, and f., together with the detector, using the augmented stereoscopic informa-
tion. The objective function of the first stage can be formulated as follows:

Liptar = LrPN + LRONN + M1 Lror, (7)

where Lrpny and Lronyn denote original losses for traditional two-stage detector and A\; denotes hyper-parameter
to balance the impact intensity of regularization L£,,; from the stereoscopic semantic classifier.

In the second stage, we freeze the parameters of f., and f.,, and utilize both realistic and authentic X-ray images
to train the PDC module together with the two-stage detector. Prototypes of each category are computed through
the classification results from the frozen stereoscopic semantic classifiers f., and f.,. The classifiers f., and f., are
also adopted to regularize the rotation consistency between the restoration feature and its ground-truth prototypes.
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The loss functions contain the original detection losses Lrpn and Lron N, along with the calibration regularization
terms L. and Ly

‘C?otal = LRPN + ‘CRCNN + A2‘Csc + )\3£fc; (8)

where Ay and A3 denote hyper-parameters to balance the corresponding losses.

During the inference stage, the X-ray images are fed into the backbone network and RPN to generate proposals.
These proposals are then classified by the stereoscopic semantic classifiers f., and f., to determine which restoration
network (rs_o and r2_,1) they should be routed to. After the calibration of the restoration networks, the restoration
proposal features can be analyzed by the classification and regression heads within the detector to identify their
categories and positions.

5 Experiments

In this section, we conduct comprehensive experiments on ORXray to illustrate the effectiveness of the proposed
SWEAR framework. We first describe the experimental settings in Subsection 5.1. Then, we compare our framework
with multi-architecture state-of-the-art oriented detection models in Subsection 5.2. We further illustrate the
ablation study results in Subsection 5.3. Finally, we visualize the detection performance in Subsection 5.4.

5.1 Experimental settings

We respectively introduce the comparative methods and the detailed implementations in this subsection.

5.1.1 Comparative methods and metrics

We select multi-architecture detectors for comparison, including anchor-free, one-stage, and two-stage detectors.
In the category of anchor-free methods, we compare Reppoints [50], SASM [60], utilizing a set of representative
points to represent the object. Within the architecture of one-stage detectors that directly detect objects from the
input image in a single pass, methods including RetinaNet [46], CSL [61], GWD [62], KLD [63], KFIoU [38], R*Det
[39], S2ANet [48], CHPDet [64], and RTMDet-R2 [65] are evaluated. Regarding two-stage methods, which first
generate candidate regions and subsequently refine localization and classification, selections include Faster-RCNN
[59], Gliding Vertex [44], Rol Transformer [36], and Oriented RCNN [66]. The universally acknowledged metric,
mean average precision (mAP) in the object detection task, is adopted as our evaluation metric, which averages
the AP across each category. Specifically, our analysis focuses on AP values calculated at a single intersection over
union (IoU) threshold of 0.5, denoted as AP50.

5.1.2  Implementation details

We select Oriented RCNN [66] with ResNet-50 [67] backbone as our baseline. All comparison models are imple-
mented based on the official models provided in MMRotate [68] with 3 Nvidia GeForce 2080 Ti GPUs, and employ
the same backbone for fair comparison. We train each model for 36 epochs. In all experiments, the SWEAR is
trained by SGD optimizer with momentum and weight decay set to 0.9 and 1 x 10~%, respectively. The learning
rate is initialized with 2.5 x 1073 and divided by 10 at each learning rate decay step. The hyper-parameters A; in
7 and Ao, A3 in 8 are set to 1 without specifying.

As for our stereoscopic rotation augmentation, more than 5 meshes per category are exploited for augmentation,
ensuring the intra-class diversity similar to the real-world scenarios. The distribution of samples across categories
and stereoscopic rotation levels is balanced. It can be observed in Figure 6 that the augmented samples are
morphologically similar to real prohibited items, providing reliable stereoscopic semantics.

5.2 Comparison with SOTA methods

We provide a detailed report on the detection performance of our SWEAR and other state-of-the-art models, and
validate the universality of SWEAR through extending it to other two-stage models.
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Table 3 Comparison of SWEAR with SOTA oriented object detection methods on ORXray. The best results are in bold. “-O” means the
detection results with oriented bounding box.

Method mAP (%) PR (%) GU (%) KN (%) EQ (%) GB (%) LI (%) MB (%) BA (%) PB (%) UM (%) GFLOPs Latency

Anchor-free

Reppoints-O 61.3 48.9 62.2 40.4 76.6 61.7 46.3 74.1 64.6 69.2 53.6 194.3 58.5
SASM 74.3 83.0 65.8 63.2 77.5 70.0 62.6 82.6 71.3 77.6 87.2 194.3 54.3
One-stage
RetinaNet-O 66.5 65.9 68.0 42.2 77.2 67.2 53.5 81.6 67.4 7T 64.7 213.7 48.9
CSL 66.7 64.0 71.9 41.7 76.5 66.7 53.9 82.1 66.9 76.3 65.8 234.0 50.9
GWD 67.5 65.9 70.9 43.7 77.5 67.6 55.5 81.7 67.7 78.9 65.2 213.7 48.9
KLD 66.4 62.7 61.4 43.9 77.4 66.5 61.8 80.9 68.8 78.7 61.6 213.7 54.8
KFIoU 69.7 72.5 70.4 49.4 77.5 68.7 57.4 82.3 69.8 76.5 72.5 215.9 55.4
R®Det 71.3 77.0 68.5 55.6 74.7 71.2 63.8 82.0 69.7 74.6 75.9 332.7 59.2
S%ANet 75.6 82.6 71.5 62.9 78.4 75.3 65.1 85.3 73.4 78.3 83.1 197.0 49.1
CHPDet 70.9 80.0 63.2 51.3 77.2 74.7 59.2 82.3 65.1 75.9 80.1 - —
RTMDet-R2 75.0 82.2 64.7 61.0 76.6 74.3 67.6 84.4 71.6 79.0 89.2 204.2 46.1

Two-stage

FRCNN-O 70.8 78.3 65.9 53.4 72.7 73.1 60.6 82.1 67.6 76.4 78.3 211.3 49.1
Gliding Vertex 71.4 77.4 64.4 55.6 75.2 68.6 65.9 84.6 70.0 75.4 77.3 211.3 48.7
Rol Transformer 75.4 81.0 73.6 64.7 78.3 77.4 67.0 86.1 67.3 78.1 80.4 225.3 58.1
Oriented RCNN 76.0 80.3 71.9 62.3 78.1 7.7 66.8 85.1 71.6 78.1 88.5 211.4 49.3

SWEAR (ours) 78.7 89.0 75.3 66.6 79.1 79.4 68.6 87.2 73.8 78.5 89.9 211.4 50.3

5.2.1 Oriented prohibited item detection performance

Table 3 lists the AP50 results for all categories and mAP results on the ORXray benchmark. It can be observed
that our SWEAR achieves 78.7% mAP and outperforms other state-of-the-art oriented detection methods by a
large margin. The proposed model obtains the best results across nearly all categories, particularly achieving a
remarkable performance improvement of up to 6.0% in the category “Pressure”. A potential reason for the notable
improvement is the frequent occurrence of stereoscopic rotation in the “Pressure”. We also notice that SWEAR
only gains 0.4% improvement over baseline in the category “Plastic Bottle”. This phenomenon can be attributed
to the observation that plastic bottles exhibit uniform color representation under X-ray penetration. Under these
circumstances, the detection of plastic bottles primarily relies on the color appearance, which suffers from slight
deformation than other categories across different stereoscopic rotations. Therefore, merely improvement is achieved
by SWEAR.

Additionally, we compare the inference computation among the detection models via GFLOPs and Latency.
GFLOPs is a commonly used metric for measuring computational performance of one billion floating point operations
per second, and Latency refers to the time required to process a single image (ms/img). The results indicate that
the anchor-free methods achieve minimal GFLOPs, benefiting from the prediction sparsity of key reppoints. One-
stage methods cost more computations during the oriented non-maximum suppression (NMS) procedure, which
requires substantial resources for more complex geometric shape and algorithm compared with traditional horizontal
NMS. This accounts for the counter-intuitive observation that the GFLOPs and Latency of one-stage methods are
worse than most two-stage methods. Our SWEAR achieves comparable GFLOPs and Latency with other two-
stage methods, suggesting that SWEAR does not introduce extra inference burden while effectively enhancing
performance.

5.2.2  Universal performance

The proposed SWEAR framework can build upon any vanilla two-stage detectors, demonstrating its universality. We
extend SWEAR to multiple two-stage detection methods with various box representations and proposal generation
processes, including Rotated RCNN [59], Gliding Vertex [44] and Rol Transformer [36]. From Table 4, we can draw
the observation that varied levels of performance improvement are evident in the integrated models, compared with
the corresponding baselines. Specifically, models integrated with SWEAR outperform the corresponding baselines
by 1.9%, 1.5%, 1.6% and 2.7% on mAP, respectively. These results demonstrate the universality of SWEAR under
different oriented box representations and proposal types.
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Table 4 Comparison of SWEAR-extended two-stage methods with corresponding baselines. The best results are in bold.

Method mAP (%) PR (%) GU (%) KN (%) EQ (%) GB (%) LI (%) MB (%) BA (%) PB (%) UM (%)
FRCNN-O [59] 70.8 78.3 65.9 53.4 72.7 73.1 60.6 82.1 67.6 76.4 78.3
+ SWEAR 72.7(191) 80.1(181) 69,6371 55.4(2:01) 7220058 75,6(2:51) 61,3071 86,1(40T) 68,3071 75 9(0-51) g2 g(+:31)
Gliding Vertex [44] 71.4 77.4 64.4 55.6 75.2 68.6 65.9 84.6 70.0 75.4 77.3
+ SWEAR 72.9(151) 78 1(0-71) 8,440 59 7(411) 74 1114 70,9(2:31) 6.6(°-7T) 85.9(1:31) 72,4(2:41) 75 3(0-14) 77 1(0:24)
Rol Transformer [36]  75.4 81.0 73.6 64.7 78.3 77.4 67.0 86.1 67.3 78.1 80.4
+ SWEAR 77.001:61) 80 9(0-14) 73 9(0:31) g4,8(0:11) 78,3(0.01) 77 6(0-21) g7,3(0:31) gg,2(0-11) 73 7(6.41) 78 2(0-11) gg g(8:51)
Oriented RCNN [66]  76.0 80.3 71.9 62.3 78.1 7.7 66.8 85.1 71.6 78.1 88.5
+ SWEAR 78.7(271) 89.0(8 71 75,3341 66.6(431) 79,1(1:0T) 79,4171 g8.6(1-8T) g7.2(2:11) 73,8(0-41) 7g 5(0-41) gg g(1-41)

Table 5 The ablation study of different components in SWEAR.

PDC module

SPG module mAP (%)
Networks Ly Lse

Baseline 76.0

v 76.5

v v v 76.3

v v 77.6

v v v 78.3

v v v 77.9

v v v v 78.7

5.3 Ablation study

In this subsection, we conduct ablation studies to verify the effectiveness of each component in SWEAR.

5.3.1  Module analysis

We first investigate SPG and PDC modules respectively in Table 5. The baseline model, namely Oriented RCNN
achieves 76% mAP performance. Simply employing the SPG module will bring 0.5% performance gains. It reveals
that the stereoscopic perception ability of the detection model indeed benefits the detection performance under
the X-ray scenarios. However, without the calibration for the distorted feature caused by stereoscopic rotation, the
detection model cannot reach peak performance. In contrast, solely deploying the PDC module will bring only 0.2%
improvement. It manifests that the stereoscopic semantic is essential for the feature calibration, and the SPG and
PDC module mutually enhance their functionalities. Further, we examine the effectiveness of restoration networks
in PDC without the calibration regularization L. and L,.. It demonstrates that, even without any guidance, the
restoration networks can restore the feature to a certain degree through classifying the proposals into three subsets
P1, P2, P3 and progressively calibrating them. Furthermore, the feature consistency loss L;. and stereoscopic
rotation consistency loss L,. adopted in PDC separately boost the performance by 0.7% and 0.3%, and achieve a
remarkable increase of 2.7% overall. It means that the feature consistency and rotation consistency are instructive
to the feature calibration. This analysis fully illustrates that each component in our framework is effective and
combining them together yields superior performance.

5.3.2  Calibration performance

To analyze the calibration performance of SWEAR, we conduct a t-SNE visualization of Level-3 proposal features
of different categories before and after calibration in the PDC module. As illustrated in Figure 7, before calibration,
Level-3 proposal features are far away from the prototype feature of each category. Additionally, proposal features
from different categories are entangled, further complicating their distinction. This indicates that the original
Level-3 features, which undergo severe stereoscopic rotation, exhibit diverse deformation of discriminative features,
thereby deviating from the standard distribution and concurrently causing confusion with other categories. After
calibration, the features of each category are aggregated together, and approach closer proximity to the prototypes.
This evidence supports that SWEAR can mitigate the feature deformation caused by stereoscopic rotation and
calibrate the features to the normal distribution.



Wang T B, et al. Scit China Inf Sci April 2026, Vol. 69, Iss. 4, 142101:14

BA * * BA

EQ _ EQ

GB L GB

PR PR
% Prototype Yr Prototype
@ Feature - @ Feature

* | VAe
e %

(a) Before calibration. (b) After calibration.

Figure 7 (Color online) The t-SNE visualization of Level-3 proposal features and prototype features for Battery (BA), Electronic Equipment
(EQ), Glass Bottle (GB) and Pressure (PR). (a) and (b) visualize the Level-3 features before and after calibration by the restoration networks
in PDC, respectively.

5.3.3  Hyperparameter analysis

We further conduct a detailed analysis of our hyperparameters: \; presented in (7), and A2, A3 in (8). This
examination is performed to explore the impact of the stereoscopic perception loss L, within the SPG during the
initial training phase, and to determine the appropriate weighting for the calibration regularization terms L. and
L. in the PDC module during the subsequent training stage. For each hyperparameter, we select three different
values: 0.5, 1.0, and 1.5, to validate their effects. The experimental results are presented in Figure 8. It is evident
that changes in the values of hyperparameters do not significantly impact detector performance. Increasing the
value of A1, as shown in Figure 8(a), slightly enhances model performance. This suggests that emphasizing the
weight of the stereoscopic semantics perception loss L, facilitates better discrimination of diverse appearances of
prohibited items by detectors. As demonstrated in Figure 8(b), SWEAR achieves an optimal result when both A,
and A3 are set to 1. Under various combinations of values, the performance fluctuation remains within 0.7%. This
indicates that the variations in the two regularization losses L¢. and L. exhibit considerable robustness.

5.4 Visualization

Figure 9 exhibits the detection visualization of KFIoU [38], Oriented RCNN [47], SWEAR (ours) and the corre-
sponding ground truth. To enhance visualization clarity, we only visualize detected boxes with confidence above 0.3
after non-maximum suppression (NMS) [69]. It is observed that our SWEAR framework yields robust performance
on instances with severe stereoscopic rotation. As shown in the first row, KFIoU and Oriented RCNN can identify
the metal bottle on the left without feature deformation, but fail to detect the metal bottle located in the center of
the images, which exhibits severe stereoscopic rotation. Conversely, the SWEAR framework can accurately detect
both metal bottles, demonstrating the superiority of SWEAR in deformation calibration. Additionally, the weak-
featured lighter, which is occluded by a metal chain in the second row, is also accurately identified by SWEAR.
This observation illustrates that SWEAR is capable of enhancing the detection performance of weak-featured and
occluded instances, addressing significant intrinsic characteristics of the X-ray scenarios. We also present a failure
case where the plastic bottle in the top corner remains undetected by any model in the last row. This oversight
results from the resemblance between the water-filled plastic bottle and the background, making it difficult for the
model to distinguish. SWEAR fails to offer any significant improvement to the detection of plastic bottles, as their
representations are minimally affected by stereoscopic rotation, a point illustrated in Subsection 5.2.

6 Discussion

In this section, we will further discuss the limitations of this study and our future work. Firstly, we were constrained
by computational resources when generating patches that are rich in stereoscopic semantics, leading to smaller 3D
mesh file sizes and slower computation speed. Additionally, the converter provided by previous work [16] adopts a
simple projection algorithm that does not account for the complexity of 3D meshes, resulting in abnormal patches
with unclear structures for some complex meshes. Regarding our model, SWEAR was primarily designed to address
the negative effects of stereoscopic rotation on the orientation determination of prohibited items in X-ray scenarios.
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Figure 8 (Color online) The ablation study of different hyperparameters. (a) The ablation study of A1; (b) the ablation study of Ao and As.

KFloU Oriented RCNN SWEAR (Ours) Ground Truth

.

Figure 9 (Color online) Visualization of KFIoU, Oriented RCNN, SWEAR (ours) and corresponding ground truth. The red solid boxes
represent the detected object, while the red dashed boxes indicate the omitted object. Labels without a dashed border represent correct
classification, while labels with a dashed border denote incorrect classification. Our framework shows good detection performance on objects
with stereoscopic rotation, while also encountering some occasional failures.

Therefore, it does not perform as well in improving the horizontal detection performance of prohibited items without
estimating orientation.

In future work, we plan to optimize computational resources to project more complex and diverse 3D meshes,
therefore improving the variety of generated patches. We also intend to refine the patch projection algorithm to
handle complex mesh structures more effectively. We will further delve deeper into the intrinsic mechanisms by
which stereoscopic rotations affect X-ray prohibited item detection performance, and explore more generalizable
approaches to mitigate the impact of stereoscopic rotations on detection performance across all bounding box
conditions.

7 Conclusion

In this paper, we contribute the first comprehensive benchmark for oriented prohibited detection in X-ray inspection
scenarios named ORXray, featuring large-scale prohibited items, high-quality images, informative annotations, and
real-world scenarios. Hopefully, ORXray can serve as a reliable assistance to facilitate further research on oriented
X-ray detection tasks and benefit real-world security inspections. Moreover, we investigate the challenging stereo-
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scopic rotation in X-ray scenarios, which deteriorates the detection performance by introducing increasing intra-class
diversity and appearance deformation, and thereby propose the SWEAR framework. SWEAR empowers the capa-
bility of the detector to discriminate diverse stereoscopic semantics and progressively restores distorted features by
incorporating SPG and PDC into two-stage detectors. Comprehensive experimental results demonstrate that our
SWEAR framework effectively enhances the performance of oriented detectors in X-ray scenarios by mitigating the
deformation caused by stereoscopic rotation without an additional inference burden. Our SWEAR also exhibits
universal performance when extended to different two-stage detectors. Extensive visualization experiments offer
compelling visual evidence for mitigating stereoscopic rotation and enhancing detection performance. We hope our
work can provide a new perspective to the universal X-ray prohibited item detection community.
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