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Abstract Recently, open panoramic segmentation (OPS) has received widespread attention due to its ability to be trained solely on
pinhole images within a closed-vocabulary, while generalizing effectively to panoramic images in an open-vocabulary setting. Previous
methods mainly focused on opening the vocabulary, with less attention on opening the field of view (FoV) and opening the domain.
This results in two key issues: (1) insufficient distortion perception, as the segmentation model is trained exclusively on pinhole images,
lacking exposure to panoramic distortions; and (2) distortion-induced feature misalignment, where the differences in distortion between
pinhole and panoramic images cause a domain shift in the feature space. To address these two issues, in this paper, we propose a novel
framework named augmenting and contrasting distortion for open panoramic segmentation (ACD40OPS), consisting of random Gaussian
deformation augmentation (RGDA) and distortion-aware contrastive learning (DaCL). First, RGDA applies randomly parameterized
Gaussian deformation to augment the training set of labeled pinhole images, providing distorted images for the segmentation network.
Second, DaCL performs patch- and pixel-level contrastive learning between the pinhole and deformed images to extract distortion-
invariant and class-relevant features, reducing gaps in the feature space between pinhole images and panoramas. Extensive experiments
on four publicly available indoor and outdoor benchmarks demonstrate the effectiveness of our method.
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1 Introduction

Due to its ability to provide a comprehensive 360° view, panoramic semantic segmentation [1-8] is increasingly
gaining attention in environmental perception, drone remote sensing, and autonomous driving scenarios. Although
these methods have achieved impressive results, they require a large number of annotated panoramas during training,
which is time-consuming [9]. Many domain adaptation (DA) methods [10-22] have solved this problem without the
need for panoramic image annotations. They transfer the knowledge learned by the segmentation network from the
pinhole images to panoramic images.

However, these methods require predefined categories, and when new categories need to be recognized, retraining
the segmentation network is required. Recently, open-vocabulary semantic segmentation (OVS) [23-35] has emerged,
which can recognize any input category during testing without predefined categories. These methods adapt the
powerful zero-shot image-level classification capabilities of vision language models (VLMs), such as CLIP [36] or
ALIGN [37], to pixel-level classification to achieve OVS.

These OVS methods are designed for pinhole images, and when applied directly to panoramic images, they may
yield suboptimal performance, as they have not been exposed to panoramic images before. The introduction of open
panoramic segmentation (OPS) [38] alleviates this issue by adapting the OVS task to panoramic images. OOOPS [38]
is a pioneering work in OPS, proposing random equirectangular projection (RERP) and deformable adapter network
(DAN) to enhance the perception of panoramic scenes. RERP has alleviated the issue of insufficient distortion
perception. However, it can only produce a limited range of deformation styles, which are neither flexible nor effective
enough. DAN primarily focuses on expanding the receptive field of the segmentation network for panoramic images
but overlooks distortion-induced feature misalignment, resulting in an unsatisfactory generalization to panoramic
images.
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Figure 1 (Color online) (a), (b) Ilustration of two issues in the OPS task and our method to address them; (c) performance improvement of
our method compared with the previous state-of-the-art method OOOPS [38].

Although OVS and OPS methods have made significant progress, particularly in opening the vocabulary, they
have not adequately addressed two crucial issues in OPS. (1) Insufficient distortion perception. As shown in
Figure 1(a), the segmentation network receives only annotated pinhole images during training, lacking supervised
exposure to panoramic images. (2) Distortion-induced feature misalignment. As illustrated in Figure 1(b), the
OOOPS model, trained on pinhole images, performs well on pinhole images (such as the Cityscapes [39] dataset)
showing high confidence in the “road” category. However, it performs suboptimally on panoramic images (such as
the DensePASS [40] dataset), displaying low confidence in large areas of the “road” category. This phenomenon
indicates a shift in feature space when the model is trained solely on pinhole images and then tested on panoramic
images.

To address these two issues, in this paper, we propose augmenting and contrasting distortion for open panoramic
segmentation (ACD40PS). As illustrated in Figure 2, ACD4OPS consists of two main modules. (1) Random
Gaussian deformation augmentation (RGDA) augments pinhole images with a randomly parameterized Gaussian
deformation network to provide distorted images for the segmentation network, thereby alleviating insufficient dis-
tortion perception. Specifically, RGDA constructs several Gaussian kernels with random parameters (i.e., amplitude,
mean, and standard deviation), performs first-order differences on these Gaussian kernels to construct a deformation
field in a 2D plane, and then applies the deformation field to pinhole images and their annotations to obtain the
deformed image and corresponding annotations. (2) Distortion-aware contrastive learning (DaCL) performs con-
trastive learning at the patch and pixel levels between pinhole and deformed images to extract distortion-invariant
and class-relevant features, thereby reducing distortion-induced feature misalignment. Specifically, patch-level con-
trastive learning is applied to the visual features of the pinhole image and its deformed version, treating patches
at the same positions as positive examples and patches at different positions as negative examples. Pixel-level
contrastive learning is conducted using pixels of the same category as positive examples and pixels of different
categories as negative examples for the visual features of the pinhole image and its deformed counterpart.

In summary, the contributions of this paper are threefold.

(1) We propose the ACD40OPS framework to address two major issues in OPS tasks: insufficient distortion
perception and distortion-induced feature misalignment.

(2) We propose RGDA to provide supervised distorted images to the segmentation network and DaCL to help
the segmentation network extract distortion-invariant and class-relevant features, reducing feature space differences
between pinhole and panoramic images.

(3) Our ACD40PS achieves maximum improvements of 3.2%, 1.4%, 2.4%, and 1.7% on Stanford2D3D [41], Mat-
terport3D [42], DensePASS [40], and WildPASS [43], in both indoor and outdoor settings, as shown in Figure 1(c).

The rest of this paper is organized as follows. Section 2 introduces the work closely related to OPS tasks. Section 3
provides details on the proposed ACD40OPS method. Section 4 introduces the experimental setup, experimental
results, ablation study, and visualization analysis. Section 5 further discusses the limitations of the ACD40OPS
method. Finally, Section 6 provides a summary of this paper and our future work.

2 Related work

2.1 Open-vocabulary semantic segmentation

OVS is a promising yet challenging task that eliminates the need for predefined categories during testing. OVS
achieves open-vocabulary capabilities in two main ways [44]. (1) Leveraging large-scale datasets with image-text



Jiang J, et al. Sci China Inf Sci March 2026, Vol. 69, Iss. 3, 132108:3

Pinhole Image Xy, R e e e e e
| Pull together ———— Train and inference |

| €——> Pushaway ---—-- i x
M . 2 Pushaway _ - -® Tainonky ___)

RGDA (Sec. 3.2) DaCL (Sec. 3.3)
Visual EmbeddingsV,,;,

_____________ - Visual EmbeddingsV,;, R EbEs Ground Truth y,,;,
1 Sky
. Random Parameters : .
_\V Construct S .
NI/ 7] o
1 = --
» | |

. Ty
First-orderyDifferences Visual

Encoder

Deformation  _APPIy _
Transformation

\ 4

Deformation Field

|
|

|

|

: " .

! Visual EmbeddingsV,,r Ground Truth yzef
! with Labels
|

|

|

|

|

i

|

|

Deformed mage 1 — teoer > HOCHE

: Textual Embeddings T
Category Names . AN T > Prediction Ju.r --> Lot ;

Figure 2 (Color online) The overall structure of ACD4OPS. First, RGDA (Subsection 3.2) randomly generates the parameters of the Gaussian
kernels, including amplitude, mean, and standard deviation. It then performs first-order differences on the constructed Gaussian kernels to
obtain the deformation field, which is subsequently applied to the input pinhole image z,;n to obtain the deformed image x4.f. Second, DaCL
(Subsection 3.3) performs patch-level contrastive learning £,,+ to obtain distortion-invariant features by treating patches at the same position
within visual features Vji, and Vi as positive examples, and patches at different positions as negative examples. It then performs pixel-level
contrastive learning Ly, to extract class-relevant features by using pixels of the same category within Vi, and Vge.y as positive examples,
and pixels of different categories as negative examples. Notably, ACD4OPS is used solely during the training phase and does not modify any
components of the base method. The inference process adheres to the original procedure of the base method.

pairs, such as CC [45,46], YFCC [47], and LAION [48], or using instance masks [49]. Methods like GroupViT [23],
ViL-Seg [24], and SegCLIP [50] enhance open-vocabulary segmentation by refining local features and improving
fine-grained alignment. Other methods, such as PACL [25] and TCL [51], use patch-text contrastive learning
to improve patch-level classification, while PixelCLIP [26] clusters learnable category names, and MGCA [27]
performs alignments at the pixel, object, and region levels. (2) Leveraging the zero-shot capabilities of VLMs (e.g.,
CLIP [36] and ALIGN [37]). Some methods utilize VLMs’ text encoder (VLMs-TE) alone [52-54], while others
also involve VLMs’ image encoder (VLMs-IE) either frozen [28,55-58] or fine-tuned [29, 30,59, 60]. Additionally,
prompt learning [31,61,62] and adapter methods [32,33] efficiently adapt VLMs-IE for segmentation with minimal
parameter adjustments.

These methods are exclusively trained and tested on pinhole images and have not been exposed to panoramic im-
ages. Directly applying them to panoramic image segmentation leads to suboptimal performance due to substantial
feature differences between pinhole and panoramic images.

2.2 Panoramic semantic segmentation

Panoramic semantic segmentation has been explored for many years and has achieved satisfactory results [1-7,
63-68]. Recent methods aim to transfer knowledge learned from supervised pinhole images to panoramic images
through approaches such as unsupervised domain adaptation [10-15,40,69, 70], multi-source domain adaptation [9],
and source-free domain adaptation [16,17,20], to reduce manual annotation costs. Notably, these methods operate
within a closed-vocabulary setting, whereas the OPS [38] task seeks to transfer knowledge within an open-vocabulary
setting. OOOPS [38], the first OPS method, introduces deformable convolution based on SAN [32,33] to expand
the segmentation network’s receptive field and enhance the segmentation of distorted panoramic images. OOOPS
also proposes an RERP augmentation method, which transforms pinhole images into fisheye-like images to provide
distorted image perception for the segmentation network.

Although OOOPS successfully introduces OVS into OPS, it primarily focuses on expanding the receptive field
through deformable modules while overlooking feature space differences between pinhole and panoramic images.
Moreover, the RERP augmentation in OOOPS employs fixed equirectangular projection with predetermined pa-
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rameters, producing only limited fisheye-like distortion patterns. In contrast, our proposed RGDA differs in two
key aspects. (1) RGDA provides infinite distortion variations through randomized Gaussian parameters, enabling
diverse distortion patterns that better cover real-world panoramic characteristics and improve training sample di-
versity. (2) RGDA introduces hierarchical multi-scale modeling that simultaneously captures both global and local
deformations, enabling the network to learn distortion-invariant features at different granularities and improve
generalization from pinhole to panoramic domains.

2.3 Contrastive learning

Contrastive learning [71-81] is widely used in visual tasks to obtain discriminative feature representations by min-
imizing distances between positive examples and maximizing distances between negative examples. Recently, con-
trastive learning has gained increased attention in segmentation tasks, both within the same domain [82-86] and
across different domains [87-91]. Several notable approaches have explored pixel-level contrastive learning for visual
representation. PixPro [85] focuses on propagating pixel-level consistency for unsupervised visual representation
learning by enforcing pixel-to-propagation consistency across different views of the same image. DenseCL [86] pro-
vides a self-supervised dense visual pre-training framework that optimizes pairwise contrastive losses at the pixel
level between different views of input images to learn feature representations suitable for dense prediction tasks.
Both methods represent class-agnostic representation learning approaches that operate without category guidance.
The most relevant work to our method is PiPa [90], which introduces pixel- and patch-level contrastive learning
for images augmented via class-mix [92] techniques on source and target domain images. This approach enhances
intra-class compactness and inter-class separability in pixel-level features, and robustness to context changes in
patch-level features. PiPa++ [91] extends PiPa to video sequences, further improving performance.

Our method differs significantly from these existing approaches in several key aspects. Unlike PixPro and
DenseCL, which are class-agnostic unsupervised methods for general visual tasks, our DaCL is specifically de-
signed for cross-domain distortion alignment in the OPS setting and leverages category labels to perform pixel-level
inter-class contrastive learning for more targeted feature alignment. Different from PiPa and PiPa++-, which rep-
resent class-aware representation learning methods, our approach performs contrastive learning between pinhole
and corresponding deformed images to reduce misalignment between pinhole and panoramic feature spaces. Our
DaCL simultaneously conducts patch-level learning for distortion invariance and pixel-level learning for category
discrimination. To the best of our knowledge, we are the first to introduce contrastive learning specifically for
panoramic semantic segmentation.

3 ACD40OPS

3.1 Model overview

The OPS [38] task aims to train an open-vocabulary segmentation model only on pinhole samples (Zpin, Ypin) € S
and test it on panoramic samples (Zpan: Ypan) € T, where label spaces do not overlap (i.e., new categories may
be encountered during testing). The proposed method ACD40OPS includes two main components: RGDA and
DaCL, as shown in Figure 2. First, RGDA (Subsection 3.2) constructs multiple deformation fields with random
Gaussian parameters (without learnable parameters) and applies them to the pinhole image z,;, and corresponding
label ypin to obtain its deformed image xgey and label yqer. Afterward, the pinhole images and the deformed
images are sent together to the segmentation network S to calculate the segmentation loss L4, enhancing the
segmentation network’s perception of distorted images. Second, DaCL (Subsection 3.3) calculates patch- and pixel-
level contrastive loss Lpq+ and Ly, on the visual features Vj;, and Vyer of xp, and 4.5 to alleviate distortion-
induced feature misalignment. Our method does not rely on any specific method and can use any OVS or OPS
method as the segmentation network S, such as SAN [32,33] and OOOPS [38].

3.2 Random Gaussian deformation augmentation

RGDA aims to provide a more effective and flexible way of introducing distortions to pinhole images, which helps in
improving the model’s ability to perceive and handle distortions in panoramic images. It provides distorted images
for the segmentation network S to alleviate insufficient distortion perception through: (1) constructing 2D Gaussian
kernels with random parameters at multiple scales; (2) applying first-order horizontal and vertical differences on
these kernels in a 2D plane; (3) merging the results to form a deformation field, which is then applied to the pinhole
image xpi, to obtain the deformed image xg4cf, as shown in Figure 3.
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Figure 3 (Color online) Illustration of RGDA. RGDA constructs a multi-level deformation field, which is applied to the pinhole image Zpin
to obtain the deformed image x4,y with different distortion granularities.

To apply a deformation transformation ¢ € R*>*#*W on the input image zp, € R¥>*H*W with label y,;, €
RIXHXW £ obtain the distorted image zqer € R¥>*H*W with corresponding label yg.r € R*H*W e are inspired
by [9,93] and use the grid sample function o as

Ldef = Lpin © (ba Ydef = Ypin © ¢ (1)

The current challenge is how to construct a deformation transformation matrix ¢ to simulate image distortion
in panoramic images. This matrix ¢ needs to meet three main conditions: (1) most importantly, it should produce
an image distortion similar in appearance to that of a panoramic image; (2) it should have good mathematical
properties, such as smoothness and differentiability, to reduce the impact of image quality degradation caused by
deformation transformation; (3) it needs to satisfy some constraints and can be determined with a small number of
randomly initialized parameters, as no panoramic images are available for training through backpropagation.

Fortunately, the 2D Gaussian function (or Gaussian kernel) satisfies these three conditions: (1) its shape resembles
the deformed appearance in fisheye images, simulating distortion in panoramic images to a certain extent, as shown
in Figure 3; (2) Gaussian functions inherently have good mathematical properties; (3) adjacent points in a 2D plane
satisfy the constraints of a Gaussian function, and only the amplitude, mean, and standard deviation are needed
to fully determine a Gaussian function. Therefore, we use 2D independent Gaussian functions to construct the
deformation transformation matrix ¢

Gz, y; A L -
(,y; A, p, 0) 2mwye><p{ 507 207

2 2
(= pa)? (= py) } 7 @)
where z and y are 2D plane coordinates, A, u, and o are the amplitude, mean, and standard deviation of the
Gaussian function, respectively.
The matrix G obviously cannot be directly used as the deformation transformation matrix ¢ because its shape is
R>HXW - To preserve its beneficial properties while still constructing ¢, we apply horizontal and vertical first-order
differences on G to construct ¢

¢ = [diff, (G), diff, (G)], (3)

where ¢ € R?*H>W and diff, and diff, denote the horizontal and vertical first-order difference operators. We choose
first-order differences rather than derivatives because they are more efficient and produce less drastic numerical
changes, helping to avoid sharp local deformations.

The matrix ¢ obtained above can only simulate the distorted appearance of a single region in a 2D plane,
whereas panoramic images typically contain multiple distortions. To address this, we uniformly initialize several
Gaussian functions across the 2D plane to construct multiple deformation transformation matrices {¢;}¥, at
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different positions. These matrices are then summed to form a composite deformation transformation matrix
¢ = >.,_, ¢i, representing multiple distorted regions. To introduce distortion at multiple scales, a hierarchical
structure is constructed, where the deformation influence range of each layer increases with the increase of levels,
as shown in Figure 3. This results in the final deformation transformation matrix ¢ = Zlel 1.

3.3 Distortion-aware contrastive learning

DaCL aims to help the segmentation network learn distortion-invariant and class-relevant features, alleviating
distortion-induced feature misalignment between pinhole and panoramic images. To achieve this goal, we adopt
contrastive learning as it excels at learning invariant representations across different visual transformations. This
approach is particularly well-suited for our task because it can extract robust features using only pinhole images
and their deformed versions, without requiring access to panoramic data during training. Moreover, contrastive
learning naturally focuses on semantic content rather than distortion artifacts by maximizing similarity between
different views of the same content. Based on these advantages, DaCL performs patch- and pixel-level contrastive
learning between the visual features of pinhole and deformed images in a batch, as shown on the right side of
Figure 2. Specifically, patch-level contrastive learning treats region features at the same position in both pinhole
and distorted images as positive examples, and those at different positions as negative examples, enabling the
segmentation network to learn distortion-independent features. Pixel-level contrastive learning treats pixel features
of the same category in both pinhole and distorted images as positive examples, and those of different categories as
negative examples, helping the network learn category-discriminative features.

The input pinhole image x,;, and the deformed image x4y augmented by RGDA (Subsection 3.2) are fed into
the visual encoder V' of the open-vocabulary segmentation network S to obtain visual features V,;, and Vi

‘/;77:77, = V(‘Tpin)7 Vdef = V(xdef)u (4-)
where Vyin, Vier € REXHIXWi “ (0 is the number of feature channels. As pointed out in [71], non-linear projection
heads are crucial for contrastive learning, and we also adopt projection networks hpq: and hpi, to project these
features ‘

Vi = Byt (Vo) Vi = i (V). o)

The deformed features V;:}t and Vfgf are obtained in the same way, and they share the same h,q; and hy;, with
VP and VP respectively. Here, V2 Vf‘? € RO HaxWa g yPi Vfi;f € RCxHixWy
) e ) e, :

pin pin pin ’ pin >’

First, patch-level contrastive learning is applied to szff and Vdpe'?

d(pi, q;)
Lpat = — Z log oy (6)
i=j =1 d(pi,ux)

where Nyqy = Hyx Wa, p; € VI gy € VI and wy € V22

3 " UVdp:t. Here, d denotes a similarity measure, specifically
the exponential cosine similarity d(a,b) = exp(cos(a,b)/7) from [90,91], where cos is cosine similarity and 7 is the
temperature parameter, set to 0.1 in this work.

Second, pixel-level contrastive learning is defined as

d(m;,n;
‘Cpi;v - - Z log 2Np(ia: ]) ,
C(i)=C) i d(mi, vg)

(7)

where Ny, = H1 x Wi, m; € V;ﬁif,nj € Vf;}”, and v € V;ﬁif U Vf;}”. C(i) = C(j) represents that i and j belong
to the same category.

3.4 Learning procedure

ACD40PS does not rely on any specific open-vocabulary segmentation network during training or testing, making
it compatible with other off-the-shelf methods. The total loss for ACD40OPS is defined as

L= Eseg + a(ﬁpat + Epi;ﬂ)7 (8)

where L,., denotes the segmentation loss associated with the chosen segmentation network. Both the pinhole
images xp;, and the deformed images 4.y are involved in the calculation of Lcg.
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Table 1 Detailed settings of RGDA.

Meta data Range factor Random parameters
Level # Kernels Sample range (r) Bias (Ap) o A Bias (Ap) o A
RGDA L2 2 1x1 2 0.25 1 4.5 [—1,1] [0.45,0.55] [2.5,7.5]
RGDA L1 1 2 x 2 4 0.25 1 15 [-1,1] [0.45,0.55]  [2.5,7.5]
RGDA L0 0 4 x4 6 0.25 1 0.5 [~1,1] [0.45,0.55]  [2.5,7.5]
Recursion l 2271 927! 2 x (3-1) 0.25 1 0.5 x (3% [—1,1] [0.45,0.55] [2.5,7.5]

4 Experiments

4.1 Datasets

We strictly follow the OPS setting [38], training a model on the pinhole image dataset COCOStuff-164k (COCO) [94],
and testing it on four panoramic image datasets, including Stanford2D3D (S2D3D) [41] and Matterport3D (M3D) [42]
for indoor scenes, DensePASS (DP) [40] and WildPASS (WP) [43] for outdoor scenes.

COCOStuff-164k [94] contains 164k pinhole images annotated with 171 categories, of which we use 118k images
from its entire training set for training the open-vocabulary segmentation network.

Stanford2D3D [41] consists of 1413 panoramic images annotated by 13 categories with a resolution of 512 x 1024
from indoor scenes. It is divided into three subsets, where Stanford2D3D-136 contains 483 images, Stanford2D3D-24
contains 557 images, and Stanford2D3D-5 contains 373 images. We use the cross validation results of these three
subsets as the final test results.

Matterport3D [42] is also an indoor scene dataset, containing 772 panoramic images with resolution 512 x
1024 labeled by 20 categories.

DensePASS [40] is a dataset of outdoor scenes, containing 100 panoramic images with a resolution of 400 x
2048 densely labeled by 19 categories, widely used for evaluating panoramic semantic segmentation performance.

WildPASS [43] is also a dataset of outdoor scenes, containing 500 panoramic images with a resolution of 400 x
2048 labeled by 8 categories. Note that not all pixels are labeled, resulting in some unlabeled regions.

4.2 Implementation details

Overall. All of our experiments are conducted on the PyTorch platform using the MMSegmentation [95] library.
We adopt SAN [32,33] and OOOPS [38] as the segmentation network S, using their original network settings
without modification. The model is trained on 4 NVIDIA RTX 3090 GPUs with 24 GB memory. The model takes
60000 iterations for training with an initial learning rate of le—4, weight decay of le—4, and batch size of 16, which
costs approximately 8 h. The AdamW optimizer with a poly learning rate scheduler (power of 1.0) is adopted.
Data processing and augmentation follow the same methods as in OOOPS [38], and the training pinhole images
are processed to a fixed size of 640 x 640. For the inference stage, we follow the OOOPS [38] setting and use
a sliding window with a size of (640, 640) and a stride of (320, 320) for prediction. The inference resolutions of
Stanford2D3D, Matterport3D, DensePASS, and WildPASS are 640 x 1280, 640 x 1280, 512 x 2560, and 512 x
2560, respectively. Our RGDA augments the pinhole image to a deformed image of the same size. For RGDA, the L
is set to 3, with Gaussian kernel counts of 4 x 4, 2 x 2, and 1 x 1 in layers LO, L1, and L2, respectively. Moreover,
the process of RGDA is online and real-time. The number of patches Ny = Ho x Wy and pixels Ny, = Hy x Wi
are set to 5 x 5 and 40 x 40 for all experiments, respectively. The loss weight « is set to 0.1.

Detailed settings of RGDA. In the experiments, we configure three layers of Gaussian kernels, i.e., RGDA
L2, RGDA L1, and RGDA LO0. Lower levels contain more Gaussian kernels, with a correspondingly smaller range of
deformation influence. The parameters of these three layers are shown in Table 1. We further explain some items in
the table. The meaning of the sample range r is to sample discrete points of the Gaussian function between [—r, r]?
to construct the deformation transformation matrix ¢. With constant Gaussian kernel parameters, increasing r
reduces the influence range of the Gaussian center, thereby narrowing the deformation effect of ¢. Meanwhile, in
the experiments, we do not directly use the mean p as a random parameter. Instead, we set the mean u to pg+ Ap,
where p is the center coordinate of the Gaussian kernel uniformly placed in the 2D plane and Ap is a bias. We
limit Ap to no more than half the distance between adjacent Gaussian kernels to avoid overlap, which could cause
severe deformation. Therefore, we choose 0.25 as the range factor value for bias Ap. Furthermore, for the range
factor of A, we set it to decrease as the number of Gaussian kernels increases to reduce the degree of deformation.

Detailed settings of DaCL. We supplement the implementation details of the projection network hp,: and
hpiz, using PyTorch style, as shown in Table 2.
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Table 2 Structure of the projection network hpe: and hpiz.

hpat hpix
Conv2d (in = 240, out = 240, kernel_size = 1, stride = 1) Conv2d (in = 240, out = 240, kernel_size = 1, stride = 1)
BatchNorm2d (240) BatchNorm2d (240)
ReLU () ReLU ()
AdaptiveAvgPool2d (Haz, W2) -
Conv2d (in = 240, out = 240, kernel_size = 1, stride=1) Conv2d (in = 240, out = 240, kernel_size = 1, stride = 1)

Table 3 Comparison with the state-of-the-art methods on Stanford2D3D (%). * refers to removing the label corresponding to the black border.
The best results are emphasized in bold.

Method mloU Beam Board Bookcase Ceiling Chair Clutter Column Door Floor Sofa Table Wall Window
SAN [32,33] 38.5 0.2 51.5 39.6 66.5 52.1 10.7 0.0 45.0 49.3 31.8 49.2 50.0 53.4
CAT-seg [30] 38.6 0.0 51.6 42.3 66.8 51.4 8.0 0.0 47.4 50.7 31.2 47.5 51.4 53.5
OpenSeeD [34] 38.7 0.0 51.8 42.0 67.0 51.6 8.4 0.2 47.5 50.0 31.4 47.1 51.7 53.6
OOOPS (w/o RERP) [38] 39.5 0.0 52.3 44.1 67.1 53.7 9.7 0.0 50.1 52.8 30.5 47.2 522 53.8
OOOPS (w/ RERP) [38] 41.1 0.0 50.7 44.8 68.8 51.8 8.1 0.0 48.2 71.1 33.6 47.2 554 54.5
OOOPS* (w/ RERP) 44.5 0.0 52.1 46.4 73.9 54.3 10.9 0.0 52.7 87.0 37.0 47.5 61.4 55.7
SAN* 42.3 0.1 30.7 49.1 78.9 52.7 3.8 0.0 52.4 883 31.6 46.5 60.7 54.8
SAN*+Ours 45.5 (+3.2) 0.0 52.6 48.9 79.3 54.5 6.7 0.0 55.1 88.7 35.2 47.7 64.8 57.4
OOOPS* (w/o RERP) 43.3 0.0 43.7 47.6 78.9 53.2 7.0 0.0 48.1 88.0 34.8 48.0 60.4 53.4
OOOPS*+Ours 45.4 (+2.1) 0.1 53.5 51.1 78.4 53.9 12.1 0.0 52,9 88.2 34.6 46.2 63.5 56.5

Table 4 Comparison with the state-of-the-art methods on Matterport3D (%).
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CAT-seg [30] 30.2 54.3 74.8 17.0 34.1 21.9 20.8 12.6 1.9 32.9 34.0 50.1 10.7 18.8 73.5 22.4 11.6 31.9 32.9 19.2 28.5
OpenSeeD [34] 30.6 54.2 76.3 18.1 34.3 22.5 21.0 13.0 2.1 32.8 34.1 50.9 11.2 20.2 74.1 23.5 12.2 31.1 31.8 19.1 28.6
OOOPS (w/ RERP) [38] 31.2 55.4 76.4 18.4 34.8 23.9 21.2 13.2 2.6 33.3 34.5 52.9 12.1 20.3 74.6 28.212.5 31.9 29.3 19.4 28.6
SAN [32,33] 30.5 54.4 76.1 18.0 34.1 22.3 21.1 13.0 1.7 32.7 34.2 51.0 11.0 19.9 74.2 23.4 12.0 31.6 31.9 19.0 28.4
SAN+Ours 31.9 (+1.4) 55.4 77.118.6 35.1 24.7 25.2 12.4 3.8 32.6 37.3 51.5 13.0 23.6 74.9 28.1 11.6 30.8 32.7 21.9 27.6
OOOPS (w/o RERP) [38] 31.1 55.2 77.0 17.1 35.725.0 17.5 13.5 2.3 33.0 32.4 51.8 12.6 20.4 74.5 22.6 10.8 34.1 36.8 19.4 29.7
OOOPS+Ours 31.8 (+0.7) 56.4 76.7 17.8 35.6 23.2 23.0 13.1 2.5 34.2 34.0 54.0 12.6 22.0 75.7 21.8 12.1 32.1 34.6 22.8 31.4

4.3 Comparison with the state-of-the-art methods

Our experimental results, as presented in Tables 3-6, demonstrate consistent improvements across all four bench-
mark datasets when integrating ACD40OPS with existing methods. On Stanford2D3D (Table 3), to make a more
reasonable and fair comparison, our experiments follow [10,13] and remove the labels located in the black areas
at the top and bottom edges, as these labels are unreliable. The integration yields substantial gains of 3.2% and
2.1% when applied to SAN and OOOPS, respectively, surpassing the previous state-of-the-art OOOPS (w/ RERP)
by over 1.0% in mloU. The Matterport3D dataset (Table 4) shows improvements of 1.4% for SAN and 0.7% for
OOOPS, with our method outperforming OOOPS (w/ RERP) by 0.7%. In addition to the commonly used datasets
in the OPS task, we also conduct testing on the DensePASS dataset. This is because the DensePASS dataset
is widely used for testing panoramic semantic segmentation [10,13], and its annotations are more detailed and
comprehensive compared to WildPASS. On DensePASS (Table 5), we observe notable enhancements of 2.4% and
2.2% for SAN and OOOPS, respectively, exceeding OOOPS (w/ RERP) by 2.1%. Finally, WildPASS (Table 6)
demonstrates improvements of 1.7% and 1.6% for the respective methods. These consistent improvements across
diverse indoor and outdoor environments validate the effectiveness and robustness of our approach.

Our method demonstrates substantial improvements across numerous semantic categories, particularly those that
are challenging for panoramic segmentation. The performance gains are especially pronounced for categories with
large spatial coverage, such as Door, Wall, Road, Sidewalk, and Bus, which show consistent improvements across
multiple datasets. Additionally, categories that are critical for scene understanding, including Window, Board,
and Person, also exhibit notable enhancements. These improvements validate the effectiveness of our approach in
addressing the core challenges of panoramic semantic segmentation.

The varying degrees of improvement on different categories can be attributed to three key factors. (1) Distortion
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Table 5 Comparison with the state-of-the-art methods on DensePASS (%).

5 % 2 = g 2E ¢ d : s 4 = Tt
s 2 %2 3 : S5 5% 2 5w 5 % &z £ &8 2§ %
Method mloU £ u oA B m & BB > 2 B &4 £ U E A@a £ 2 A
CAT-seg [30] 45.7 76.7 44.3 83.0 239 38.5 8.3 3.3 4.8 52.5 2.6 89.8 47.5 0.0 76.6 64.7 64.1 93.7 64.2 29.6
OpenSeeD [34] 45.9 76.4 44.4 83.0 28.7 38.5 8.9 3.0 3.7 52.5 2.7 90.0 47.7 0.0 76.7 65.1 62.6 93.1 65.5 29.7
OOOPS (w/ RERP) [38] 47.0 78.0 47.8 82.7 32.7 40.8 11.0 2.2 3.1 47.6 0.5 91.5 50.1 1.2 76.7 63.2 70.5 95.6 67.6 29.7
SAN [32,33] 45.5 78.1 46.6 82.7 31.3 36.2 8.3 3.4 3.3 52.0 5.8 91.7 48.3 0.0 76.7 66.6 66.9 78.0 60.8 27.3
SAN+Ours 47.9 (+2.4) 80.1 53.9 83.5 31.0 40.7 12.3 5.2 6.8 59.3 2.8 90.5 49.5 0.0 75.7 64.6 61.7 93.4 68.1 31.0
OOOPS (w/o RERP) [38] 46.9 78.1 48.4 83.7 31.1 39.7 8.6 0.6 7.9 56.5 0.8 92.3 48.2 0.0 76.7 66.8 64.4 95.4 64.0 27.4
OOOPS+Ours 49.1 (42.2) 81.5 55.1 84.6 37.9 42.9 10.5 4.0 4.0 58.6 3.5 91.2 50.3 0.0 76.0 62.0 78.3 95.7 68.0 28.7
Table 6 Comparison with the state-of-the-art methods on WildPASS (%).
Method mloU Car Road S.walk C.walk Curb Person Truck Bus
CAT-seg [30] 55.7 84.1 81.5 70.0 10.2 3.0 72.5 54.8 69.3
OpenSeeD [34] 55.8 84.3 81.6 69.7 10.3 3.0 73.6 54.9 69.1
OOOPS (w/ RERP) [38] 58.0 84.9 81.6 68.7 19.4 8.3 73.8 54.9 72.2
SAN [32,33] 55.6 84.3 81.9 69.6 10.1 2.8 72.2 54.9 69.1
SAN+Ours 57.3 (+1.7) 85.2 80.9 69.2 16.5 6.1 73.3 55.3 717
OOOPS (w/o RERP) [38] 57.0 84.9 81.6 68.7 15.1 8.4 71.3 55.3 70.4
OOOPS+Ours 58.6 (+1.6) 85.7 81.8 67.9 18.1 8.2 74.8 55.6 76.4
Table 7 Module ablation for ACD4OPS based on SAN.
Module mloU (%)
RGDA L2 RGDA L1 RGDA LO Lpat Lpiz Avg. Stanford2D3D Matterport3D DensePASS WildPASS
43.5 42.3 30.5 45.5 55.6
v 44.3 42.7 31.2 47.3 56.1
v v 44.4 43.6 31.0 46.9 56.1
v v v 44.6 44.0 30.9 46.6 56.8
v v v v 45.5 45.2 31.5 48.0 57.4
v v v v 45.5 45.0 31.5 47.9 57.5
v v v v v 45.7 45.5 31.9 47.9 57.3

sensitivity. Categories with larger spatial extents, especially in the horizontal dimension, benefit most from RGDA
augmentation due to their increased susceptibility to panoramic distortions, while smaller objects like Chair show
moderate gains due to their limited pixel coverage. (2) Semantic boundary clarity. Categories with well-defined geo-
metric boundaries such as Window and Sidewalk achieve great improvements through DaCL’s contrastive learning,
which enhances feature discriminability, whereas categories with ambiguous boundaries like Table and Furniture
present inherent challenges. (3) Baseline performance effects. Some categories already achieve high accuracy in
baseline methods (e.g., Sky exceeding 90%), naturally limiting potential improvements, while categories with lower
baseline performance such as Bicycle and Counter demonstrate more substantial gains, indicating our method’s
effectiveness in addressing challenging segmentation scenarios.

4.4 Ablation study

All ablation experiments use SAN as the segmentation network, as both OOOPS and SAN are side adapter struc-
tures, but SAN is more efficient and representative, providing more intuitive feedback on the effectiveness of the
proposed modules.

First, we conduct ablation experiments on the RGDA and DaCL modules in the proposed ACD40OPS on all four
datasets, as shown in Table 7. It can be observed that inserting the proposed RGDA is effective. Only adding
the L2 layer with the maximum impact range can bring an average improvement of 0.8% in mloU across four
datasets, especially on the DensePASS dataset where it increased by 1.8%. As the hierarchy of RGDA increases,
more fine-grained deformations are introduced. Although the performance slightly decreases on the Matterport3D
and DensePASS datasets, the average mIoU continues to rise. This can be explained by the fact that fine-grained
deformation may cause excessive distortion of boundaries between categories, resulting in some objects being merged.
This is not conducive to segmentation when there are many categories present in an image, such as Matterport3D
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Table 8 Module ablation for RGDA based on SAN (%).

Module Avg. Stanford2D3D Matterport3D DensePASS WildPASS
DaCL 44.1 43.0 30.8 46.1 56.4
+RERP [38] 44.7 43.7 31.2 46.8 57.1
+RGDA 45.7 45.5 31.9 47.9 57.3

Table 9 Module ablation for DaCL based on SAN (%).

Module Avg. Stanford2D3D Matterport3D DensePASS WildPASS
RGDA 44.6 44.0 30.9 46.6 56.8
+L1 44.6 44.2 30.7 46.5 57.0
+L2 44.7 44.1 31.1 46.3 57.2
+Cosine 44.8 44.3 31.4 46.8 56.7
+DaCL 45.7 45.5 31.9 47.9 57.3

Table 10 Sensitivity analysis of the number of patches N4+ based on SAN in Matterport3D.

Npat 40 x 40 20 x 20 10 x 10 5% 5 2% 2
mloU (%) 31.0 31.6 31.9 31.9 31.5

Table 11 Sensitivity analysis of a based on SAN in Matterport3D.

et 1.0 0.5 0.2 0.1 0.01
mloU (%) 31.4 30.8 32.1 31.9 31.8

Table 12 Training cost analysis based on SAN.

SAN SAN+RGDA SAN+DaCL SAN+RGDA+DaCL
GPU memory (MB) 13049 13294 13328 13650
Time (h) 7.0 7.1 7.5 7.8

and DensePASS,; which have 20 and 19 categories, respectively. Meanwhile, the proposed DaCL’s patch-level and
pixel-level contrastive learning is also effective. On the basis of RGDA, they both bring an average performance
benefit of 0.9%, and when they are adopted together, they complement each other and improve average mloU by
1.1%.

Second, the module replacement ablation experiments in Tables 8 and 9 demonstrate the critical importance
of our proposed RGDA and DaCL components. For RGDA replacement in Table 8, our method achieves the
highest average mloU of 45.7%, outperforming DaCL alone by 1.6% and RERP by 1.0%. DaCL alone suffers
from insufficient distortion exposure that limits cross-domain generalization from pinhole to panoramic images,
while RERP remains constrained by fixed distortion parameters and single-scale deformation that cannot capture
the diverse, multi-granular distortions present in real panoramic scenarios. In contrast, RGDA’s flexible random
Gaussian parameterization and hierarchical multi-scale deformation fields effectively simulate realistic panoramic
distortions with superior data diversity. Similarly, the DaCL replacement results in Table 9 reveal that global
consistency losses (L1, L2, Cosine) consistently underperform our approach by approximately 1% mlIoU across all
datasets due to their indiscriminate feature distance minimization without semantic awareness, producing overly
smooth representations that sacrifice class-discriminative power. Unlike these global approaches that lack negative
sampling and operate at inappropriate scales, DaCL maintains the critical balance between distortion invariance
and inter-class separability through its semantically-aware dual-level contrastive learning design. The consistent
improvements across diverse indoor and outdoor datasets confirm the effectiveness of both proposed modules for
addressing fundamental limitations in existing panoramic segmentation approaches.

Third, two ablation experiments are conducted on Matterport3D for the main hyperparameters Ny, in (6) and
a in (8) in the proposed ACD4OPS, as detailed in Tables 10 and 11. It can be observed that too small or too large
patches can lead to performance degradation. This is because when the patch is too small, the area of the RGDA
augmented deformed image may shift relative to the original image, resulting in the content of small areas not being
aligned (for example, on the right side of Figure 2, the position of the person’s head shifts). When the patch is too
large, it will reduce the number of negative examples, leading to difficulties in contrastive learning [71]. As for the
hyperparameter « of the loss, our ACD40OPS shows robustness and is not excessively affected.

Finally, we analyze the additional training costs of the proposed RGDA and DaCL modules in Table 12. The
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(a) Results on Stanford2D3D. (b) Results on Matterport3D. (c) Results on DensePASS.

Figure 4 (Color online) Visualization of segmentation results on Stanford2D3D, Matterport3D, and DensePASS. Please zoom in for a better
view.

experimental results show that the RGDA and DaCL modules are efficient, with only a small increase in GPU
memory usage and training time. It is worth noting that during the inference phase, both RGDA and DaCL are
discarded, so there is no additional cost.

4.5 Visualization

We visualize the results of the proposed ACD40OPS and the previous SOTA method OOOPS on three indoor and
outdoor datasets, as shown in Figure 4. It can be observed that in Stanford2D3D (Figure 4(a)), ACD40OPS can better
identify categories with large distortions, such as Door and Wall, thanks to the distortion images provided by RGDA
to the segmentation network. In Matterport3D (Figure 4(b)), ACD4OPS can better recognize “Picture”, which
may be attributed to the contrastive learning of patch- and pixel-level features in DaCL, enabling the segmentation
network to extract distortion-invariant and class-relevant features. On DensePASS (Figure 4(c)), ACD40OPS can
accurately identify sidewalks that are crucial for autonomous driving scenarios.

Furthermore, we compare the deformation augmentation of each layer in RGDA with the results of the exist-
ing augmentation method RERP [38] in Figure 5. RGDA is more flexible than RERP and can achieve diverse
deformations with different impact ranges and degrees of intensity.

t-SNE visualization is also conducted, as shown in Figure 6. As can be seen, after inserting ACD40OPS, (1) the
feature distance between the pinhole (COCO) and panoramic (DP and WP) images is reduced, benefiting from
the distortion-independent features obtained by DaCL’s patch-level contrastive learning, and (2) the intra-class
distance is compact and the inter-class distance is far apart, thanks to DaCL’s pixel-level contrastive learning of
category-discriminative features.

5 Discussion

As shown in Figure 7, we provide failure cases of our method. Our ACD40OPS method still faces challenges in
certain scenarios. (1) Boundary segmentation errors. Both OOOPS and our method incorrectly identify sidewalk
boundaries, with notable mispredictions in the lower-left corner shown as black areas. (2) Segmentation failures
in severely distorted regions. Several pedestrians on the sidewalk, particularly those located in the most severely
distorted areas at the leftmost part of the image, are missed or incorrectly segmented. These limitations stem
from two main factors. (1) Lack of supervised panoramic data. The absence of labeled panoramic images in OPS
tasks prevents the network from learning to handle complex panoramic scenes with multiple occluded objects and
unclear boundaries effectively. (2) Severe distortion effects. Objects in heavily distorted regions, especially at image
edges, become extremely small and deformed, making them difficult to segment accurately. Additionally, partial



Jiang J, et al.

Sci China Inf Sci

March 2026, Vol. 69, Iss. 3, 132108:12

H
HH

1]

Feeza
HHEHH

(b) RERP Image. (c) RGDA L2.

(d) RGDA L2+L1. (e) RGDA L2+L1+L0.

Figure 5 (Color online) Visualization of deformation transformation results.
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Figure 6 (Color online) t-SNE visualizations.

occlusions by vehicles further complicate pedestrian segmentation in these challenging areas. Boundary segmenta-
tion challenges could be addressed by providing unlabeled panoramic images with pseudo labels for adaptation or
utilizing powerful SAM [49] or SAM2 [96] models for boundary refinement. For the distortion-related challenges,
a promising solution could involve cropping extremely distorted regions and applying distortion correction before
segmentation, which would increase object scale and reduce geometric distortion, leading to better segmentation
performance.

In Subsection 4.2, it is explained that both our method and OOOPS use sliding windows to predict panoramic
images. In fact, the whole panoramic image can also be directly fed into the segmentation network for prediction.
Their inference results are compared in Figure 8. Using sliding windows achieves higher performance (49.1 vs.
41.7) but may introduce a disconnection effect at window transitions, causing category inconsistencies. This occurs
because the network in a small window lacks context from adjacent regions, leading to deviations in category
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Figure 7 (Color online) Failure cases on DensePASS.
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Figure 8 (Color online) Comparison between the sliding window and whole inference by OOOPS+Ours on DensePASS. Please zoom in for a
better view.

predictions. While reducing the stride can mitigate this issue, it also increases inference time. However, this
phenomenon does not occur in whole-image inference. Since the segmentation network is trained on images with a
resolution of 640 x 640, it may be difficult to achieve accurate segmentation when performing inference on whole
panoramic images (e.g., 512 x 2560). How to improve the prediction performance of segmentation networks for
whole panoramic images is a challenging task that has not been addressed in this paper.

Both our method and OOOPS show near-zero performance in certain categories, such as Beam and Column
on the Stanford2D3D dataset. This is due to the insufficient generalization of the open-vocabulary segmentation
model, and a stronger model from the open-vocabulary community is needed to alleviate this problem. The focus of
this paper is on opening the field of view (FoV) and opening the domain for the OPS task. Improving the opening
of the vocabulary is one of our future studies.

The RGDA module proposed in this paper provides a concise and flexible image-to-image augmentation method
for the panoramic image community, and can be extended to other tasks such as panoramic object detection.

6 Conclusion and future work

In this paper, we propose a novel method ACD40OPS consisting of RGDA and DaCL to address the issues of
insufficient distortion perception and distortion-induced feature misalignment in the OPS task. RGDA applies
Gaussian deformation to pinhole images to provide distorted images to the segmentation network; DaCL performs
contrastive learning on the pinhole and deformed images at the patch- and pixel-level, learning distortion-invariant
and class-relevant features. Due to the universality of ACD4OPS, it can be easily inserted into existing OVS and
OPS methods to achieve better panoramic perception. Extensive experiments demonstrate the effectiveness of
ACD40PS. Our future work will focus on integrating stronger vision-language models to improve open-vocabulary
generalization and extending our distortion augmentation framework to broader panoramic vision tasks beyond
semantic segmentation, like panoptic segmentation and object detection.
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