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Abstract Recent years have witnessed the widespread application of a rti�cial intelligence technologies in major hospitals for accurate
diagnoses and e�ective treatments. Existing methods for pe rsonalizing treatment mainly focus on recommending drug co mbinations for
patients based on their pro�les and symptoms. However, the g eneration of prescriptions, including drugs and the corres ponding doses,
based on context information during hospitalization has be en largely ignored. Therefore, in this paper, we propose a mu ltisource, context-
aware prescription generation model, namely hierarchical transformer-based prescription generation (HTPG), to sol ve this problem.
Speci�cally, we �rst formulate prescription generation as a sequence generation task, where each prescription is rega rded as a sequential
composition of drug-dose pairs. Then, we propose to model th e multisource context information of patients and generate prescriptions
based on a hierarchical transformer structure. Extensive e xperiments on a public real-world dataset demonstrate the e �ectiveness of our
HTPG model compared with several competitive baseline meth ods.
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1 Introduction

With the popularization of information technologies, major hospitals have accumulated a large amount of electronic
medical records (EMRs), which highly support arti�cial intelligence ( AI) technologies to perform accurate diagnoses
and e�ective treatments [1,2]. These technologies can be extremely bene�cial to patients and providers when applied
in practice. AI can help doctors reduce errors that may occur in the process of diagnosis and treatment. AI can
also o�er patients unprecedented opportunities to improve the quality and fairness of medical services.

To enable AI systems to recommend suitable treatments to individual patients, researchers have devoted large
e�orts over the past decades [3{ 6]. Traditional treatment recommendation systems are mainly implemented based
on expert-speci�ed rules. Almirall et al. [3] proposed an adaptive treatment strategy that can output the next
recommended treatment based on a sequence of decision rules. However, due to the dynamic and indistinct nature
of clinical treatment, traditional rule-based approaches usually fail to provide a �ne-tuned and up-to-date result.
Recent treatment recommendation systems have been further advanced by the signi�cant contributions of machine
learning and deep learning. Generally, models for treatment recommendation systems can be classi�ed into two
categories: discriminative and generative models. Discriminative models mainly focus on extracting the semantic
representation of treatments and patients and recommending treatments based on representation similarity calcula-
tion. Sun et al. [7] proposed a method to measure similarities between treatments and further utilized a clustering
algorithm based on partial-density peaks to �nd the core area and extract a semantic representation of each cluster.
Zheng et al. [6] proposed to utilize a message-passing neural network and long short-term memory networks to get
the representation of drug combinations and patients and select the most suitable drug combination for a speci�c
patient based on the cosine similarity of patient embedding. However, discriminative models can only select suitable
treatments that already exist within the database, which may fail t o meet the needs of new patients. Therefore,
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many researchers tried to formulate this problem utilizing generative models. Zhang et al. [5] proposed LEAP, which
formatted the treatment recommendation problem as a sequencegeneration task and generated drug combinations
using a recurrent neural network (RNN). Along this line, Shang et al. [8] further utilized structural knowledge, e.g.,
clinical oncology, to enhance the generation process using an RNN.Zheng et al. [9] proposed DPG, which trained
the drug combination generation process using policy gradient. Shang et al. [10] proposed GAMENet, which pre-
dicted the drug probability using a multilayer perceptron (MLP) netw ork, and they combined binary cross-entropy
loss and multilabel margin loss to train the model. Note that most existing studies on treatment recommendation
have focused on recommending drug combinations for patients. However, during hospitalization, doctors actually
need to provide prescriptions that include drugs and the corresponding doses. Unfortunately, evaluating the doses
of drugs, which is pivotal for clinical treatment, has been largely ignored. Nevertheless, there are some studies on
dose prediction. Solomon et al. [11] applied a neural network for warfarin maintenance dose prediction. Kearney et
al. [12] proposed DoseNet for dose prediction and tested its performance on a cohort of prostate stereotactic body
radiotherapy (SBRT) patients. However, these models have only been designed and tested for speci�c diseases or
drugs.

Indeed, generating prescriptions of drugs and doses for a speci�c patient is far from a trivial task. Speci�cally,
on the one hand, di�erent patients have various demographics, such as gender and age and su�er from di�erent
diseases. On the other hand, during hospitalization, the patient's condition often changes dynamically, requiring
di�erent types and doses of drugs at various times. To make thingsworse, due to drug-drug interactions, the dose
of a drug may be a�ected by other drugs in a speci�c prescription [13]. Along this line, the most critical challenge
is integrating multisource context information, including the patient 's demographics and course of disease, and
generating a prescription of suitable drugs and doses for a patient. To this end, in this paper, we propose a data-
driven solution for prescription generation named hierarchical transformer-based prescription generation (HTPG)
from a multisource, context-aware perspective. Speci�cally, we propose to formulate prescription generation as a
sequence generation process. Along this line, we �rst utilize transformer-based encoders to get the representation of
the patient's current and past conditions. Then, we design a drug-dose pair encoder to embed the patient's history
prescriptions. Subsequently, we design another transformer-based generator to generate drug-dose pair embedding
and further utilize a drug-dose pair decoder to get drugs and the corresponding doses. Extensive experiments on a
real-world dataset, i.e., MIMIC-IV [ 14], clearly validate the ability of HTPG to generate high-quality prescrip tions
and also demonstrate that it outperforms state-of-the-art models in terms of treatment recommendation. Based on
the results of HTPG, many interesting �ndings can be revealed.

The overview of the developed model is shown in Figure1. Because one of the most important tasks of our
model is to model all context information, we �rst design several di�erent encoders for di�erent information. For
demographic information, we sum the embedding of age and gender as the demographic embedding. For diseases,
we design a transformer-based fusion layer to get the disease embedding. Speci�cally, to capture the complexities,
we �rst utilize a multihead self-attention layer to capture the intera ction e�ect of di�erent diseases and further use
a self-attend fusion layer to combine their embedding. For laboratory test and procedure information, to capture
changes in the patient's condition during hospitalization, we use the transformer fusion layer to get the laboratory
test and procedure embedding for each day. For prescription information, we need to get the embedding of each
drug-dose pair by a specially designed drug-dose pair encoder. To consider the category of the drug and the in
uence
of dose, we utilize a type embedding and a unit dose embedding to represent a speci�c drug. We multiply the unit
dose embedding with the dose and further add it to the type embedding to get the �nal pair embedding. Finally,
we use the transformer fusion layer to get the embedding of the prescriptions of each day.

After getting the embedding of all context information, we can then generate the prescription for the patient.
We utilize a transformer encoder-decoder structure to solve thisproblem. Speci�cally, we �rst input all the context
embedding to a transformer encoder to get a memory embedding containing a complete view of the patient's hos-
pitalization history. Furthermore, intuitively, temporal informatio n that is closer to the present is more important.
Therefore, we add time embedding for temporal information to enable the model to capture the time interval. In
the �rst time step, we input the memory embedding into a transformer decoder to get a drug-dose pair embedding
for the generated prescription. In subsequent time steps, we also input the previously generated drug-dose pair
embedding to the transformer decoder. A drug-dose pair decoder is further utilized to decode the drug and dose
from the pair embedding for each decoding step to formulate the �nal prescription. The details of our model and
training methods can be found in Section 2. Finally, the contribution of this article can be summarized as follows.

� We conducted research on generating appropriate prescriptionsfor patients based on multisource context
information.

� We proposed formalizing the task of prescription generation as a sequence generation task and designed a
hierarchical transformer-based model for prescription generation.
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Figure 1 (Color online) A schematic diagram of our HTPG model. ¬ Our proposed HTPG model can generate prescriptions step by s tep.
The colors yellow, pink, and blue indicate di�erent context information, and the color green indicates neural network l ayers. ­ The detailed
structure of the transformer fusion layer. ® The detailed structure of the transformer encoder-decoder model. ¯ The detailed structure of the
drug-dose pair encoder-decoder.

� We conducted extensive experiments on the MIMIC-IV open-source dataset, and the results demonstrated the
e�ectiveness of our method.

2 Methods

2.1 Data description and preprocessing

We built the dataset used in this paper based on a public EMR dataset,i.e., MIMIC-IV [ 14], which contains
real hospital stays for patients admitted to a tertiary academic medical center in Boston, MA, USA. MIMIC-IV
contains comprehensive information for each patient while they were in the hospital, and we extracted the most
relevant part of our research, respectively, static information and temporal information. The static information of a
patient includes demographic and diagnose information which will not change during the patient's hospitalization.
Demographic information includes the age and gender of a patient. Diagnoses information includes the diseases
that caused this patient to be hospitalized, using the ICD-9 and ICD-10 ontologies. The temporal information of a
patient includes laboratory results, procedure and prescription information, which changes in days in the MIMIC-IV
dataset. Laboratory results store the results of all laboratorymeasurements made for a single patient. Procedure
information contains a record of all procedures a patient was billed for. Both of them use the ICD-9 and ICD-10
ontologies. Prescription information provides information about prescribed drugs and doses. Figure2 shows an
example of the medical record.

In order to integrate and utilize the above multi-source heterogeneous data, we conduct the following preprocessing
steps. For the demographic information, we divided di�erent patients into di�erent age groups, respectively, 0{3
as infant, 4{12 as early youth, 13{45 as youth, 46{59 as middle age, and 60+ as agedness. For the laboratory
results, we divided the results into three levels, respectively normal, abnormally high and abnormally low according
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Figure 2 (Color online) An example of the medical record in our datase t.

to the given typical values, and we extracted all the abnormal test results (abnormally high and low) for our study.
For the prescription information, we found that the units for each drug in our dataset are not consistent, which
brings di�culties for the following prediction and generation. Theref ore, we convert the dose values of each drug
to standard normally distributed data, i.e., Gaussian with zero mean and unit variance.

2.2 Problem formulation

Based on the above EMR data, here we introduce the problem formulation of prescription generation. Speci�cally,
given a patient p, we can �rst get his/her demographic information G = f a; gg, wherea and g are the age and gender
of p. Then, we can know the diseasesS = f si ji = 1 ; 2; � � � ; nsg that caused this patient to be hospitalized, where
si is the i -th disease of patientp and ns is the length of disease list. In addition to this static information which
will not change during the patient's hospitalization, we also have sometemporal information which changes with
the patient's hospitalization. Speci�cally, on the t-th day of the patient's hospitalization, we have the laboratory
result information L t = f l t;i ji = 1 ; 2; � � � ; nl

t g and the procedure information Ct = f ct;i ji = 1 ; 2; � � � ; nc
t g, where

l t;i and ct;i is the i -th laboratory result and i -th procedure of patient p on t-th day, nl
t and nc

t are the length
of laboratory result list and procedure list of patient p on t-th day. Moreover, we also have the prescription
Pt = f (dt;i ; ot;i )ji = 1 ; 2; � � � ; np

t g provided by doctors for the patient on t-th day, where dt;i is the i -th drug for
patient p on t-th day, and ot;i is the corresponding dose todt;i . np

t is the length of prescription on t-th day.
In a real clinical scenario, on the t-th day of patient p's hospitalization, doctors need to provide a prescrip-

tion for this patient based on all the context information on this speci�c day, including static information, pre-
scription information from the �rst day to ( t � 1)-th day, as well as laboratory result and procedure information
from the �rst day to t-th day. Here, we de�ne the prescription generation task of this paper as a context-aware
generation model f : (context ! prescription ). It should be noticed that, in addition to the context informa-
tion used in this paper, there may exist many other factors that can in
uence the prescription generation pro-
cess, and our de�nition and framework for this task are extensibleto any other context information. Based on
the above, the prescription generated by a generation model on the t-th day of patient p can be formulated as
Pt = f (G; S; fL 1; :::; L t g; fC1; :::; Ct g; fP 1; :::; Pt � 1gj�), where � denotes the parameters of the model. The mathe-
matical notations of this paper can be found inAppendix A .

2.3 Context information modeling

2.3.1 Context information encoding

In order to get the representation of all the context information, we �rst need to assign di�erent embedding vectors
for di�erent context information. Speci�cally, we �rst convert th e demographic informationG to a multi-hot vector
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g. Then, we assign embedding vectorss; l ; c for diseases, laboratory result l and procedurec, respectively, by
di�erent embedding layers. Furthermore, we assign two di�erent embedding vectors, respectively,dc and dd, for
drug d. We utilize dc to capture the drug category information and dd to represent the potency of a drug per unit
dose, and we will elaborate on this in the following chapters.

2.3.2 Context information representing

After the above embedding layers, we can now get the representation of di�erent context information. Speci�cally,
for the demographic information G = f a; gg, we utilize the following MLP layer to get the demographic embedding
as

eg = MLP( g) = ReLU( gW 1
g + b1

g)W 2
g + b2

g; (1)

where W 1
g 2 RN g � d, W 2

g 2 Rd� d, b1
g; b2

g 2 R1� v are the parameters to learn. Ng is the number of di�erent
demographic items andd is the dimension of embedding vectors. For the disease information,we �rst convert
S = f si ji = 1 ; 2; � � � ; nsg to a matrix S = [ s1; : : : ; si ; : : : ; sn s ], wheresi is the corresponding embedding vector ofsi .
Then, we propose to use the following transformer fusion layer, which consists of two sub-layers, to encodeS. The
�rst sub-layer is a multi-head self-attention layer, which can model the contextual representation of each disease.
Speci�cally, given three input matrices Q 2 Rl q � d, K 2 Rl v � d and V 2 Rl v � d, we de�ne the multi-head attention
layer MHA( �; �; �) used in this paper as

MHA( Q; K ; V ) = [ head1; :::; headl h ]W I ;

headi = Attention( QW Q
i ; KW K

i ; VW V
i );

Attention( Q; K ; V ) = softmax
�

QK >

p
d

�
V ;

(2)

whereW Q
i , W K

i , W V
i 2 Rd� d=l h and W I 2 Rd� d are the parameters to learn.lh is the number of heads. Moreover,

we employ the residual connection proposed in [15] and layer normalization function LayerNorm(�) de�ned in [ 16]
to fuse the original and contextual representation as

eS = Transform( S) = LayerNorm( S0+ MLP( S0)) ;

S0 = LayerNorm( S + MHA( S; S; S)) :
(3)

The second sub-layer is a fusion layer which selects the important diseases to generate an informative disease
representation, and a gated mechanism is employed to decide the weight of each disease. Given the matrixeS, we
can �nally get the content embedding es as follows:

es = Fusion( eS) =
�

softmax(ReLU(eSW 1
f + b f )W 2

f )
� >

eS; (4)

where W 1
f 2 Rd� d, b f 2 R1� d and W 2

f 2 Rd� 1 are all trainable parameters. By this way, we can obtain the
embedding of all the static information, respectively, eg for demographic information and es for diagnoses.

For the temporal information, we also utilize the above transformer fusion layer to obtain the embedding cor-
responding to each day. Speci�cally, given the laboratory result information L t = f l t;i ji = 1 ; 2; � � � ; nl

t g and the
procedure information Ct = f ct;i ji = 1 ; 2; � � � ; nc

t g on the t-th day, we can �rst get the corresponding matrices
L t = [ l t; 1; : : : ; l t;n l

t
] and C t = [ ct; 1; : : : ; ct;n c

t
], where l t; 1 is the corresponding embedding vector ofl t; 1 and ct; 1 is the

corresponding embedding vector ofct; 1. Then, we get the embedding of these matrices by the above methods as

fL t = Transform( L t ); el
t = Fusion( fL t );

fC t = Transform( C t ); ec
t = Fusion( fC t ):

(5)

Note that the parameters of the transform layer and fusion layerfor di�erent context information are di�erent from
each other.

For the prescriptions Pt = f (dt;i ; ot;i )ji = 1 ; 2; � � � ; np
t g provided by doctors for the patient on t-th day, we propose

the following method to capture both the drug category and dose information. Speci�cally, based on the two di�erent
type of embedding for each drug, we �rst get two embedding matrices for the drugs asD c

t = [ dc
t; 1; : : : ; dc

t;n p
t
] and

D d
t = [ dd

t; 1; : : : ; dd
t;n p

t
], where dc

t;i and dd
t;i are the two embedding vectors corresponding to drugdt;i . We utilize dc

t;i
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to capture the drug category information, and we utilize dd
t;i to describe the drug e�ect of the drug with unit dose.

Based on the above, we get the mixture embedding for pair (dt;i ; ot;i ) as

p t;i = dc
t;i + ot;i � dd

t;i : (6)

By this way, we can get the �nal embedding matrix P t = [ p t; 1; : : : ; p t;n p
t
] for prescription Pt . Finally, we use the

above transformer fusion layer to get the embedding vector of matrix P t as

fP t = Transform( P t ); ep
t = Fusion( fP t ): (7)

Furthermore, in order to utilize the above embedding of the multi-source context information more e�ciently,
we propose to add a corresponding role embedding for all the context embeddings, and we further propose to
add a corresponding time embedding for context information from di�erent time. Speci�cally, we update the
representation of static information as

eeg = eg + r g; ees = es + r s ; (8)

where r g and r s are the corresponding role embedding to demographic and disease information. For the temporal
information of each day, we design the following update method:

eel
t = el

t + r l + h t ; eec
t = ec

t + r c + h t ; eep
t = ep

t + r p + h t ; (9)

where r l , r c and r p are the corresponding role embedding to laboratory result, procedure, and prescription infor-
mation. h t is the time embedding corresponding to dayt.

2.4 Prescription generation

Based on the above, we can now propose our context-aware hierarchical transformer-based prescription generation
model. Our generation process starts with a special begin of sequence (BOS) symbol, which is treated as a special
drug with a dose equal to zero. This symbol is also treated as the �rst drug generated by our model. Supposing
that our DPG model has generated a prescriptionYt;k = f (yt; 0; zt; 0); (yt; 1; zt; 1); : : : ; (yt;k ; zt;k )g at time step k on
day t, where yt; 0 is the BOS symbol andzt; 0 = 0. In order to generate the next drug yt;k +1 and the corresponding
dosezt;k +1 , we need to take both the context information and the semi-�nished prescription Yt;k into consideration.
Therefore, we design the following generation process for the next drug-dose pair. Speci�cally, we �rst convert
the drug-dose pairs in Yt;k into pair embedding according to (6), and get the matrix corresponding to Yt;k as
Y t;k = [ p t; 0; p t; 1; : : : ; p t;k ]. Then, we fuse the information ofYt;k by utilizing the last pair embedding as the query
vector, and fuse the vectors inY t;k based on MHA layer as

ep t;k = LayerNorm( p t;k + MHA( p t;k ; Y t;k ; Y t;k )) : (10)

After that, we further utilize ep t;k as the query vector to fuse the information of the multi-source context. Speci�cally,
for the laboratory result and procedure information, we select the embedding from day 1 to dayt and get the
corresponding matrices asL 0

t = [ eel
1; : : : ; eel

t ] and C0
t = [ eec

1; : : : ; eec
t ]. Then, for the prescription information, it is

obvious that we cannot use the prescription embedding at dayt as the input for the prescription generation process
of day t, which will cause information leakage. Therefore, we format the matrix corresponding to prescription as
P0

t = [ eep
0; : : : ; eep

t � 1], whereeep
0 is a padding vector which is randomly initialized. Based on the above, wepropose to

integrate this temporal context information by the MHA layer with epk as the query vector:

zt;k = MHA( ep t;k ; L 0
t ; L 0

t ) + MHA( ep t;k ; C0
t ; C0

t ) + MHA( ep t;k ; P0
t ; P0

t ): (11)

After that, we also integrate the static context information by ad ding the embedding of demographic and disease
information as

z0
t;k = zt;k + eeg + ees: (12)

Finally, we utilize a residual connection and an MLP layer to generate the pair embeddingp t;k +1 as

p t;k +1 = LayerNorm( ezt;k + MLP( ezt;k )) ;

ezt;k = LayerNorm( z0
t;k + ep t;k ):

(13)
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After getting the pair embedding pk+1 , in order to get the concrete drug-dose pair, we propose the following drug-
dose pair decoder which follows a two-stage paradigm. Speci�cally, we �rst design the following drug predictor to
get the output probability distribution over the drug space at time s tep k as

yt;k +1 � softmax (MLP( p t;k +1 ) + m t;k +1 ) ; (14)

where mt;k +1 2 RN d is the mask vector which is used to prevent the transformer-based model from generating
repeated drugs as

(m t;k ) i =

(
�1 ; if the i -th drug has been predicted,

0; otherwise,
(15)

and Nd is the number of drugs in our dataset. We select the drug with the highest probability as the drug yt;k +1

for the next time step. Then, we get the corresponding dose for drug yt;k +1 by the following dose predictor as

zt;k +1 = MLP([ dc
t;k +1 ; p t;k +1 ]); (16)

where dc
t;k +1 is the drug embedding for the drug category proposed in the previous section.

2.5 Training and testing

For learning the parameters of our HTPG model, we propose to trainthe context information embedding layers,
the transformer fusion layers, the transformer-based generation model, and the drug-dose pair encoder-decoder
simultaneously with a hybrid loss function. Speci�cally, suppose that the ground truth prescription on the t-th day
is Pt = f (dt;i ; ot;i )ji = 1 ; 2; � � � ; np

t g. Since we want our model to acquire the ability to automatically judge the
length of generated prescription, therefore, we add a special end of sequence (EOS) symbol at the end ofPt , and
the length of Pt is np

t + 1 now. The dose corresponding to the EOS symbol is equal to zero. Then, the maximum
likelihood estimation (MLE)-based loss function for drug prediction can be formulated as

L MLE = �
TX

t =1

n p
t +1X

k=1

log
�

softmax (MLP( p t;k ) + m t;k )dt;k

�
: (17)

Note that we add the prediction of the EOS symbol to the loss function. For the dose prediction, we design a mean
squared error (MSE)-based loss function as

L MSE =
TX

t =1

n p
tX

k=1

(zt;k � ot;k )2 ; (18)

where zt;k is the dose predicted by our model based on (16). Finally, the hybrid loss function can be formulated as

L = � � L MLE + (1 � � ) � L MSE + � � k � k2
2 ; (19)

where � is a hyper-parameter, which is used to control the trade-o� between L MLE and L MSE , and � is the
parameter set. L 2 regularization is applied to prevent over-�tting.

During the generation process for a new patient, our model starts the generation process with the BOS symbol,
and ends the generation process when the EOS symbol is generated or the maximum length is reached. After that,
we remove all the special symbols and get the �nal generated prescription.

3 Results

To validate the method proposed in this paper, we built a dataset based on a public EMR dataset, i.e., MIMIC-
IV [ 14], which is sourced from a custom hospital wide EHR clinical informationsystem. After �ltering the data
with some pre-processing steps, we got 137719 hospital visiting data of 84123 patients. We used these samples to
train and validate our model. The details of numerical statistics can be found in Appendix B.

We selected the following methods as the baseline methods in this paper, respectively, LEAP [5], RETAIN [ 17],
DMNC [ 18], GAMENet [ 10], TPG [19], and HTPG-Mean. The detailed information about baseline methods and
our model can be found in Appendixes C and D. Furthermore, �ve-fold cross validation was used in the experiments.
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Table 1 Performance of di�erent models on single-facet metrics. Th e best results are in bold.

Model P R F MSE MAE

LEAP 0.4296 � 0.0095 0.4132 � 0.0140 0.4003 � 0.0040 0.7435 � 0.0302 0.5072 � 0.0072

RETAIN 0.4317 � 0.0095 0.4109 � 0.0052 0.4008 � 0.0024 0.7393 � 0.0256 0.5054 � 0.0062

DMNC 0.4184 � 0.0087 0.4009 � 0.0021 0.3895 � 0.0033 0.7507 � 0.0250 0.5074 � 0.0033

GAMENet 0.6222 � 0.0485 0.6106 � 0.0535 0.6113 � 0.0514 0.8340 � 0.0407 0.5519 � 0.0046

TPG 0.5513 � 0.0071 0.4855 � 0.0061 0.4959 � 0.0040 0.4669 � 0.0178 0.3378 � 0.0083

HTPG-Mean 0.7125 � 0.0058 0.6715 � 0.0110 0.6731� 0.0081 0.9175 � 0.0416 0.6106 � 0.0025

HTPG 0.7171 � 0.0047 0.6693� 0.0114 0.6741 � 0.0079 0.5019� 0.0434 0.3511 � 0.0103

Table 2 Performance of di�erent models on composite metrics. The be st results are in bold.

Model F/MSE F-MSE F/MAE F-MAE

LEAP 0.5392 � 0.0235 -0.3431 � 0.0310 0.7893 � 0.0085 -0.1069 � 0.0055

RETAIN 0.5427 � 0.0183 -0.3385 � 0.0250 0.7932 � 0.0115 -0.1046 � 0.0069

DMNC 0.5193 � 0.0178 -0.3612 � 0.0251 0.7679 � 0.0106 -0.1178 � 0.0061

GAMENet 0.7329 � 0.0511 -0.2228 � 0.0428 1.1076 � 0.0935 0.0594 � 0.0514

TPG 1.0633 � 0.0432 0.0289 � 0.0194 1.4689 � 0.0460 0.1581 � 0.0116

HTPG-Mean 0.7345 � 0.0253 -0.2444 � 0.0345 1.1023 � 0.0139 0.0625 � 0.0084

HTPG 1.3501 � 0.1015 0.1722 � 0.0370 1.9209 � 0.0495 0.3230 � 0.0099

3.1 Evaluation on prescription generation

In this study, we need to evaluate the performance of all the models on both drug prediction and dose prediction.
For evaluating the performance of on drug prediction, we select Precision (P), Recall (R) and F-score (F) as the
evaluation metrics. The F-score is calculated as

F =
2 � Precision� Recall

Precision + Recall
: (20)

Here, we use F-score as the main metric for evaluating the performance on drug prediction, and Precision and
Recall as the supplement. A higher F-score re
ects a better performance on drug prediction. For evaluating the
performance of dose prediction, we select MSE and mean absolute error (MAE) as the evaluation metrics. A lower
MSE or MAE re
ects a better performance on dose prediction. Furthermore, in order to evaluate the comprehensive
capability of the model in the above two aspects, we design the following four composite metrics based on the above
single-facet metrics, respectively, F/MSE, F-MSE, F/MAE, F-MAE . Here F/MSE means the quotients of F and
MSE, and F-MSE means the di�erence between F and MSE. F/MAE and F-MAE follow the same computation
rule. We use these four composite metrics as the main metrics for evaluating the comprehensive performance of
all the models on prescription generation. Note that a lower MSE andMAE indicate a better performance, while
other metrics are on the contrary.

3.2 Overall performance evaluation on prescription genera tion

We compared the performance of HTPG on prescription generationwith several baseline methods. The results of
the evaluation are listed in Tables 1 and 2. From the results we can get the following observations. First, HTPG
outperforms all the baseline models. Speci�cally, in terms of the composite metrics F/MSE and F/MAE, there is
respectively a 26:97% and a 74:26% increase compared to TPG, which outperforms the rest of thebaseline models.
Second, we �nd that despite the HTPG-Mean model still retaining a commendable drug recommendation capability,
it exhibits the poorest dose prediction performance amongst all models. This underscores the importance of the
dose prediction task and attests to the e�ectiveness of our proposed dosage prediction network based on multi-
layer perceptron. Third, we can �nd that the models relying solely on patient current-day information, such
as LEAP, RETAIN, and DMNC, yield inferior results. GAMENet, which c onsiders the drugs that the patient
has used historically, achieves an enhancement in performance. Meanwhile, the TPG and HTPG models, which
incorporate patient historical prescriptions, surpass all other comparative methods in e�ectiveness. This underscores
the importance of comprehensive consideration of the patient's historical medical records.
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Figure 3 (Color online) Performance evaluation of di�erent variant s of the HTPG model on the prescription generation task. (a) P erformance
of di�erent models on F/MSE; (b) performance of di�erent mod els on F/MAE; (c) performance of di�erent models on F-MSE; (d ) performance
of di�erent models on F-MAE.

3.3 Impact of each component in the model on prescription gen eration performance

The HTPG model integrates �ve di�erent types of information for p rescription generation, respectively, demo-
graphic, diagnoses, laboratory results, procedures, and prescriptions. In this section, we will investigate the impact
of various types of information on the performance of the model. Speci�cally, we design �ve variants of our HTPG
model, respectively, \HTPG-Demo", \HTPG-Diag", \HTPG-Lab", \ HTPG-Proc", and \HTPG-Pres", where each
variant omits the corresponding information from the input. Furth ermore, we design another variant of HTPG
called \Only-Pres", which only retains prescription information for p rediction. The results are shown in Figure3.
From the results we can get the following observations. First, we �nd that individually omitting any of the four types
of information, respectively, demographic, diagnoses, laboratory results and procedures, does not cause a signi�cant
impact on the results. This can be attributed to the often incomplete nature of these four types of information in
our dataset. Moreover, the incorporation of the dropout strategy enhances the robustness of our model during its
learning process, preventing overreliance on any single type of information. Consequently, our model achieved a
robust performance during the learning process, not overly relying on these four types of information. However, we
also observe that simultaneously removing these four types of information signi�cantly decreases the performance
of the model. This highlights the importance of these four types of information in prescription generation tasks.
Second, we �nd that removing the information of prescriptions previously used by patients signi�cantly impacts the
model performance. This is because the historical prescriptions contain valuable insights and knowledge provided
by doctors, and a treatment process often spans a considerableduration. Therefore, the historical prescription infor-
mation holds the utmost value. This validates the rationale behind incorporating historical prescription information
into our dataset.

3.4 Impact of di�erent hyper-parameters

As shown in (19), we use a hyper-parameter� to control the balance between drug prediction and dose prediction.
In this section, we investigate the impact of selecting di�erent � on the model performance. Speci�cally, we choose
various alpha values ranging from 0 to 1, and the results are presented in Figure 4. From the results, we can get
the following observations. (1) As the value of� increases, the F-score of the model gradually escalates, indicating
a progressive improvement in the precision of drug prediction. Simultaneously, the values of MSE and MAE also
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Figure 4 (Color online) Performance evaluation of HTPG model with di �erent � . (a) Performance on F with di�erent � ; (b) performance on
MSE and MAE with di�erent � ; (c) performance on F/MSE with di�erent � ; (d) performance on F/MAE with di�erent � ; (e) performance on
F-MSE with di�erent � ; (f) performance on F-MAE with di�erent � .

increase, signaling a declining accuracy in the dose prediction. Given that a higher � value causes the model to
focus more on the accuracy of drug prediction during training, this phenomenon aligns with our expectations.
Additionally, we discovered that when alpha is set to zero, both the mean and variance of MSE and MAE are
substantially larger. This can be attributed to the di�culty the mode l faces in accurately predicting drugs when
� = 0, since accurate drug prediction forms the basis of dose prediction, therefore, the model struggles to achieve
reliable and stable dose prediction outcomes. (2) As the value of� increases, the F/MSE, F/MAE, F-MSE, and
F-MAE values �rst rise and then fall, peaking when alpha equals 0.2. This suggests that the best balance between
drug prediction and dose prediction is achieved at this point. (3) The/MSE, F/MAE, F-MSE, and F-MAE values
of the model yield fairly good results across a large range of� values, demonstrating the robustness of the HTPG
model with respect to hyper-parameter� .

3.5 Performance evaluation on di�erent days

As we mentioned in Section 1, our HTPG model utilizes historical information to assist in the prescription generation
task. In this section, we will explore the in
uence of the duration of historical information on the model performance.
Speci�cally, we examine the model performance from the �rst day,i.e., without any historical information, up to the
10th day, and the results are shown in Figure5. We can �nd that the model performance is the poorest on the �rst
day due to the lack of historical cues, leaving it to generate prescriptions solely based on the patient's condition.
Subsequently, with the gradual enrichment of historical information, the model performance witnesses a signi�cant
enhancement. This underscores the importance of historical information in the task of prescription generation and
validates our motivation of leveraging historical information to facilit ate prescription generation.

3.6 Case study

In this section, we will demonstrate the e�ectiveness of our proposed HTPG model by conducting an analysis
through two case studies. Speci�cally, we begin with an analysis of a case with a disease course of only one day
to illustrate the precision of our model in drug prediction and dose forecasting. Subsequently, we delve into a case
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Figure 5 (Color online) Performance evaluation of HTPG model at di�e rent days. (a) Performance on F at di�erent days; (b) perform ance on
MSE and MAR at di�erent days; (c) performance on F/MSE at di�e rent days; (d) performance on F/MAE at di�erent days; (e) per formance
on F-MSE at di�erent days; (f) performance on F-MAE at di�ere nt days.

Figure 6 (Color online) Case study on single day prediction.

with a multi-day disease course to showcase the capacity of our model to capture the changes in patient condition
and dynamically adjust the output prescriptions accordingly.

3.6.1 Case study on single day prediction

Figure 6 presents a speci�c case study with a disease course of only one day. In this case, a young female patient was
admitted to the hospital due to a motorcycle collision. She was properly evaluated through laboratory tests, and
appropriate procedures were implemented. In this case, the attending physician provided a prescription consisting
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Figure 7 (Color online) Case study on multi-day prediction.

of �ve di�erent medications, including anesthetics, anti-in
ammato ry drugs, and gastrointestinal drugs. Simulta-
neously, our model proposed a prescription incorporating six medications, which included all the �ve medications
in the real prescription. Moreover, our model additionally suggested a medication to prevent tetanus and pertuss
that might result from her injuries. This addition aligns with the patien t's actual needs and can serve as a prompt
to prevent oversights by the physicians. Regarding the dose prediction task, the doses predicted by our model
deviated insigni�cantly from the ground truth doses. Speci�cally, in this case, our model yielded an F-score of
0.9, an MSE of 0.0077, and an F/MSE ratio of 117.9, all indicative of exceptional performance. The above case
robustly demonstrates that our method can accurately predict the medications and corresponding doses based on
the patient's condition. Additionally, it has the potential to alert phy sicians to potential medications that might
be bene�cial, thereby aiding in enhancing the e�ciency and accuracyof clinical diagnosis.

3.6.2 Case study on multi-day prediction

Figure 7 presents a speci�c case study with a disease course of two days. In this case, the patient is a middle-aged
woman admitted to the hospital due to multiple conditions, including aortic atherosclerosis, hypertension, and
hyperlipidemia. On the �rst day, the doctor prescribed a regimen that included various cardiovascular medications
and lipid-lowering drugs. It can be observed that the prescription generated by our model perfectly matches the
actual prescription, and the predicted medication doses exhibit minor discrepancies. On the second day, the patient's
lab results showed an abnormal rise in blood glucose levels. In the real-world scenario, the doctor adjusted the doses
of several medications in the prescription, particularly Atorvastatin and Furosemide, which can lead to increased
blood glucose levels. Similarly, the prescription predicted by our HTPGmodel also reduced the dose of Furosemide.
In addition, the HTPG model suggested an extra antidiabetic medication, Glucophage, to lower the patient's blood
glucose levels. These results illustrate that our model is not only e�ective in accurately predicting the necessary
medications for patients but also pro�cient in sensitively capturing changes in patients' conditions. Thus, it can
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dynamically adjust the medications and their corresponding doses inthe prescription.

4 Discussion

4.1 Potential applications

Through the experiments, we show that our prescription generation model has potential for application in various
real-world scenarios. From the perspective of doctors, our model can serve as an auxiliary tool in clinical diagnostics
and treatment. During complex decision-making processes inherent in clinical settings, oversights and omissions
can occur. Our model can provide decision support for clinicians, thus enhancing the accuracy and e�ciency
of their decisions. Additionally, because the model is trained on datafrom large medical institutions, it can be
particularly bene�cial to less-experienced physicians, especially healthcare workers in underdeveloped regions. From
the perspective of patients, our model can o�er preliminary medical consultation advice. This is particularly the
case if patients have an extensive medical history, where our model can provide more precise guidance.

4.2 Technical contribution

This model can not only provide an intelligent and accurate solution for the prescription generation problem
but can also inspire readers who work in data analysis in other �elds ofapplications. First, in many real-world
scenarios, we need to consider multisource context information tomake more accurate predictions. In this paper,
we propose a hierarchical transformer framework to model static and temporal information, e�ectively enhancing
model performance. Second, in the task of prescription generation, we need to simultaneously complete two tasks:
drug prediction and dose prediction. Drug prediction involves discrete value prediction, and dose prediction involves
continuous value prediction. We propose an e�ective solution to accomplish this complex task, which may provide
insights for other multitask learning problems.

4.3 Limitations

The �rst limitation of this paper is limited data. Because our research has certain requirements for data quality
(e.g., multisource context information and drug and dose information), in this paper, we only evaluated our model
on one of the largest and most popular open-source medical datasets, which may introduce bias into the analysis.
If provided with more large-scale and comprehensive data, our model will obtain more signi�cant insights. The
second limitation is the empirical validation of prescription generation. In this paper, the only ground-truth label
that we can access is the actual prescription information providedby the doctor to the patient. However, there
could be multiple feasible prescriptions for a speci�c patient. In the future, we plan to continuously update our
research by seeking more collaborations to further validate our model.

5 Conclusion

In this paper, we investigated prescription generation for patients that included drugs and the corresponding doses.
We proposed an approach based on multisource context-awareness and designed a model named HTPG to address
this issue. Speci�cally, we modeled the patient's multisource contextinformation using a hierarchical transformer
architecture and formalized the prescription generation task as asequence generation problem, utilizing transformer-
based methods for sequence generation. Our experiments on theopen-source dataset MIMIC-IV demonstrated the
e�ectiveness of the proposed approach.

Data and Code Availability In this paper, we conduct experiments using the open-source dataset MIMIC-IV [ 14]. All codes of this project

will be online available before publication.
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Appendix A Mathematical notations

For facilitating illustration, Table A1 lists some important mathematical notations used througho ut this paper.

Table A1 Mathematical notations.

Symbol Description

� Model parameters;

G The demographic information of patient p;

S The diseases of patient p;

L t The laboratory results of patient p on the t -th day;

Ct The procedures of patient p on the t -th day;

P t The prescription of patient p on the t -th day;

� The hyper-parameter to control the trade-o� between L MLE and L MSE ;

a The age of patient p;

g The gender of patient p;

si The i -th disease of patient p;

l t;i The i -th laboratory result of patient p on the t -th day;

ct;i The i -th procedure of patient p on the t -th day;

dt;i The i -th drug for patient p on the t -th day;

ot;i The dose of the i -th drug for patient p on the t -th day;

y t;i The i -th drug generated by our model for patient p on the t -th day;

zt;i The dose of the i -th drug generated by our model for patient p on the t -th day;

n s The length of disease list;

n l
t The length of laboratory result list on the t -th day;

n c
t The length of procedure list on the t -th day;

n p
t The length of prescription on the t -th day;

[; ] The concatenation of two vectors/matrices;

MLP ( �) Multilayer perceptron with ReLU activation function.

Appendix B Statistics of dataset

Detailed statistics of our dataset are shown in Table B1.
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Table B1 Statistics of the datasets.

Discription Number

# of patients in the dataset 84123

# of hospital visits in the dataset 137719

# of diagnoses in the dataset 2000

# of procedures in the dataset 2000

# of drugs in the dataset 500

Minimum # of drugs in a prescription 2

Maximum # of drugs in a prescription 20

Average # of diagnoses of each patient 9.85

Average # of laboratory results of each day 8.30

Average # of procedures of each day 1.90

Average # of drugs of each prescription 6.27

Appendix C Technical details for HTPG
The network con�gurations of our HTPG model can be found in Ta ble C1. Moreover, we set � to be 0.00001. We use residual
structure [ 15] to accelerate the training and ReLU 1) as the activation function. For optimization, we use Adam op timizer 2) . We found
that slight changes in parameters did not a�ect much on the pe rformance.

Table C1 The network con�gurations.

Name Value Name Value

Embedding size 64 Attention head number 2

Attention layer num 1 Dropout rate 0.1

Drug predictor MLP [64, 64, 500] Dose predictor MLP [128, 64, 1]

Appendix D Details of baseline methods
We selected the following methods as baselines in this paper .

� LEAP [ 5]: This model utilizes a recurrent neural network and attent ion mechanism for treatment combination generation.
� RETAIN [ 17]: This model utilizes a recurrent neural network for interp retable prediction.
� DMNC [ 18]: This model utilizes an external memory module in DNC to imp rove the performance of LSTM.
� GAMENet [ 10]: This model leverages dynamic memory for better patient re presentation.
� TPG [ 19]: This model utilizes decomposed long and short-term memor y (LSTM-DE) to characterize patient general information.
� HTPG-Mean: This model is a simpli�ed version of our HTPG mode l. It has the same model structure and parameters as HTPG.

However, it uses the mean value, which is actually zero after the normalization in the preprocessing step, as the predict ed dose for each
drug.

Note that the formats of input and output of the above baselin e methods are not uniform. For example, some of them cannot pr ovide
a dose prediction of each drug. Additionally, some methods i nvolve auxiliary information such as drug-drug interactio ns, which is not
the focus of our study. There, we standardized the input and o utput of all methods according to our HTPG model, and for thos e models
without a dose prediction functionality, we added a dose pre diction module based on MLP for them.

1) Glorot X, Bordes A, Bengio Y. Deep sparse recti�er neural n etworks. In: Proceedings of the 14th International Confere nce on Arti�cial
Intelligence and Statistics, 2011. 315{323.

2) Kingma D P, Ba J. Adam: a method for stochastic optimizatio n. ArXiv:1412.6980.
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