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Abstract In-context learning (ICL) possesses the remarkable abilit y to ignite the reasoning capabilities of large language mod els (LLMs)
with mere handfuls of samples; yet its e�cacy hinges heavily on the quality of demonstrations. Consequently, several ap proaches have
been devised to bolster the performance of ICL through sophi sticated demonstration retrieval techniques. However, in out-of-distribution
(OOD) scenarios, even the most advanced retrieval strategi es encounter formidable hurdles, as it is arduous to extract pertinent test-
related knowledge from disparate demonstrations. To addre ss these challenges, this paper introduces a novel context- aware retrieval
framework that e�ectively mitigates the adverse e�ects of O OD discrepancies on various tasks. This framework leverage s LLMs to
generate domain-pertinent data and retrieves demonstrati ons from the newly generated corpus. Given the inherent chal lenge of acquiring
labeled data in real-world applications, we further propos e an innovative retrieval method that meticulously balance s sample con�dence,
similarity, and diversity, which ensures the judicious uti lization of unlabeled samples generated by LLM. Extensive p ractical experiments
conducted on multiple LLMs and within the realm of natural la nguage processing have unequivocally validated the OOD rob ustness of
our proposed framework. Our code is available at https://gi thub.com/songruiecho/Ralood.
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1 Introduction

In-context learning (ICL) is an emerging capability of large languagemodels (LLMs), capable of generalizing to
di�erent task scenarios through just a few samples, or demonstrations [1]. ICL avoids the time cost associated
with parameter �ne-tuning and does not compromise the versatility of LLMs, thus gaining wide application. In
ICL, the retrieval for demonstrations is a crucial step, especiallyin non-knowledge-intensive (NKI) tasks where
su�cient background knowledge is lacking. In these scenarios, such as text classi�cation, LLMs typically only need
to understand and classify a given sentence rather than generate an answer based on comprehensive contexts [2].
The reliance of NKI tasks on demonstrations also leads to the sensitivity of ICL to the choice of samples, which
has prompted relevant research on demonstration retrieval [3].

The existing retrieval methods can be broadly divided into two categories based on whether a retriever is trained
or not. The �rst category of methods primarily focuses on the similarity between candidate samples and the samples
to be predicted, or their importance to the prediction results. This includes approaches based on representation
similarity [ 4], word overlap [5], mutual information gain [ 6], validation performance gain [7,8], and miscon�dence [9].
Based on these metrics, high-ranking combinations of candidate samples are selected. The second category of
approaches ranks candidate samples based on a trainable dense retriever [10, 11]. The choice of retriever can be
diverse, but it is often composed of another lighter language model[12, 13]. If a candidate sample has a greater
impact on the prediction result, it should be intuitively ranked higher b y the retriever.

However, recent research has shown that when facing out-of-distribution (OOD) dilemmas where there is a
signi�cant di�erence between the candidate sample set and the samples to be predicted, the demonstration retrieval
does not result in performance gains [14]. As shown in Figure1, there is a signi�cant distribution di�erence between
the datasets amazon and sst. Even if demonstrations are retrieved from amazon by KNN [4], due to semantic
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Figure 1 (Color online) Visualization of D S (amazon), D T (sst), and D R (generated sst) based on dataset sst. Compared to retrieval from a
speci�c set, a sample generated by an LLM can obtain represen tations that are closer to the target domain.

di�erences, the results of ICL may not necessarily improve over random selection from amazon. Nonetheless the
performance of ICL improved when samples is randomly selected from generated sst similar to sst.

This inspires us to focus on more suitable retrieved data and more re�ned sample selection strategies to solve
the OOD problem in ICL. Speci�cally, we focus our research on the cross-domain ICL task, aiming to adapt
the model to the target domain where labeled data are lacking [15, 16]. Then, we propose a sample retrieval
augmentation framework tailored for non-knowledge intensive in-context learning in out-of-distribution scenarios
called Ralood. It leverages existing target samples to be predicted to induce LLMs to generate samples with a similar
distribution to the target domain, and employs a con�dence-driven coarse retriever for screening and evaluation.
Subsequently, to mitigate the similarity in the content generated by LLMs, we propose a diversity-driven re�ned
retrieval algorithm that selects semantically rich samples from the generated samples to construct demonstrations.
Finally, the discriminative labels from the con�dence-driven coarse retriever are used as pseudo-labels to construct
demonstrations for LLM inference. Ralood reduces the performance degradation caused by distribution di�erences
and overcomes the issue of unavailable labels for retrieved samples.Experimental results on 7 common LLMs and
4 OOD tasks con�rm that Ralood can e�ectively avoid the inference bottlenecks caused by distribution di�erences.
In summary, our contributions are as follows.

� We propose a retrieval-augmented framework tailored for OOD scenarios, leveraging LLM to generate high-
con�dence semantically similar samples, thereby mitigating performance degradation caused by dataset discrepan-
cies.

� We propose a greedy search algorithm driven by semantic diversity,which obtains more reasonable demonstra-
tions by maintaining the overall diversity of the sample set.

� Experiments conducted on multiple NLP tasks based on di�erent LLMs have con�rmed the e�ectiveness of
this framework.

2 Related work

2.1 Demonstration retrieval

Due to ICL's sensitivity to in-context examples, many methods aim to retrieve suitable demonstrations to facilitate
ICL [ 3]. Liu et al. [4] found that examples close to each test sample in the embedding space can serve as a good
choice for demonstrations. Similarly, Luo et al. [5] demonstrated that Bm25 can also be an e�ective retrieval metric.
On this basis, Su et al. [17] extended the e�ectiveness of retrieval results by incorporating increased diversity in the
selection of in-context examples. There are also methods that attempt to use more heuristic indicators, including
miscon�dence [9], complexity [18], and others. However, these indicators may not truly re
ect the impact of
samples on prediction results, thus potentially leading to sub-optimal solutions. Therefore, some methods evaluate
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Figure 2 (Color online) The overall framework of Ralood.

the importance of samples by quantifying the impact of candidate samples on prediction results. Sorensen et al. [6]
evaluated samples by calculating the mutual information between the prediction results and the true labels. Liu et
al. [7] introduced InfoScore, which iteratively �lters combinations of samples with the greatest impact. Nguyen et
al. [19] used in-context in
uences to measure and rank demonstrations. But these methods require LLM inference
on a large number of sample combinations, which can be ine�cient whenthe retrieval space is large. To address
this, Peng et al. [8] proposed a compromise method by �rst using heuristic indicators to retrieve a small candidate
set, thereby reducing retrieval costs.

Apart from the aforementioned methods based on quantitative metrics, there are also approaches that train a
retriever to provide pairwise scores between each test case and the candidate demonstration pool, and obtain top-
ranked demonstrations accordingly. Rubin et al. [10] trained a GPT-Neo-based scoring model to assign scores to
demonstrations. Given the di�culty in obtaining training data for the scoring model, they leverage an unsupervised
retriever to assign scores, treating the top-ranked demonstrations as positive samples and the lower-ranked ones
as negative samples. Li et al. [12] further improved the retriever to unify it across di�erent tasks . Ye et al. [20]
modeled the joint probability of the entire in-context examples by determinantal point processes. Zhang et al. [21]
introduced reinforcement learning methods to train the retriever in scenarios where the task is unknown.

2.2 OOD robustness for LLMs

OOD robustness refers to the ability of a model to maintain its performance and stability when confronted with
variations, noise, or attacks in input data, especially when these data come from distributions unseen in the training
set [22, 23]. Despite the successes achieved by LLMs in many applications, the issue of distribution shift remains
a signi�cant obstacle in deploying LLMs across di�erent environments. Some methods enhance the robustness
of LLMs by �ne-tuning them with linguistic rule instructions [ 24]. But �ne-tuning LLMs faces the issue of high
costs. Therefore, more methods aim to enhance robustness by adjusting the input during the inference process of
LLMs. Madine [25] proposed semantic rewriting, which reduces distribution di�erences by semantically transforming
sentences. O'Brien et al. [26] enhanced robustness by aggregating predictions across multipleaugmentations of the
test input. Unlike previous methods, this paper enhances the robustness of ICL by constructing appropriate prompts
through sample retrieval.

3 Methodology

This section provides a detailed introduction to the proposed Raloodframework, as illustrated in Figure 2. It
consists of two parts: coarse retrieval and re�ned retrieval. First, demonstration-based methods are employed for
sample generation. Then, coarse retrieval driven by con�dence �lters the generated samples to obtain high-quality
samples. Finally, re�ned retrieval driven by diversity �lters the can didate samples to obtain the �nal exemplars for
the prompt.
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3.1 De�nition

This paper covers multiple data domains; thus it is necessary to provide clear de�nitions to avoid confusion. Source
domain DS refers to the data domain that contains labeled samples, and it is typically used to provide categorical
information for the labels. Target domain DT refers to the set of samples that need to be predicted, and in an
OOD setting, it exhibits signi�cant distribution di�erences compared to DS . In our study, referring to the previous
cross-domain setting, the samples inDT are known, though there is a lack of available labels [15,16]. The retrieval
domain DR refers to an additional collection of samples used to form a demonstration pool that can be accessed by
the retriever. Due to the di�culty in obtaining manually annotated da ta in practical application scenarios, in our
setting, DR should not contain any available labels. For classi�cation tasks, we assume that each samplex has a
corresponding labely. For generation tasks, each inputx is output with a set of generated tokensf y1; y2; : : : ; ym g,
where m is the length of generated tokens.

3.2 Diversity sample generation

Retrieval augmentation relies on searching through a corpus to obtain credible demonstrations. In OOD scenarios,
even if it is relatively easy to identify the relevant tasks and scope ofICL, it remains challenging to obtain dis-
tributions similar to DT from the corpus. Therefore, we abandon the method of retrieving from existing corpora
and instead leverage LLMs to directly generate the retrieval corpus [27] as suggested in Figure1. We employ
demonstration-based prompt engineering, which leverages LLMs to generate texts that resemble the target do-
main [28]. Speci�cally, we sample a certain number of samplesC from DT and instruct the LLM to generate
content that is similar to the samples by the following.

Please generate similar texts according to the following samples:
#sample 1# ... #sample C#.

Thomas et al. [28] also observed a tendency for LLM to generate duplicate content, therefore, we perform K-
means clustering onDT to form C clusters, and then randomly select one sample from each cluster. It ensures
that the selected samples are distant in the representation space, thereby stimulating the diversity of the content
generated by LLM. Finally, duplicate and empty data in the generated samples are removed, and they are merged
with DT to form the retrieval domain DR . More details on the generated corpus can be found in Section4.

3.3 Coarse retrieval driven by con�dence

Despite providing abundant texts to ICL, the retrieval domain DR lacks corresponding credible labels. Some studies
propose using LLMs to �lter high-quality answers [29], but for non-knowledge-intensive tasks, their judgments rely
on available demonstrations, which are precisely scarce in OOD scenarios [2]. Faced with the above dilemma, this
paper utilizes a classi�er that is independent of the dataset but relevant to the task to obtain possible labels for the
aforementioned unlabeled samples, which is inspired by pseudo-labelselection methods [30].

To be speci�c, as DS contains available labels, we �t a well-trained classi�er/generator F on DS , and use it
to make predictions on DR . For each samplexR from DR , if it achieves a high con�dence score based onF , we
assign it the prediction result corresponding to the con�dence score. We consider both sentence classi�cation and
generation tasks. In the former case, the judgment is based on asingle prediction:

ŷ = arg max
y2 Y

pF (y j xR );

if max
y2 Y

pF (y j xR ) > �;
(1)

whereY denotes label space,pF is the corresponding probability distribution for each xR 2 D R , and � is a threshold
that controls the con�dence range. For the latter, we quantify t he trustworthiness of the results by estimating the
log-likelihood of generated tokens ^yi :

ŷi = arg max
ŷ i 2V

pF (ŷi j xR ; ŷ1; ŷ2; : : : ; ŷi � 1);

if
mY

i =1

log
�

max
ŷ i 2V

pF (ŷi j xR ; ŷ1; ŷ2; : : : ; ŷi � 1)
�

> �;
(2)
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Algorithm 1 Re�ned retrieval algorithm.

Input : Test sample x T , coarse retrieval corpus D �
R , label space Y , number of samples per category in the context N , diversity change threshold

� , a function l ( �) that gets the label of a sample based on its index.
Output : Samples X � D �

R that constitute the demonstration.

1: Vectorized representation of text x T and D �
R as hT and H R by SimCSE;

2: ID  argsort(cos( hT ; H R )), X  ; ;
3: Counter  [0] � j Y j . // Initialize a counter to save the number of samples for eac h category in X ;
4: X  X [ f ID[0] g, Counter[ l (ID[0])]  Counter[ l (ID[0])] + 1. // Initializing the set and counter;
5: for id 2 ID[1 :] do
6: Compute diversity of X and X [ f id g as Div X and Div X + by ( 3);
7: if Div X + =Div X > � then
8: X  X [ f id g, Counter[ l (id)]  Counter[ l (id)] + 1;
9: end if

10: if f Count > N j8 Count 2 Counter g then
11: break;
12: end if
13: end for

where V represents the token space selected for decoding, typically equal to the vocabulary size of LLMs. ŷi � 1

indicates the token generated immediately before ^yi .
By the above method, F fully utilizes the available label information and can be adapted to any other dataset

for the same task without retraining. We refer to this �ltering proc ess of high-con�dence samples as coarse retrieval
driven by con�dence. The results after coarse retrieval are denoted asD �

R .

3.4 Re�ned retrieval driven by diversity

Fine-grained retrieval selects appropriate demonstrations for each test sample xT 2 D T to obtain good LLM
inference results. In this process, similarity to the samples to be predicted is often the primary retrieval objective.
But given that samples generated by LLMs may contain semantic repetition, it is necessary to introduce a diversity
perspective into the retrieval process to avoid information redundancy caused by repeated presentations [31]. To
this end, we propose a greedy search algorithm based on both diversity and similarity, which fully weighs both
during the retrieval process. Formally, the objective of the search algorithm is to obtain a set of sizejY j � N from
D �

R to construct the demonstration for the sample xT to be predicted as shown in Algorithm 1.
First, for any sample xT to be predicted and texts in D �

R , SimCSE is used to obtain representations [32] (Line 1).
Then, we compute the similarity between xT and D �

R by cosine similarity, and sort the sample indexes ID from
D �

R in descending order according to the similarity (Line 2). Subsequently, the algorithm derives samples from
ID based on the following criteria: each sample should be as similar as possible to xT , while the selection of each
sample should not signi�cantly degrade the semantic diversity of theexisting sample setX . Formally, we quantify
the diversity of X by computing the standard deviation of pairwise similarities in the similarity matrix

Div X = sum(std(1 � simX � sim>
X )) ; (3)

where simX denotes the cosine similarity matrix between each element of the setX . Subsequently, for a candidate
sample id, if its inclusion within the sample set has an impact on the diversity that falls within a controllable range
of � , it is added to X as (Lines 7 and 8)

X = fX [ f idgjDiv X + =Div X > � g; (4)

where DivX + represents the diversity ofX after appending id to it (Line 6). Finally, the above process is repeated
until D �

R is exhausted, or until the number of samples for each category reachesN (Line 10). It is important to
emphasize that during the aforementioned retrieval process, samples identical to xT should be discarded fromX to
avoid interference with the prediction results.

3.5 Demonstration generation and inference

Demonstration not only requires reasonable samples but also corresponding labels for those samples. Inspired by
previous research [33], we assign the high-con�dence result ofF as a pseudo-label to each samplex i 2 X to obtain
a complete demonstration via the instruction format mentioned in [34]. LLMs are expected to generate the label
strings of xT based on the aforementioned demonstrations via next-token prediction

yT = LLM( x1; y1; : : : ; x jY j� N ; yjY j� N
| {z }

demonstrations

; xT ); (5)

where yi is the prediction of F on x i . In this way, our method can be applied to any unlabeled data.
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Table 1 Experimental tasks and corresponding datasets. The values in the brackets indicate the SimCSE similarities between D S and D T

reported in [ 34].

Task D S D T

SA amazon dynasent (57.3) semeval (24.74) sst (33.7)

TD civil comments adv civil (95.17) implicit hate (69.05) toxigen (62.09)

NLI mnli anli (16.27) contrac nli (3.62) wanli (85.23)

NER nerd conll (73.76) ener (42.29) wnut (45.74)

3.6 Discussion about inference e�ciency

The inference process of Ralood comprises three main components: coarse retrieval, re�ned retrieval, and ICL.
Compared to standard ICL, the additional inference cost primarily stems from the demonstration retrieval modules.
For coarse retrieval, it relies on �ltering candidate samples by a lightweight model F , which is independent of the
inference process of LLMs and thus can be safely ignored. For re�ned retrieval, the main computational cost
originates from the iterative for-loop described in Algorithm 1. In the worst-case scenario, the loop continues until
D �

R is fully traversed. But as shown in Subsection5.3, the size ofD �
R is generally small. Moreover, in practice, it is

rarely the case that all D �
R is exhausted. Consequently, the computational overhead introduced by re�ned retrieval

is acceptable when compared to the forward pass of LLMs in (5).

4 Experiment settings

This section reports the experimental setup of Ralood including datasets, baselines, and detailed operations for
model training and inference.

4.1 Datasets

We conduct our experiments on BOSS, a dedicated benchmark for OOD robustness testing [34]. Unlike the datasets
used in previous work, BOSS selects datasets with low similarity basedon semantic similarity to align as closely
as possible with OOD scenarios, thereby truly testing the generalization ability of di�erent methods. We focus on
four NKI tasks in BOSS: sentiment analysis (SA, including amazon [35], dynasent [36], semeval [37], and sst [38]),
toxic detection (TD, including civil comments [39], adv civil, implicit hate [40], and toxigen [28]), natural language
inference (NLI, including mnli [ 41], adv nli [42], contract nli [43], and wanli [44]), and named entity recognition
(NER, including nerd [45], conll [46], ener [47], and wnut [48]). The �rst three tasks are treated as classi�cation
tasks and NER as generation tasks. The speci�c data composition isshown in Table 1. For each test dataset, if its
sample size exceeds 5000, we sample it to obtain 5000 samples for small scale LLMs and 500 samples for large scale
LLMs to reduce cost following [14]. For di�erent tasks, we use the instructions from [34].

4.2 Baselines

To validate the e�ectiveness of Ralood, we conducted experimentson 5 small-scale LLMs (GPT-J-6B1) , OPT-
6.7B2) , Qwen2-7B3) , LLaMA3.2-3B 4) , LLaMA3.1-8B 5) ) and 2 large scale LLMs (GPT-3.5-turbo6) and Qwen2-
72B-instruct7) ). Each model considers di�erent sample retrieval methods to compare the combined capabilities of
di�erent retrieval methods with various LLMs. Speci�cally, the ret rieval methods include the following.

� Random. The demonstrations are randomly selected fromDS and then used inDT for ICL.
� Bm25 [ 49]. It calculates the word overlap similarity between DS and DT , and selects samples with high

similarity for ICL.
� KNN [ 4]. It denotes that k-nearest neighbors are used to obtain the bestdemonstrations of the test samples.

We use SimCSE as the dense retriever to obtain the nearest neighbors based on the cosine similarity of the sample
features. In addition, we also experiment with the latest text embedding method, Jina [50], to replace SimCSE to
demonstrate the impact of di�erent retrievers on the results. The two methods are represented as KNNsimcse and
KNN jina , respectively.

1) https://huggingface.co/EleutherAI/gpt-j-6b.
2) https://huggingface.co/facebook/opt-6.7b.
3) https://huggingface.co/Qwen/Qwen2-7B.
4) https://huggingface.co/meta-llama/Llama-3.2-3B.
5) https://huggingface.co/meta-llama/Llama-3.1-8B.
6) https://platform.openai.com/docs/models/gpt-3-5-t urbo.
7) https://huggingface.co/Qwen/Qwen2-72B-Instruct.
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� DrICL [ 5]. Although we compare di�erent representation retrieval models, such as SimCSE and Jina, these
are general-purpose text representation methods. DrICL trains a dedicated dense retriever for each task based on
feedback from an LLM (LLaMA3.2-3B in our study). It uses existing sparse retrieval methods, such as Bm25,
to obtain candidate samples. Then, it further distinguishes positivedemonstrations from negative demonstrations
based on the in
uence of the candidate samples on the LLM. Finally, it�ne-tunes the GTR [ 51] as the retriever by
positive and negative demonstrations with contrastive loss.

� TTA-ICR [ 26]. It leverages LLM to perform semantic rewriting of test samples by afew random source
domain samples to bridge the gap with the source domain. Subsequently, the rewritten samples are reused to
search for appropriate demonstrations using the KNNsimcse method for ICL execution. We use GPT-3.5-turbo
for the rewriting process. Furthermore, we do not conduct comparisons on the NER task within the TTA-ICR
framework, as semantic rewriting may compromise the preservation of original entity annotations.

� TopConE [ 8]. It utilizes KNN to initialize candidate samples, and searches for demonstrations that minimize
the di�erence in cross-entropy between the prompt and demonstrations. Here, we follow the setup in the research
and select the 30 most similar samples to each sample as candidates.

In addition to the aforementioned baselines, �ne-tuned modelsF on the source domain and zero-shot ICL are
also reported. The former evaluates the generalization ability of source domain data to the target domain, while
the latter assesses the inherent inference capability of di�erent LLMs in the absence of demonstrations.

4.3 Details

Training of F . For classi�er F , we train RoBERTa [52] on DS for 3 epochs with a learning rate 1E� 5 due to the
wide use of RoBERTa [15, 16] in classi�cation tasks. For the generation task, we choose T5 as an alternative [53].
The training of F can be guided by source domain dataDS . Each source domain comprises both a training set
D train

S and a test set D test
S , so F evaluates its performance on the test set at every epoch and saves the model

parameters corresponding to the optimal test set results for subsequent sample con�dence assessment. Therefore,
it is not necessary to retrain F for each target domainDT ; instead, F can be trained according to di�erent tasks,
ensuring that the task label spaces remain the same.

Generation of samples. To ensure the diversity and coherence of the generated samples,we employ GPT-3.5-
turbo and set the number of cluster centersC to 5. For each dataset, 10000 samples are generated, and the results
are processed to ensure their usability. Speci�cally, if the length ofthe generated sample is less than 10 characters,
it is removed. Additionally, for NLI, the generated instructions are slightly di�erent as follows.

Please generate similar Premise and Hypothesis pairs according to the following samples:
Premise: Premise1 Hypothesis: Hypothesis1 Prediction: y1

� � �
Premise: PremiseN Hypothesis: HypothesisN Prediction: yN

Then, we use regular expression matching to extract adjacent \Premise" and \Hypothesis" pairs from the gen-
erated results as complete data. Generated samples that do not match are also removed. Therefore, for the NLI
task, only a limited number of usable samples are generated, especially for the more complex contract nli dataset.

Inference of models. The diversity threshold � during the retrieval process is set to 0.95, which implies that
newly introduced samples are acceptable as long as they do not cause signi�cant changes to the diversity. For the
sample sizeN of each category in demonstrations on sentence-level tasks, weset it to 3, following previous work [4].
For token-level NER without sentence category information, we then set the overall number of demonstrations
to 3. All experiments of small-scale LLMs are performed on a single A40 GPU, and measured in accuracy rate
(%). The reason that we choose LLaMA3.1-8B is that LLaMA3.2 doesnot open source the parameters around
8 B in size. For Qwen2-72B-instruct and GPT-3.5-turbo, we utilize the o�cially provided APIs for invocation.
Subsequently, for the generated results of LLMs on classi�cationtasks, we limit the number of returned tokens to
5. If the token corresponding to the label is present in the returned results, we consider that the LLMs have made
a correct judgment. For the generation tasks, we do not impose alimit on the number of tokens returned to get a
comprehensive prediction.
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5 Results and analysis

5.1 Overall results

Tables 2 and 3 summarize the performance of LLMs across multiple task sets. Drawing from the corresponding
experimental results, we summarize the following observations.

(1) OOD bias exerts a broadly negative in
uence across vario us models and tasks, and the cor-
responding demonstration retrieval methods fail to consis tently outperform over random selection.
Speci�cally, we �nd that neither sparse retrieval methods based on Bm25, nor KNN methods based on semantic
text representations, nor DrICL trained with LLM feedback consistently outperform random, and in many cases
even underperform compared to random. For example, random selection achieves the second-best performance on
the SA task with LLaMA3.1-8B and the TD task with GPT-J-6B, indicat ing that the impact of OOD bias cannot
be overlooked.

(2) Semantic rewriting can improve performance, but it is st ill constrained by semantic drift.
TTA-ICR obtains target domain samples that better align with the de monstration style through semantic rewriting,
enabling GPT-J-6B, OPT-6.7B, Qwen2-7B, and LLaMA3.2-3B to achieve competitive performance. However, TTA-
ICR exhibits limited e�ectiveness on the TD and NLI tasks, likely due to the greater challenge of semantic rewriting
in these domains compared to SA, which can lead to unintended semantic drift.

(3) Ralood achieves optimal results across all tasks and mod els, indicating that appropriately
selecting and utilizing LLM-generated target domain-rela ted samples can help mitigate OOD bias.
Overall, the proposed Ralood consistently achieves strong resultsin all scenarios, with an average improvement of
1.4% even in the worst case (GPT-J-6B on the NLI task). Notably, Ralood achieves the largest improvement of 6.54%
on the TD task with Qwen2-7B. These gains can be attributed to themore e�ective selection of retrieval corpora
and corresponding retrieval strategies. The improvements highlight the critical role of constructing demonstrations
with semantically similar samples in OOD scenarios.

(4) Even on more challenging generative tasks, Ralood can ac hieve substantial performance im-
provements. Given the di�culty of correctly matching each entity in generative NE R, both the accuracy of the
baselines and the performance improvement brought by Ralood arerelatively low, compared to classi�cation tasks.
Nevertheless, for the Qwen2-7B model, which shows the smallest improvement, Ralood still contributes a 2.04%
gain. This indicates that even for generative tasks, well-chosen context samples are necessary for OOD robustness.
Additionally, this performance improvement also con�rms that Raloo d is not limited to common sentence-level
classi�cation tasks and can also bene�t research on generative tasks with diverse formats.

(5) Results on Qwen2-72B-instruct and GPT-3.5-turbo also c on�rm the feasibility of the Ralood on
larger LLMs. We also conduct experiments with larger-scale LLMs that could not be deployed locally. To reduce
costs, we reduce the number ofN to 2 and perform random sampling on the samples with a size of 500. The results
indicate that Ralood remains e�ective in terms of the model's parameter size. But we also observe a decrease
in performance improvement attributed to Ralood when using GPT-3.5-turbo. This is due to GPT-3.5-turbo's
inherent strong reasoning ability, which enables it to infer correct results from OOD data. In contrast, Qwen2-72B-
instruct performs signi�cantly less well, struggling with adversarial data such as advcivil and uncommon NLI tasks
like contract nli. Nonetheless, Ralood is still able to bring about performance enhancements in these scenarios. In
summary, Ralood is capable of enhancing performance across various LLMs and diversi�ed tasks.

(6) While ICL can match or even surpass �ne-tuning in several tasks, its e�ectiveness varies
across datasets and LLMs. For example, we observe that the NLI results of LLMs often approximate or
even surpass those of �ne-tuning methods in many cases, which further validates the model capabilities of ICL.
However, despite the excellent performance of ICL, we have also observed varying sensitivities of di�erent models to
demonstrations across di�erent datasets in Ralood. For instance, in adversarial datasets such as advcivil and anli,
the improvement seen with Ralood in some LLM settings is relatively small. This may be due to the low adaptability
of newly generated samples based on adversarial examples. Basedon the above observations, to further explore the
underlying mechanisms of Ralood, we conduct subsequent experiments in Subsections5.4 and 5.3.

5.2 Ablation study

The ablation study reports several variants of Ralood to demonstrate the contributions of di�erent components to
the framework. Ralood-Div indicates that during the process of precise retrieval, diversity metrics are not employed,
and only similarity based on SimCSE is used for selecting the samples. Ralood-LLM indicates that retrieval is not
performed among the samples generated by the LLM; instead,DR is narrowed down to DT . Ralood-Con indicates
that instead of using high-con�dence samples, all generated samples are used for retrieval inDR . Raloodamazon
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Table 2 Experimental results on classi�cation tasks of di�erent LL Ms. The optimal average results are shown in bold and the subo ptimal
results are underlined.

Model
SA TD NLI

dynasent semeval sst Avg. adv civil implicit hate toxigen Avg. anli contract nli wanli Avg.

RoBERTa-base �ne-tuning 43.91 49.90 74.23 56.01 51.88 59.5 5 66.91 59.45 28.00 40.12 59.68 42.60

GPT-J-6B

zero-shot 48.03 32.10 56.04 45.39 3.40 20.68 14.36 12.81 4.0 6 11.96 6.00 7.34

random 53.61 37.82 59.23 50.22 38.88 58.28 62.87 53.34 33.43 45.81 37.66 38.97

Bm25 48.84 29.22 56.42 44.83 36.45 57.18 59.04 50.89 33.56 46 .01 37.64 39.07

KNN simcse 52.71 37.02 53.61 47.78 34.39 57.66 63.30 51.78 33.69 44.81 3 8.14 38.88

KNN jina 52.48 34.92 56.33 47.91 37.42 58.30 61.70 52.47 33.88 45.19 3 6.68 38.58

DrICL 53.98 38.56 58.39 50.31 33.41 58.30 64.57 52.09 33.56 4 6.29 37.16 39.00

TTA-ICR 54.60 38.54 60.06 51.07 35.48 54.80 64.86 51.71 32.42 44.73 38.49 38.55

TopConE 54.06 38.11 53.88 48.68 34.67 58.08 63.50 52.08 33.9 3 44.53 38.66 39.04

Ralood 56.79 44.42 66.64 55.95 42.68 61.90 66.53 57.04 34.41 46.38 40.62 40.47

OPT-6.7B

zero-shot 14.00 17.32 16.21 15.84 2.31 9.50 9.47 7.09 3.13 3. 83 0.00 2.32

random 47.66 54.88 72.35 58.30 74.61 47.12 59.15 60.29 33.46 40.99 37.10 37.18

Bm25 49.76 54.34 70.10 58.07 74.97 43.50 56.28 58.25 33.38 43 .62 37.26 38.09

KNN simcse 47.55 54.17 71.32 57.68 75.46 46.84 59.26 60.52 33.50 42.52 3 7.24 37.75

KNN jina 50.30 53.38 69.26 57.65 72.90 46.42 58.30 59.21 33.44 43.71 3 7.34 38.16

DrICL 45.21 54.80 72.54 57.52 71.93 46.42 56.60 58.32 33.38 4 6.20 37.22 38.93

TTA-ICR 51.28 55.16 71.27 59.42 73.88 47.66 60.58 60.71 32.32 45.14 38.38 38.61

TopConE 47.07 54.70 70.85 57.54 76.62 45.56 59.07 60.42 34.5 1 43.94 37.56 38.67

Ralood 57.41 57.54 75.66 63.54 76.94 52.80 63.34 64.36 34.38 46.79 42.53 41.23

Qwen2-7B

zero-shot 51.15 43.10 58.67 50.97 76.91 40.00 46.49 54.47 34 .13 11.62 38.90 18.22

random 64.93 57.70 70.66 64.43 81.53 41.36 50.21 57.70 45.69 43.33 52.96 47.33

Bm25 66.03 54.70 68.89 63.21 81.65 41.28 50.32 57.75 45.88 44 .19 52.44 47.50

KNN simcse 66.55 57.91 68.23 64.23 81.66 42.06 55.64 59.79 47.75 43.47 5 2.98 48.07

KNN jina 65.30 54.70 69.45 63.15 81.53 41.58 51.06 58.06 52.50 45.82 5 4.04 50.79

DrICL 64.93 53.78 69.17 62.63 82.12 42.36 52.13 58.87 52.47 4 5.29 54.96 50.91

TTA-ICR 66.92 55.58 71.47 64.66 81.04 45.07 56.26 60.79 46.52 45.03 53.69 48.41

TopConE 66.87 58.13 67.95 64.32 81.74 43.81 57.59 61.05 47.91 43.40 52.76 48.02

Ralood 68.52 57.24 73.73 66.50 82.83 52.28 67.66 67.59 52.59 43.88 57.56 51.34

LLaMA3.2-3B

zero-shot 41.06 25.12 37.02 34.40 6.32 28.42 21.28 18.67 20. 93 5.21 1.06 9.07

random 54.49 45.88 66.82 55.73 52.98 58.00 65.21 58.73 34.31 36.59 42.50 37.80

Bm25 53.94 46.10 66.26 55.43 61.73 56.22 68.51 62.15 34.50 40 .51 43.32 39.44

KNN simcse 51.94 44.68 65.79 55.14 56.38 56.62 66.17 59.72 35.66 39.31 4 3.44 39.49

KNN jina 54.91 46.70 68.13 56.58 61.36 57.76 67.77 62.30 35.69 38.69 43.60 39.33

DrICL 57.72 45.22 65.42 56.12 62.37 57.14 66.38 61.96 34.81 4 3.38 44.38 40.86

TTA-ICR 56.69 48.84 68.17 57.90 59.17 53.43 68.43 60.34 31.89 44.83 41.58 39.43

TopConE 52.30 44.94 66.34 54.53 57.60 56.19 66.84 60.21 35.4 5 40.16 42.88 39.50

Ralood 58.41 50.70 70.92 60.01 65.51 62.89 72.38 66.93 36.06 44.83 49.32 43.40

LLaMA3.1-8B

zero-shot 50.53 33.06 56.70 46.76 30.01 48.74 52.98 43.91 25 .13 5.45 30.12 13.57

random 69.22 64.76 77.04 70.34 78.37 54.88 78.19 70.48 47.84 40.79 54.88 47.84

Bm25 67.50 62.12 75.26 68.29 78.98 56.54 78.94 71.49 47.30 43 .38 52.76 47.81

KNN simcse 65.49 59.86 72.64 66.00 76.43 57.48 80.32 71.41 48.38 42.42 5 2.40 47.73

KNN jina 66.11 62.86 75.16 68.04 79.59 58.44 80.56 72.86 48.00 42.32 52.26 47.53

DrICL 67.75 63.22 76.10 69.02 76.31 59.14 81.70 72.38 49.56 4 6.25 53.98 49.93

TTA-ICR 67.30 61.46 74.07 67.61 68.04 61.69 77.19 68.97 46.5 2 43.63 50.09 46.75

TopConE 66.63 60.56 74.51 67.23 77.53 56.15 79.89 71.19 48.9 2 43.83 53.72 48.82

Ralood 70.84 65.88 82.26 72.99 83.75 62.78 80.26 75.60 48.47 46.38 57.30 50.72

GPT-3.5-turbo
random 78.40 67.20 76.80 74.13 80.40 54.80 66.60 67.27 49.00 39.40 55.40 47.93

Ralood 79.60 68.00 80.20 75.93 81.60 54.50 67.20 67.77 51.20 42.40 57.00 50.20

Qwen2-72B-instruct
random 55.60 50.20 59.00 54.93 23.60 22.00 32.80 26.13 47.40 7.00 49.60 34.67

Ralood 61.20 61.00 64.80 62.33 42.60 26.20 37.20 35.33 47.00 14.60 50.10 37.23

indicates the use of our diversity-based retrieval method on the source domain only. Besides the aforementioned
variants, we also conduct a comparison with random amazon, which means randomly sampling on amazon for



Song R , et al. Sci China Inf Sci February 2026, Vol. 69, Iss. 2, 122108:10

Table 3 Experimental results on generation tasks of di�erent LLMs. The optimal average results are shown in bold and the subopti mal results
are underlined.

Model conll ener wnut Avg. Model conll ener wnut Avg.

T5-base �ne-tuning 8.69 9.17 12.12 9.99 T5-base �ne-tuning 8.69 9.17 12.12 9.99

GPT-J-6B

zero-shot 0 0 0 0

OPT-6.7B

zero-shot 0 0 0 0

random 12.52 23.82 12.87 16.40 random 11.94 11.15 8.25 10.45

Bm25 14.00 20.10 16.01 16.70 Bm25 12.37 14.87 10.47 12.57

KNN simcse 18.12 22.45 19.08 19.88 KNN simcse 15.56 18.73 13.45 15.91

KNN jina 18.12 22.44 19.10 19.89 KNN jina 15.57 18.76 13.41 15.91

DrICL 17.05 16.66 16.23 16.65 DrICL 16.09 13.33 11.12 13.51

TopKConE 17.45 22.67 17.66 19.26 TopKConE 14.53 18.86 14.04 15.81

Ralood 21.59 25.60 21.55 22.58 Ralood 21.90 21.58 18.78 20.58

Qwen2-7B

zero-shot 0 0 0 0

LLaMA3.2-3B

zero-shot 0.06 0.22 0.12 0.13

random 38.45 31.97 29.78 33.40 random 21.54 18.63 17.88 19.35

Bm25 36.88 31.87 30.99 33.25 Bm25 23.06 22.53 18.30 21.30

KNN simcse 36.35 31.90 31.15 33.13 KNN simcse 24.69 25.05 24.06 24.60

KNN jina 36.53 31.9 31.15 33.19 KNN jina 24.56 25.53 22.89 24.33

DrICL 36.00 32.65 28.33 32.33 DrICL 23.93 21.95 19.90 21.93

TopKConE 37.57 32.35 31.58 33.83 TopKConE 24.40 25.80 24.12 24.77

Ralood 39.12 33.07 35.43 35.87 Ralood 29.19 27.80 28.59 28.53

LLaMA3.1-8B

zero-shot 0 0.02 0 0.006
GPT-3.5-turbo

random 31.54 20.48 30.86 27.63

random 35.75 33.03 31.95 33.58 Ralood 33.65 25.61 31.54 30.27

Bm25 34.53 32.38 32.84 33.25
Qwen2-72B-instruct

Random 35.01 23.90 27.18 28.70

KNN simcse 35.34 33.91 35.65 34.97 Ralood 37.20 27.53 30.42 31.72

KNN jina 35.78 33.76 35.43 34.99

DrICL 33.91 35.38 32.53 33.94

TopKConE 34.87 33.31 34.51 34.23

Ralood 38.89 35.67 36.62 37.06

Figure 3 (Color online) Comparison of the performance of di�erent Ra lood variants on various LLMs in the SA task. For ease of obser vation,
we only report the average values.

demonstrations. The corresponding comparison results for SA are reported in Figure 3.
First, we observe that Ralood-Con leads to the greatest performance degradation, with the exception of OPT-

6.7B, suggesting that high-quality demonstrations are crucial factors determining the performance of ICL. But
on OPT-6.7B, GPT-J-6B, and LLaMA3.2-3B, Ralood -Con still achieves better results than the random amazon,
indicating that the data distribution sometimes outweighs the quality of labels in demonstrations, especially for
lower-performing LLMs. This �nding corroborates previous research that even randomly assigning labels to samples
in demonstrations can be e�ective [54]. Second, the performance of Ralood-Div decreases on all LLMs, indicating
that diversity is also an important metric in the process of sample selection. Besides, Raloodamazon consistently
underperforms Ralood across all LLMs, yet still slightly outperforms random amazon on all LLMs except Qwen2-
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Figure 4 (Color online) The number of samples within di�erent con�de nce intervals and the corresponding acc (%) for various data sets on
di�erent tasks.

7B. This further con�rms that while diversity-based retrieval is he lpful, the sample distribution is the most critical
factor a�ecting performance. Finally, we observe that Ralood-LLM also results in performance degradation; yet it
still outperforms random amazon. This suggests that constructing demonstrations solely using target domain data,
due to the use of data from the same distribution, still contributes to enhancing the performance of ICL. But due
to the limited availability of target domain data, its performance is infe rior to that achieved using data generated
by LLM. Overall, di�erent components of Ralood contribute to impro ving OOD robustness. The results of the
above ablation studies motivate us to further explore in subsequent sections how di�erent sample selection methods
impact the experimental results.

5.3 Exploration on con�dence

Subsection 5.2 shows that con�dence has the greatest in
uence on the results,so we further provide a detailed
exploration of con�dence. First, we investigate the relationship between con�dence and accuracy. Since the samples
generated by LLM do not possess genuine labels, we present the con�dence and accuracy of each sample inDT ,
as shown in Figure4. For the three-class classi�cation tasks of SA and NLI, the con�dence interval starts at 0.3.
For TD, it starts at 0.5. For NER, theoretically, the con�dence inte rval can start from 0. But in practice, the
con�dence scores of the generated labels tend to be high, resulting in no samples falling into the low-con�dence
intervals, as demonstrated in the wnut dataset. Therefore, we also choose to display from a con�dence interval of
0.5. Furthermore, based on the sample numbers and performancedistributions across di�erent con�dence intervals,
we have made the following observations.

In most cases, both the sample numbers and performance incre ase as the con�dence interval rises.
High con�dence generally implies that the model has strong belief in itspredictions, leading to higher accuracy of
high-con�dence sample predictions even in OOD tasks, especially in the simpler tasks of SA and TD. Additionally,
due to the model's adequate �tting of the training data, in most cases, the number of samples corresponding to
high-con�dence intervals is also relatively large, especially for NER tasks. Therefore, for the sake of generality, we
search for optimal parameters within the high-con�dence interval, as further discussed in Subsection5.4.

The performance on adversarial datasets does not show signi �cant improvement as the con�dence
level increases. Sometimes, high-con�dence samples correspond to areas that the model deems easier or more
certain during the training process, but they are not necessarily accurate [55], especially in the adversarial tasks of
anli and adv civil. These tasks deliberately introduce ambiguous or perturbed data, which may cause the simple
RoBERTa model to become overcon�dent, resulting in low accuracydespite high con�dence.
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Figure 5 (Color online) Changes on accuracy with con�dence � .

Samples from datasets with excessively large distribution di�erences are absent from high con�-
dence intervals. For contract nli, the number of samples within the high-con�dence interval is quite low. This is
likely because contractnli is a reasoning dataset speci�cally tailored for contracts, which di�ers signi�cantly from
the content of mnli. Therefore, models thoroughly trained on mnli � nd it challenging to provide high-con�dence
predictions for contract nli.

The above observations provide an explanation for the e�ectiveness of the Ralood method. Although the generated
results of GPT-3.5-turbo do not possess genuine labels, Ralood canassign reliable labels to samples, thereby
encouraging the LLM to produce trustworthy predictions based on the retrieval results. Based on the above
observations, it is straightforward to determine a general rangefor the parameter search targeting� , speci�cally the
interval where the con�dence level is as high as possible. Of course, the aforementioned observations are exceptional
when it comes to adversarial datasets. But it is di�cult to determine whether a dataset contains adversarial data in
real-world scenarios. Therefore, we adopt the same approach for the adversarial dataset adv civil, selecting samples
with high con�dence for demonstrations. This can also explain why Ralood may not signi�cantly improve the
performance on advcivil in some cases.

5.4 Hyperparameter exploration

Furthermore, we show the trend of accuracy variation with respect to � based on the observations from Subsec-
tion 5.4. For most datasets, we uniformly set the search interval tof 0:93; 0:94; 0:95; 0:96; 0:97; 0:98; 0:99g as samples
within a high con�dence interval are generally more reliable, as shownin Figure 5. contract nli is an exception, with
its interval set to f 0:5; 0:6; 0:7; 0:8; 0:9g, because the number of samples it contains within the interval of (0:9; 1] is
too small to support e�ective ICL. For ease of presentation, we report the average values of all small-scale LLMs
reported in Table 2. The optimal � for di�erent datasets are similar. For example, the optimal values for the three
datasets on the SA task are 0.96, 0.94, and 0.96, respectively. Thisimplies that Ralood balances the trade-o�
between pseudo-label accuracy and the number of candidate samples. If the con�dence level is too high, then most
samples will not be considered by ICL, and a narrow sample search space can also be detrimental. Additionally,
even though contract nli is unique, the selection of� follows this principle as well, because there are too few viable
candidate samples when� > 0:8.

5.5 Exploration on di�erent retrievers

5.6 Visualization

Visualization of the generated samples. We further visually demonstrate the impact of data variations on the
results through the visualization of generated samples, and inspect the quality of samples produced by the LLM in
Figure 6. Speci�cally, we utilize PCA [ 56] to reduce the dimensions of the SimCSE representations from di�erent
samples ofDS , DT , and D �

S , and present their sample distributions on a two-dimensional space.
We observe that in most cases, the generated samples tend to be closer to the target domain DT compared to

DS , especially on the semeval, sst, and ener. This discrepancy provides a good explanation for why the proposed
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Figure 6 (Color online) Visualization of di�erent datasets with gen erated samples.

Figure 7 (Color online) Visualization of kernel density estimation for di�erent sample representations.

method achieves improvements across various tasks and LLMs. Speci�cally, the generated samples are more similar
in distribution to DT , and even when using imperfect pseudo-labels, they can still compensate for the performance
degradation caused by di�erences in data distribution. In some cases whereDS and DT are relatively similar,
particularly in TD tasks, the samples generated by Ralood are more dispersed within the space, which can also
provide diverse guidance for ICL. But when the distribution di�eren ce betweenDS and DT is small, DR may
not exhibit noticeable di�erences, such as advcivil. Based on the above observations, Ralood can enhance ICL
performance by retrieving demonstrations from similar samples, but it also relies on the quality of samples generated
by LLM. Furthermore, the clusters of contract nli and mnli barely overlap, indicating the presence of substantial
distribution di�erences between them. This observation provides an explanation for their performance in Subsection
5.3, resulting in a very small number of samples within the high-con�dence interval.

Visualization of re�ned retrieval results by Ralood. To further demonstrate the di�erences driven by
re�ned retrieval based on diversity, we continue to explore the visualization results of Ralood, Ralood-Div , and
the samples to be predicted in Figure7. Given that the visualization method in Figure 6 makes it di�cult to
intuitively show the subtle distribution di�erences of the overall sam ples, we use kernel density estimation to
quantify the distribution of the samples after PCA dimensionality red uction [57]. We select three representative
datasets, dynasent, advcivil, and contract nli, for exploration based on the results in Figure 6. These datasets
correspond to three scenarios, datasets with small distribution di�erences, adversarial datasets, and datasets with
signi�cant distribution di�erences.
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Table 4 Statistical information of the generated samples.

SA NER

dynasent semeval sst conll ener wnut

Input tokens 163k 222k 209k 138k 350k 234k

Output tokens 155k 206k 164k 91k 175k 124k

Time (s) per sample 0.4987 0.8047 0.5204 0.5134 0.5886 0.597 5

Usable sample ratio (%) 83.40 70.15 82.33 71.34 55.87 63.80

For the three scenarios, the sample distributions of retrieval results for Ralood and Ralood-Div both cover the
samples to be predicted. This indicates that similar samples can be retrieved from the generated samples, which
helps improve ICL performance. But in Ralood-Div , which does not apply the diversity metric for retrieval, the
distribution space of the samples is smaller compared to Ralood, indicating that the retrieval results are more
homogeneous. This suggests that Ralood can leverage the diversity constraint to obtain a broader range of retrieval
results. For contract nli, although the distribution of the retrieval results can cover the samples to be predicted,
there are still noticeable di�erences. This is because the generated samples still exhibit some di�erences compared
to the samples to be predicted.

5.7 Cost exploration and quality evaluation

Although the visualization con�rms the rationality of the generated samples, another key issue is the cost and
quality of the generated data, which needs to be balanced in the practical application of Ralood. To this end,
we further explore the cost and data quality of generated sampleson the SA and NER tasks, as they represent
classi�cation and generation tasks, respectively.

Cost. To comprehensively explore the application cost of Ralood, we analyze the total number of tokens consumed
during sample generation, the average time taken to generate each sample, and the proportion of usable samples
among all generated samples in Table4. Since the costs of input and output tokens for large models oftendi�er,
we report the number of tokens for both input and output separately. Additionally, the average time reveals the
time cost of calling the API. As for the proportion of usable samples,it re
ects the quality of the API's generated
results to some extent. Experimental results show that the generation cost of Ralood is generally controllable across
di�erent tasks. The average generation time per sample remains between 0.5 and 0.8 s, and the number of input and
output tokens stays within a reasonable range, demonstrating good e�ciency and stability. In practical use, since
the sample generation process can be performed independently ofthe inference phase, the cost and time overhead
introduced by Ralood are acceptable.

Quality. In general, human evaluation remains the gold standard for assessing the quality of text generation,
but it is clearly impractical for large-scale data generation. Therefore, following previous work [58], we conduct a
comprehensive analysis based on four aspects forDS and generated samples: semantic �delity, 
uency, diversity, and
relative average sentence length. Besides, the generated samples in Ralood require a comparison with all samples
from the target domain, rather than just individual target sample s. Therefore, commonly used evaluation metrics
such as ROUGE [59] are not very suitable. The detailed descriptions of the four aspects are as follows.

� Semantic �delity (�delity). Semantic �delity refers to the degree to which the generated text remains semanti-
cally consistent with the original input or reference text. In our evaluation, we quantify the �delity of the generated
samples with respect toDT by computing the average similarity of sample representations obtained from SimCSE.

� Fluency. It measures how natural the generated text is according to a language model. We evaluate the
samples using GPT2-xl and convert the perplexity into a score ranging from 0 to 1 by 1

1e� 5 +0 :2� log(perplexity) . A
lower perplexity indicates more natural language, corresponding to a higher 
uency score.

� Diversity (div 1-gram and div2-gram ). It measures the diversity of generated text by calculating the proportion
of unique n-grams among all n-grams. A text with higher diversity is expected to have a higher ratio. In our
evaluation, we present both 1-gram and 2-gram results.

� Relative average sentence length (length). We consider the lengthof generated samples to be an important
indicator of quality, as previous studies have shown that length canmislead LLMs [60]. Therefore, during the
sample generation process, the length should be kept as close as possible to that of the samples inDT . To facilitate
length comparison, we compute the normalized relative length as 1� j l G � l T j

max( l G ;l T ) , where lG and lT represent the
average lengths of the generated samples andDT , respectively.

Figure 8 demonstrates the comprehensive advantages of the generatedsamples, especially in terms of length,
compared to the source domain data. The generated texts are more semantically related to the target domain,
which further con�rms the observations in Subsection5.6 and suggests the importance of data consistency in OOD
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Figure 8 (Color online) The quality comparison of generated texts an d source domain texts on the two di�erent tasks of SA and NER.

Figure 9 (Color online) Case studies on adv civil and implict hate. Due to the excessive length of the samples in adv civil, we only present
the �rst two samples in the demonstrations.

tasks. Additionally, we found that the samples generated by the LLM do not reduce diversity, which helps Ralood to
derive rich semantics from more diverse samples. Finally, we also observe that the 
uency of the generated samples
on GPT2-xl is slightly inferior to that of the real source domain samples. This is due to the di�erence between the
content generated by large models and real-world text. Overall, the samples generated using large models exhibit
higher quality and are more aligned with the target domain, which further explains the superiority of Ralood.

5.8 Case study

Through further case analysis, we demonstrate how Ralood aids model prediction by selecting better samples in
Figure 9. We choose advcivil because it is a special adversarial dataset that has demonstrated instability in previous
analyses. Additionally, we selected implicthate because its objective is the implicit toxicity within samples, which
is more challenging to predict compared to direct sentiment analysis.
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For adv civil, Ralood can generate \Good plan! Call the Mayor's o�ce and polite ly share your concerns. It's
time for him to keep his promises and listen to the people. Let's show himhow many of us actually care about
Hawaii's future. One minute is all it takes." by LLM. Compared to the sa mples searched by the KNN method,
the generated sample is semantically closer to the sample to be predicted. Therefore, even if advcivil contains
adversarial data, Ralood can still make correct predictions in this scenario. Regarding implict hate, we observe
that the sample \white nationalist" to be predicted is inherently ambig uous, as it often exhibits toxicity in speci�c
contexts, such as the one retrieved by Ralood-Div : \white nationalists just want America to remain a majority white
country." But in the actual dataset, \white nationalist" is consider ed non-toxic. Ralood avoids the frequency of
\white nationalist" being associated with toxic labels through diverse replacements, thereby preventing the LLM
from falling into potential shortcut learning [ 61] that could lead to prediction failures.

6 Conclusion

This paper proposes Ralood, a target-domain-relevant retrieval-augmented framework designed to enhance the OOD
robustness of LLMs in ICL. By encouraging the LLM to generate target-domain-relevant samples, Ralood avoids the
direct use of a source domain that di�ers signi�cantly in distribution, thereby reducing the impact of distribution
inconsistency on ICL. Additionally, retrieval based on con�dence and diversity �lters out high-quality generated
samples for demonstration creation, ensuring the performance of ICL. We conducted experiments on multiple LLMs
and con�rmed that Ralood can achieve performance improvementsin various OOD tasks, even for adversarial data.

Limitations. Ralood requires high-quality generated data, and generating it based on GPT-3.5-turbo can be
costly. Furthermore, there is still room for improvement in Ralood for inference tasks and adversarial data. We
leave this for future work.
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