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Abstract Numerous online videos are transmitted over the Internet via encrypted network traffic. Video traffic identification aims

to identify the encrypted traffic of specific videos, such as harmful videos that promote violence or incite suicide, which is of great

significance to public safety and network regulation. However, the latest improvements in multimedia streaming have rendered existing

identification methods ineffective or impacted. Besides, the complexity of real-world video traffic challenges the capabilities of existing

methods. In this work, we present the first in-depth analysis of multimedia streaming that incorporates a segment-combined mechanism,

revealing the traits of its video traffic and combination patterns. Then, we propose Evi, an efficient method for dynamic video traffic

identification. Evi uses combination patterns learned from the training set to generate video fingerprints from multimedia segments.

During identification, Evi uses both video traffic and fingerprints to build chunk transition graphs, achieving efficient identification by

calculating the multi-source shortest distances on the graphs. Evaluations show that Evi only requires about 35 s of video traffic to

achieve an average accuracy of 0.975 in the open-world experiments. In addition, Evi is robust to video traffic from various streaming

scenarios, such as poor network conditions.
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1 Introduction

In the digital age, watching online videos has become a part of people’s daily lives. As of 2023, on-demand video
traffic accounts for 54% of downstream traffic consumed by users [1]. According to the Ericsson Mobility Report [2],
video traffic constitutes the highest proportion of network traffic across all types of devices, ranging from 35% to 60%.
As the video industry prospers, some videos containing harmful content, such as violence or suicide incitement [3],
are also spreading. Currently, traffic encryption has become a standard practice on the Internet. Since video content
is invisible from the encrypted traffic, it becomes challenging to identify the spread of harmful videos while ensuring
user privacy.

In response to this problem, many academic studies have focused on identifying the traffic of specific videos
from the encrypted network traffic. Existing methods can be categorized into the sequence-based methods [4–9],
probability-based methods [10–13], and deep learning-based methods [14–18]. The common principle underlying
these methods is to exploit the bitrate information contained in the traffic, which is unique to each video. The
distribution of online videos largely adopts the Dynamic Adaptive Streaming over HTTP (DASH) protocol, which
closely correlates the traffic throughput to video bitrate. In DASH, video and audio files are divided into segments
and stored on the server. The client sequentially requests these multimedia segments for continuous playback.

However, the recent advancement in DASH streaming has introduced segment-combined transmission, which
challenges the existing identification methods. It allows the client to dynamically request a combination of multiple
video and audio segments based on real-time conditions. The introduction of this mechanism has two major impacts.
On one hand, traditional video fingerprints are no longer effective, causing more than half of the existing methods
to fail. On the other hand, video traffic presents high dynamics, which degrades the identification performance of
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the remaining methods. To our knowledge, no work has investigated this new transmission mechanism. Therefore,
we conduct the first in-depth analysis of its video traffic (Subsection 4.1) and combination patterns (Subsection 4.2)
through extensive experiments, providing the necessary theoretical foundation and insights for efficiently identifying
dynamic DASH traffic.

In addition, existing methods face many challenges in real-world identification. (1) Multi-coding and multi-
resolution. An online video typically has multiple versions with different codings and resolutions, each corresponding
to different video traffic (Subsection 6.3). (2) Unknown class identification. The classes included in the training set
(i.e., the target videos) are only a small part of all online videos. In real-world scenarios, much of the video traffic
comes from videos outside the training set, i.e., unknown classes. It is unreasonable to classify any video traffic into
a class seen in the training set. This requires the method to be able to identify test samples that do not belong to
known classes and label them as “unknown” (Subsection 6.4). (3) Efficient identification. Video traffic is usually
truncated due to content delivery network (CDN) switching [19] or user playback termination [20]. Achieving
efficient identification with a shorter sample time presents a considerable challenge (Subsection 6.3). (4) Poor
network conditions. Video traffic from poor network conditions will be deformed, accompanied by the corruption,
loss, and retransmission of multimedia chunks, affecting the performance of all methods (Subsection 6.6).

To tackle the above challenges, we propose an efficient method for identifying dynamic DASH video traffic called
Evi. During the training phase, Evi extracts segment information from multimedia file headers and uses it to parse
segment combinations of training samples. Next, Evi calculates the transition probabilities of the combinations and
augments the combination sequences by using a Markov process to construct a video fingerprint library. During
the testing phase, Evi extracts the chunk sequence from video traffic and then uses it to build chunk transition
graphs on the fingerprint library. Finally, Evi employs dynamic programming to calculate the multi-source shortest
distance on the graph, thus achieving efficient video traffic identification. We collected 820 h of video traffic in
various scenarios and designed extensive experiments to evaluate Evi’s performance comprehensively. The results
show that Evi can achieve an average accuracy of 0.975 in the open-world experiment with only about 35 s of traffic.

Our contributions can be summarized as follows.

• This is the first study that analyzes the video and audio segment-combined transmission. We conduct an in-
depth analysis of the differences and long-term similarities of dynamic DASH video traffic (Subsection 4.1), revealing
the statistical and distributional properties of segment combinations (Subsection 4.2).

• We propose a video fingerprinting method based on the Markov process, which can generate small-size finger-
prints while providing the most likely video bitrate information beyond the training set (Subsection 5.2).

• We design an efficient DASH video traffic identification method with excellent generalization ability and ro-
bustness (Subsection 5.4), achieving an average accuracy of 0.975 and 0.923 in the open-world (Subsection 6.4) and
poor network (Subsection 6.6) experiments, respectively.

• We provide seven dynamic DASH video traffic datasets1) collected in various real-world scenarios involving two
segment combination modes with a total of 820 h of streaming traffic (Subsection 6.1).

2 Related work

The academic research on video traffic analysis includes three main research areas: video traffic detection, video
quality of experience (QoE) measurement, and video traffic identification.

Video traffic detection [21–23] aims to distinguish video traffic from encrypted network traffic, which can be
accomplished by general traffic classification methods. Video QoE measurement [24–26] focuses on identifying key
video QoE indicators from traffic, mitigating the impact of encryption on insights into streaming quality. Video
traffic identification [4–18] is designed to identify encrypted video traffic carrying specific videos, a rare content-level
classification. Normally, the encrypted application data are indistinguishable. However, the throughput fluctuations
of DASH video traffic, which reflect the variations of video bitrate over time, enable the possibility of video traffic
identification (see Subsection 4.1).

Although video traffic identification (VTI) is a subfield of traffic classification (TC), general TC methods are not
applicable to VTI tasks. This stems from two important differences.

• Different classification granularity. The TC task is typically a service-level or application-level classification,
while the VTI task is a more fine-grained content-level classification. For example, a TC model identifies YouTube
traffic from network traffic, while a VTI model identifies whether this YouTube traffic comes from a monitored
video set. If so, it further identifies the exact video being transmitted. Different classification granularity results in

1) Please contact us (zhangxiyuan@iie.ac.cn) to get download links for the video traffic datasets.
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different raw traffic features required by the models and different feature extraction. Therefore, the VTI task can
hardly inherit classic TC models.

• Different input traffic. The input of the TC task is application traffic, which records the client’s intensive
requests for multiple network resources (such as text, thumbnails, and style sheets) in a short period. The size and
order of requests are naturally reflected in the sequence of network packets and vary greatly among applications. As
a result, TC methods can learn rich semantic information from packet sequences [27, 28], packet payloads [29, 30],
and flow statistics [31, 32] for classification. In contrast, the input of the VTI task is video traffic, which only
involves requests for multimedia chunks. Most of the packets in video traffic are full-loaded downstream packets.
Therefore, video traffic exhibits poor statistical characteristics. As we demonstrate in Subsection 4.1, the minimum
semantic unit of video traffic is the traffic burst corresponding to a single chunk request. The packet-level features
extracted by TC methods can hardly characterize long-term traffic fluctuations and are, therefore, ineffective in
distinguishing video content. VTI methods focus on video chunk sequences or throughput sequences and can be
divided into matching-based, probability-based, and deep learning-based methods.

(1) Matching-based methods extract video chunk sequences from traffic and achieve classification by measuring
the similarity between the chunk sequence and video fingerprints. Reed et al. [4,5] used a multidimensional kd-tree
to store video segments and used them as fingerprints to calculate the Pearson correlation coefficient with chunk
sequences for classification. Gu et al. [6, 7] designed differential fingerprints of segment sequences to characterize
video bitrate variation and proposed the P-DTW algorithm for partial matching. Wu et al. [8] employed linear
regression to restore the video chunk length and partially matched the chunk sequence with pre-constructed differ-
ential fingerprints. Zhang et al. [9] used chunk sequences as templates to generate candidate sequences on the video
fingerprint library and designed a DTW variant with differential consistency to match sequences.

Matching-based methods can achieve few-shot or even zero-shot classification because they work by measuring
the similarity between traffic and video fingerprints. Matching-based methods commonly adopt the concepts of
differential and partial matching and are thus more robust to traffic noise. In addition, these methods are more
lightweight and efficient than others. They can adapt to changes in the target video set by simply updating the
fingerprint library without collecting new traffic samples and retraining. Unfortunately, the dynamic combination
of video and audio segments undermines the uniqueness of the video fingerprint, making these methods ineffective
or severely affected.

(2) Probability-based methods extract the probability information of video chunks or chunk sequences and cal-
culate the similarity of probability distributions for classification. Dubin et al. [10] transformed a video chunk
sequence into a set and trained the support vector machines (SVM) classifier using the frequency of the chunk set in
each class. Yang et al. [11] constructed Markov chains on chunk sequences. They calculated the average probability
transition tensor for each class and then measured the tensor similarity between the test sample and classes for
classification. Tang et al. [12] used random walks to generate chunk sequences. Then, they converted the chunks
into words by binning them according to size and calculated the macro-micro sentence frequency for classification.
Zhao et al. [13] employed video segments to construct a hidden Markov model, classifying by computing the state
sequence with the highest probability.

Probability-based methods capture the transition relationships among all substructures of a chunk sequence and
have higher data utilization than other methods. Consequently, they can achieve high identification accuracy even
with relatively short sample time. Moreover, their comprehensive exploitation of transition relationships contributes
to higher classification precision. However, the performance of probability-based methods is limited by the diversity
of training data, as they cannot learn transition relationships beyond the observed samples. Besides, the segment-
combined transmission also renders them ineffective or challenged.

(3) Deep learning-based methods utilize raw features reflecting traffic throughput to train neural networks for
classification. Schuster et al. [14] extracted various raw traffic features to train a convolutional neural network
(CNN) for classification. Li et al. [15] compared the performance of CNN, multi-layer perceptron (MLP) and long
short-term memory (LSTM) using the throughput sequences as input and found that CNN had the best robustness.
Khan et al. [16, 17] employed a sequence convolutional neural network (SCNN) to identify video traffic in various
scenarios. Bae et al. [18] proposed a method to estimate the video traffic throughput in the long-term evolution
(LTE) network and then used it to train the CNN model for classification.

Deep learning-based methods offer the best adaptability to raw traffic features and can automatically extract
chunk-level traffic characteristics. Raw traffic features commonly used include upstream, downstream and total
bytes per second or packets per second, without the need for detailed traffic parsing. However, segment-combined
transmission makes the distribution of traffic samples in the feature space more discrete, significantly affecting these
methods’ performance in open-world identification. In addition, shorter sample time can easily lead to overfitting
in model training.
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Table 1 Summary of video traffic identification methods and their capability evaluation. #: The method is ineffective.  : The method is

effective. X: Capable. △: Impacted. ×: Failed. a) Since deep learning-based methods all utilize 1D-CNN and have similar structures, we use

the latest work to represent them.

Method

Effective for

dynamic DASH

video traffic

Segment-combined transmission Challenges in real-world identification

Separate

combination

Integrated

combination

Multi-coding &

multi-resolution

Unknown class

identification

Efficient

identification

Poor network

conditions

Reed [4, 5] # × × X × × △

Gu [6, 7] # × × X X × △

Zhang [9] # X × X X △ △

Tang [12] # X × X × X △

Zhao [13] # × × X X △ △

Wu [8]  △ △ X × X △

Dubin [10]  △ △ △ X △ △

Yang [11]  △ △ △ × △ △

Bae [18]a)  △ △ △ △ × △

Evi  X X X X X △

Research gap. Table 1 [4–13,18] summarizes the existing identification methods and intuitively compares their
capabilities. There are two modes of segment-combined transmission (Subsection 4). The separate combination
mode combines segments into either video or audio chunks, while the integrated combination mode combines the
video and audio segments into unified chunks. On the one hand, segment-combined transmission renders existing
methods ineffective or impacted. On the other hand, as mentioned in Subsection 1, the complex and diverse video
traffic in the real world will affect the performance of all identification methods.

3 Preliminaries

In this section, we briefly overview multimedia compression, encapsulation, and distribution technologies, providing
the necessary expertise for analyzing and identifying video traffic.

Video coding is a data compression technique designed to reduce the size of video files by encoding similar pixels
within and between video frames. Common video coding algorithms include AVC [33], VP9 [34] and AV1 [35], which
are widely used for encoding online videos. Developed in the early 2000s, AVC offers a reasonable compression rate
and compatibility. VP9 is an open-source algorithm developed by Google with a higher compression rate. As the
successor to VP9, AV1 further enhances compression efficiency, although it results in greater decoding overhead. In
addition, the variable BitRate (VBR) strategy is widely adopted in online video encoding. It allows the algorithm
to allocate bitrates dynamically, reducing video size while ensuring quality.

Multimedia container format is a specification for encapsulating encoded multimedia data and its related meta-
data. FMP4 [36] and WebM [37] are container formats explicitly designed for streaming. Since the multimedia
data are usually transmitted in segments, FMP4 and WebM contain index components that record segmentation
information, namely the sidx box and the cues element. The index component can provide the video client with
each segment’s duration and byte offset, facilitating random access to multimedia data.

Multimedia streaming protocol specifies how to distribute multimedia data over the network. The dynamic
adaptive streaming over HTTP (DASH) [38] protocol has been widely adopted due to its efficiency and flexibility.
In DASH, each online video has multiple video files with different codings and resolutions, with each file divided into
segments and stored on the server (see Figure 1). During streaming, the client first requests the media presentation
description (MPD) file to obtain segmentation information and then sequentially requests each segment for playback.
When the network condition changes, the client can request segments at different resolutions to switch video quality.

DASH streaming typically presents two phases: the startup phase and throttling phase. Figure 2 shows how
the buffer level and video download rate change over time when playing two YouTube videos. During the startup
phase, the client frequently requests large amounts of multimedia data to fill the buffer and ensure smooth playback.
During the throttling phase (highlighted in gold), once the buffer reaches a threshold, the client adjusts the size
and frequency of requests to maintain the buffer level.
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Figure 1 (Color online) Simplified DASH streaming process. The

client sequentially requests video segments for continuous playback.

Figure 2 (Color online) Buffer level and video download rate over

time when DASH streaming two YouTube videos at different resolu-

tions.

Figure 3 (Color online) Two segment combination modes. The blue

and red bars represent video and audio segments, marked as v and a.

A chunk of m video and n audio segments is denoted as mvna.

Figure 4 (Color online) Play the same YouTube video at the same

resolution under the same network condition for 5 min. The purple

lines represent the download rate of video flows.

4 Analysis of segment-combined transmission

An inherent drawback of DASH streaming is that each segment requires an individual request, resulting in a
substantial amount of client-server interactions. Leading video platforms like YouTube have begun to explore
segment-combined transmission to enhance streaming efficiency and flexibility further. There are two modes for
segment-combined transmission, as illustrated in Figure 3. In a separate combination mode, video and audio
segments are combined into video and audio chunks independently. In integrated combination mode, video and
audio segments are combined into unified multimedia chunks, although separate video or audio chunks are also
allowed. Note that the size of a unified multimedia chunk approximates but does not equal the sum of the segments
due to the additional structure required to pack video and audio segments encoded with different algorithms.

Segment-combined transmission renders video traffic highly dynamic, particularly in the integrated combination
mode. The introduction of audio segments increases the randomness of multimedia chunks, thereby diminishing the
correlation between chunk size and video bitrate. Based on our ongoing observations, YouTube has switched from
the separate combination to the integrated combination mode in the first half of 2024. Therefore, we conducted an
in-depth analysis of the video traffic and combination patterns of segment-combined transmission using YouTube
as a case study.

4.1 Video traffic

To analyze the impact of segment-combined transmission on video traffic, we play the same YouTube video three
times in the same network condition. We extract the video flows and use the download rate to intuitively present the
traffic shape, as shown in Figure 4. We also mark the amount of data downloaded each time during the throttling
phase. We summarize our findings as follows.

• There are obvious differences in the video traffic of the same video. The results show that DASH video traffic is
bursty due to intermittent requests from the client, with each traffic burst (peak) corresponding to the download of
a chunk. There are many differences in the size and time intervals of traffic bursts during the three video playbacks.
This phenomenon indicates that the client requests different combinations of segments, resulting in dynamic traffic
patterns for the same video.
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Figure 5 (Color online) Correlation between DASH video traffic throughput and original video bitrate. The upper part illustrates the video

flow’s download rate over time when playing the experimental YouTube video. Each traffic burst corresponds to the download of a multimedia

chunk. The lower part displays how the experimental video’s original video and audio bitrate vary over track time. The playback range of video

segments contained in each traffic burst is labelled on the video track using numbers.

Figure 6 (Color online) Heatmaps of video traffic samples and their gradient-weighted class activation mappings (Grad-CAM). The left three

traffic samples are from three videos transmitted in the separate combination mode, while the right three are from videos transmitted in the

integrated combination mode. Note that we have performed linear interpolation to upsample the Grad-CAMs to match the input dimensions,

so their activated regions suffer from slight stretching distortions.

• The video traffic of the same video exhibits a long-term similarity. As shown in Figure 4, the long-term traffic
shapes of the three video flows display a similar trend, which is more evident in the throttling stage. Such similarity
arises from their reflection of the bitrate fluctuations of the same video. The lower half of Figure 5 shows the original
bitrate of the experimental video before decoding. It is clear that the long-term variation trends of the three video
flows are consistent with the change of the video bitrate, approximately presenting an M-shape.

The correlation between the long-term trend of traffic throughput and video bitrate arises from the segmentation
of videos by the DASH protocol, which actually samples the video bitrate. The ratio of a segment’s size to its
duration represents the average video bitrate during that period. Since segments are of similar duration, the
sequence of segment sizes, ordered by playback time, closely mirrors the video bitrate trend. In the standard DASH
protocol, each traffic burst corresponds to a segment request. Therefore, fluctuations in traffic throughput reflect
the sizes of individual segments, which are directly correlated to the video bitrate.

In DASH with segment-combined transmission, each traffic burst corresponds to a group of adjacent segments,
referred to as a chunk. Since chunks are requested sequentially in playback order, the traffic throughput still
approximately reflects the video bitrate over consecutive periods of unequal duration. To illustrate this relationship,
we played the above experimental video and plotted its download traffic in the upper half of Figure 5. The original
video and audio bitrates before decoding are shown in the lower half. We parsed all video segments contained in
each traffic burst (i.e., chunk) and marked their playback time range on the video track. We ignored the relatively
low and uniform audio bitrate. The experimental results clearly show each traffic burst and the video bitrate in
its corresponding period. Notably, the DASH segments of a given video are fixed, and the possible combinations of
adjacent segments are limited. Since each video has a unique bitrate shape, the set of possible chunk sizes and their
transitions on the playback timeline are also limited and unique. This means that variations in traffic throughput
are constrained by the video bitrate and tend to follow its long-term trend.

To analyze the role of traffic bursts in video traffic identification, we trained a neural network model and com-
puted gradient-weighted class activation maps (Grad-CAM) to visualize the key regions that affect the classification
decisions. Referring to the latest work [18], we constructed a 1D-CNN model that inputs raw traffic volume se-
quences. The training samples were drawn from the SC-Main and IC-Main datasets (Subsection 6.1), corresponding
to the video traffic in separate combination and integrated combination modes, respectively. Figure 6 shows the
input heatmaps of six test samples from different classes and their Grad-CAMs. Note that we performed linear
interpolation to upsample the Grad-CAMs to match the input dimensions. As a result, Grad-CAMs suffer from
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Table 2 Statistics of segments and chunks in segment-combined transmission. ANV/ANA denotes the average number of video/audio segments

in a multimedia chunk. ARI denotes the average request interval of multimedia chunks.

Video parameters Video segments Audio segments Chunks in startup phases Chunks in throttling phases

Coding Resolution Avg.len (KB) Avg.durv (s) Avg.len (KB) Avg.dura (s) Avg.size (KB) ANV ANA ARI (s) Avg.size (KB) ANV ANA ARI (s)

AV1

480p 277 5.3 152 10 696 1.90 1.08 5.05 359 1.01 0.54 5.14

720p 534 5.3 152 10 1155 1.85 1.06 4.89 863 1.34 0.72 6.45

1080p 969 5.3 152 10 1991 1.87 1.07 5.14 4471 4.14 2.23 21.25

VP9

480p 291 5.2 152 10 736 1.92 1.09 5.14 358 1.00 0.52 5.18

720p 567 5.2 152 10 1237 1.88 1.07 5.08 2166 3.21 1.71 16.24

1080p 979 5.2 152 10 1978 1.83 1.05 5.18 4647 4.35 2.36 21.92

slight stretching distortions.

The activated regions in Grad-CAMs indicate that the corresponding regions of the input samples play a key
role in the classification decision. The results show that, regardless of the combination mode, the activated regions
almost align with the highlighted regions in the sample heatmaps, namely, traffic bursts. This confirms that traffic
bursts containing local bitrate information are vital to distinguishing different videos. Moreover, samples of different
classes have different activation distributions, indicating that the model captures class-specific local bitrate features
and leverages them for classification.

For samples from the separate combination mode, the model automatically focuses on the traffic bursts from the
throttling phase. This is because the segment combinations in this phase are relatively simpler (Subsection 4.2), thus
resulting in more representative temporal patterns that enable the model to extract more stable and discriminative
features. In contrast, for samples from the integrated combination mode, their activated regions are more diffuse.
This phenomenon indicates the model is less confident in classification because the chunk sizes and time intervals
in the integrated combination mode are more diverse. Furthermore, the model refers to all traffic bursts in both
the startup and throttling phases for discrimination. The activated regions in the startup phase are more diffuse as
the segment combinations in this phase are highly dynamic (Subsection 4.2), which makes it challenging to learn
stable features.

In summary, segment-combined transmission brings dynamic video traffic, making the size and time interval of
traffic bursts diverse. However, the burst size and its temporal information of video traffic still reflect the video
bitrate fluctuation, which are the key features for identifying dynamic video traffic.

4.2 Combination pattern

To explore the combination patterns, we focus on the statistical and distributional properties of the segment
combinations. We developed an automated program to collect streaming data from three levels simultaneously.
First, we use Selenium [39] to operate a web browser and play YouTube videos while continuously recording the
playback parameters. Then, we employ mitmproxy [40] to proxy network traffic and thereby obtain the transmitted
multimedia chunks. Finally, we use Tshark [41] to capture the encrypted traffic and store it as pcap files.

(1) Statistics of segment combinations. We use 1200 samples from the IC-Main dataset to study the
statistical properties of the segment combinations, as shown in Table 2. By analyzing the statistical results, we
have summarized the following findings.

• There is an upper limit on the number of segments in a multimedia chunk. DASH streaming restricts the
amount of data per request to avoid excessive downloading. Our statistics show that a YouTube multimedia chunk
contains at most six video segments or three audio segments.

• The number of buffered segments imposes a constraint on new combinations. Whether in the startup or
throttling phase, the ratio of ANV to ANA is always close to the ratio of Avg.dura to Avg.durv. This is because
DASH streaming ensures that the buffered video and audio durations are relatively close. Therefore, the number
of buffered segments affects the segment combination of the next chunk.

• The combination pattern in the startup phase maintains a steady growth in the buffer level. In the startup
phase, regardless of the coding and resolution, the ANV, ANA, and ARI values fluctuate within a narrow range,
showing a high consistency. A multimedia chunk contains 1.87 video segments and 1.07 audio segments on average.
This implies that the client requests about 10 s of multimedia data approximately every 5 s, making the buffer level
grow at a relatively consistent rate.

• The combination pattern in the throttling phase maintains a constant buffer level. In the throttling phase,
regardless of the coding and resolution, the average playback duration of a multimedia chunk (i.e., ANV×Avg.durv)
is almost consistent with the ARI value, indicating that the consumption and filling of the buffer maintain a dynamic
balance.
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Figure 7 (Color online) Distribution of segment combinations when playing video A and video B multiple times at different resolutions (480p

& 1080p) with the same coding (VP9). Each scatter point in the figure represents a requested multimedia chunk. Its position on the x-axis

indicates the request time, while its position on the y-axis (such as na between mv and (m + 1)v) indicates that the chunk consists of m video

and n audio segments. The histogram along the x-axis shows the request density of multimedia chunks. The marginal distribution along the

y-axis shows the probability density distribution of segment combinations in the first 60 s.

Figure 8 (Color online) Distribution of segment combinations when playing video C and video D multiple times at the same resolution (720p)

with different codings (AVC & AV1). Each scatter point in the figure represents a requested multimedia chunk. Its position on the x-axis

indicates the request time, while its position on the y-axis (such as na between mv and (m + 1)v) indicates that the chunk consists of m video

and n audio segments. The histogram along the x-axis shows the request density of multimedia chunks. The marginal distribution along the

y-axis shows the probability density distribution of segment combinations in the first 60 s.

(2) Distribution of segment combinations. We conduct multi-round playback experiments on four YouTube
videos labeled as A–D to study the distribution of segment combinations. Each video was played five times in each
pair of coding and resolution. We parse the composition of all multimedia chunks in each playback and present
them by request time in Figures 7 and 8. A chunk consisting of m video and n audio segments is denoted as mvna,
and its height on the y-axis corresponds to na between mv and (m + 1)v. By analyzing the experimental results,
we have summarized the following findings.

• For all videos, the distribution of segment combinations varies significantly in the two streaming phases. The
chunks in the startup phase are primarily distributed in the 1v–4v areas, regardless of the coding or resolution. This
is because the client needs to employ more diverse segment combinations to achieve steady growth in the buffer
level. Chunks in the throttling phase are either mainly distributed in the 1v–2v area or mainly in the 4v–5v area.
Due to the adaptive resolution of DASH, a lower resolution in the throttling phase usually means lower network
bandwidth. To maintain a stable buffer level, the client requests fewer segments each time to ensure the timely
delivery of multimedia data. Conversely, at higher resolutions, the client requests more segments at a time to reduce
the request frequency while easily maintaining the buffer level.

• For the same video, the distributions of segment combinations in the startup phase are similar but slightly
different. For instance, the marginal distribution of video A along the y-axis in Figure 7 shows that the VP9-480P
and VP9-1080P chunks are both distributed in the 1v–4v areas, with similar distribution. Focus on the 2v area; the
VP9-480P chunks have more 2v0a, 2v1a and 2v2a combinations. Two factors contribute to the similarity. First,
the DASH protocol requires that different versions of the same online video be segmented in the same way. This
means that the duration of any k-th video segment is identical for all versions. Second, the buffering strategy of
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Figure 9 (Color online) The overall workflow of Evi.

DASH streaming in the startup phase fills the buffer at a constant rate. Considering both factors, namely (i) the
client-controlled buffer grows at a constant rate and (ii) the consistent segmentation across versions, they together
make it likely for the client to select similar segment combinations for the same video during the startup phase.

• For different videos, the distributions of segment combinations in the startup phase are quite different. For
example, the marginal distributions of video C and video D in Figure 8 are different in shape and peak, where
video D has more chunks in the 1v and 4v areas, while video C has more in the 3v area. Since different videos
are segmented at different time intervals, their segment durations differ. Consequently, the client tends to select
different segment combinations when filling the buffer at a constant rate.

In summary, the segment combination patterns differ between the startup and throttling phases due to different
buffering strategies. In the startup phase, segment combinations at different codings and resolutions are distributed
within the same few areas. Segment combinations from the same video have similar distributions, while those from
different videos differ significantly in distribution. In addition, there is an upper limit and constraint on the number
of segments in a chunk to ensure stable DASH streaming and smooth video playback.

5 Methodology

In this section, we begin by providing a brief overview of the video traffic identification task and Evi’s workflow.
Then, we elaborate on the three critical components of Evi.

5.1 Overview

Problem definition. The task goal is to identify which online video the encrypted video traffic comes from. We
define a set of video coding and resolution pairs as CR = {cr1, cr2, . . . , crW }, where each cri represents a specific
pair of coding and resolution, such as AV1-720p. Let the target video set V consist of T online videos, denoted as
V = {v1, v2, . . . , vT }, with each video having multiple codings and resolutions, denoted as vi = {v

crj
i | j ∈ [1,W ], j ∈

Z}. Assume a test sample set H = {xk}, where each xk represents the network traffic of a video playback. Our
method Evi predicts a class label l for each xk shown as

Evi(xk) = l, l ∈ {v
crj
i | i ∈ [1, T ], j ∈ [1,W ], i, j ∈ Z} ∪ {u}, (1)

where l = v
crj
i indicates the predicted video label, while l = u indicates an unknown class, meaning the transmitted

video does not belong to set V .
The overall workflow of Evi consists of three parts (Figure 9): video fingerprint construction (Subsection 5.2),

chunk sequence extraction (Subsection 5.3), and video traffic identification (Subsection 5.4). In the training phase,
Evi learns segment combination patterns from training samples and uses them to generate diverse chunk sequences on
a pre-built segment library and construct video fingerprints. In the testing phase, Evi extracts chunk sequences from
encrypted video traffic and builds chunk transition graphs through the fingerprint library. Finally, Evi calculates
the multi-source shortest distances on graphs to achieve efficient identification.

5.2 Video fingerprint construction

A video fingerprint records the size and timing of multimedia chunks that are most likely to appear when playing a
video. A crude way to construct a video fingerprint is to enumerate all possible segment combinations exhaustively.
Unfortunately, this would result in highly bloated fingerprints and degrade the identification performance, since
many combinations never appear in practice. Evi addresses this problem by learning combination patterns from
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training samples to generate the most likely multimedia chunks for fingerprint construction. The process involves
four modules: segment extraction, combination parsing, sequence augmentation, and fingerprint generation.

(1) Segment extraction. This module extracts the segment length sequences for each video and audio file and
stores them in a segment library. According to the DASH protocol, segmentation information for multimedia files
is recorded in the publicly available MPD file (Section 3). However, leading video platforms have abandoned the
above approach [9]. As a result, we calculate the segment lengths from the index component of the multimedia
file header (Section 3). For the FMP4 format, segment lengths are obtained from the referenced size fields in the
sidx box. For the WebM format, segment lengths are obtained by calculating the differences between adjacent
cue cluster position in each cues element.

Typically, multiple video files of an online video share the same audio file. Therefore, for each video vi in set
V , we extract the segment length sequences of its audio (ai) and all video (v

crj
i ) files. Finally, we store all the

sequences in a segment library.
(2) Combination parsing. Evi uses the sequences of multimedia chunks generated by playing videos as

training samples, which are obtained from the decrypted HTTP responses (Subsection 4.2). This module parses the
segment combination of each chunk in a training sample. Let C = (ct, ct+1, . . . , cL) denote the current chunk size
sequence. Let Sv = (svk, s

v
k+1, . . . , s

v
M ) and Sa = (saw, s

a
w+1, . . . , s

a
N) denote the current video and audio segment

length sequences. The goal can be summarized as parsing the combination pvqa of chunk ct, including the first
p video and q audio segments. As mentioned in Section 4, additional packaging can cause a discrepancy between
the chunk size and the sum of segment lengths. We have observed that such discrepancies are quite inconsistent.
Consequently, taking the optimal combination with the smallest discrepancy as the parsing result for ct is wrong
in many cases. To address this problem, we introduce a metric to choose between the optimal and suboptimal
combinations.

We employ the function F(p, q, k, w, c) to measure the absolute error between the current combination pvqa and
chunk c, referring to

F(p, q, k, w, c) =

∣

∣

∣

∣

∣

k+p−1
∑

i=k

s
v
i +

w+q−1
∑

j=w

s
a
j − c

∣

∣

∣

∣

∣

, p ∈ [0, maxv], q ∈ [0, maxa], p, q ∈ Z, (2)

where the maxv and maxa denote the maximum number of video and audio segments in a chunk (Subsection 4.2).
We first calculate the optimal and suboptimal segment combinations for chunk ct, identified as (p0, q0) and (p1, q1)
shown as

(p0, q0) = argmin F(p, q, k, w, ct), (p1, q1) = argmin
p 6=p0 or q 6=q0

F(p, q, k, w, ct). (3)

Then, we calculate the optimal combinations (m0, n0) and (m1, n1) for the next chunk ct+1 shown as

(m0, n0) = argmin F(p, q, k + p0, w + q0, ct+1), (m1, n1) = argmin F(p, q, k + p1, w + q1, ct+1). (4)

Finally, if the sum of F(p0, q0, k, w, ct) and F(m0, n0, k+p0, w+ q0, ct+1) is less than the sum of F(p1, q1, k, w, ct)
and F(m1, n1, k + p1, w + q1, ct+1), then the segment combination of ct is considered to be (p0, q0), otherwise it is
(p1, q1). The above parsing strategy is applied to each chunk in sequence C to ascertain all segment combinations.

(3) Sequence augmentation. This module aims to learn combination patterns from training samples and
generate diverse combination sequences via the segment library. As shown in Figure 10, a training sample is
represented as a sequence of segment combinations, where each pair of (p, q) denotes the number of video and audio
segments in a chunk. To achieve efficient identification, we retain only the first N combinations of each sequence,
which correspond to the multimedia chunks in the startup phase. Recall that segment combinations of the same
video have similar distributions in the startup phase (Subsection 4.2). Therefore, we leverage a first-order Markov
chain to capture the transition relationship of the segment combinations on multiple samples of a video.

We map each combination (p, q) to a finite state si, where i = p · (maxa + 1) + q. The size of the state space is
denoted as T = (maxv +1) · (maxa + 1), since the combination of 0vqa and pv0a is allowed. The function ϕ(si, sj)
represents the number of transitions from state si to sj across all state sequences. We use

pij =
ϕ(si, sj)

∑T

k=0
ϕ(si, sk)

(5)

to approximate the probability pij of transitioning from state si to sj .

Thus, the state transition matrix of a video vcrmk can be denoted as P vcrm
k = [ p

vcrm
k

ij ]T×T . Although this matrix

can be used to generate new sequences, they are not diverse enough. Fusing more combination patterns into P vcrm
k
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Figure 10 (Color online) Extracting state transition probabilities from combination sequences of video k (AV1-720p).

Figure 11 (Color online) Comparison of the state transition matrix P and the generator matrix G of the same video. λ = 0.4.

Algorithm 1 Sequence augmentation-combination sequence generation.

Input: Generator matrix: G = [gij ]T×T ; Markov process: Fmp; sequence length: N ; initial state: sr ; max number of audio segments: maxa;

average duration of video/audio segments: durv/dura; error threshold ǫ.

Output: New combination sequence C = ((p1, q1), (p2, q2), . . . , (pN , qN )).

1: New state sequence S ⇐ (sr); current state sc ⇐ sr ; new combination sequence C ⇐ ();

2: for each i ∈ [1, N) do

3: sc ⇐ Fmp(sc, [gc1, gc2, . . . , gcT ]); \\ Generate the next state based on the probability transition vector.

4: S ⇐ (S, sc);

5: end for

6: for each n ∈ [1, N ] do

7: pn = ⌊S[n]/(maxa)⌋; qn = S[n] mod maxa; \\ Convert state S[n] into combination (pn, qn).

8: if
∑n

i=1 qi · dura −
∑n

i=1 pi · durv ∈ [−ǫ, ǫ] then

9: C ⇐ (C, (pn, qn)); \\ Sequence C is valid after appending the current combination (pn, qn).

10: else

11: goto line 1; \\ Regenerate a new state sequence.

12: end if

13: end for

14: return C.

can effectively mitigate the above problem. Specifically, we calculate a global state transition matrix P crm in the
same way for all videos with coding and resolution crm, and then construct the generator matrix Gvcrm

k for video
vcrmk concerning

G
v
crm
k = [ g

v
crm
k

ij ]T×T , gij =















p
v
crm
k

ij + p
crm
ij ,

T
∑

u=0

p
v
crm
k

iu = 0 or
T
∑

u=0

p
crm
iu = 0,

λ · p
v
crm
k

ij + (1− λ) · pcrmij , otherwise,

(6)

where the fusion coefficient λ represents the weight of the current video’s transition matrix. Figure 11 compares a
video’s transition matrix P and generator matrix G. It is evident that the generator matrix G not only preserves
the transition patterns of the current video but also has richer transition relationships.

Finally, we use the generator matrix G to generate new combination sequences for video vcrmk . Algorithm 1
describes a single generation process in detail. We randomly select a state sr from all initial states and then use
G to generate a new state sequence S through the Markov process. The generated sequence S may not always be
valid, as DASH streaming ensures that the buffered video and audio durations are close (Subsection 4.2). Therefore,
we check the validity of the combination sequence C while converting the sequence S into C chunk by chunk. The
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Figure 12 (Color online) The encapsulation process of a multimedia chunk in TLS 1.3 + HTTP chunked transfer encoding.

values of durv and dura are usually constants for a video platform (Table 2), while the value of ǫ is empirically
taken as 2 · dura.

(4) Fingerprint generation. This module utilizes all combination sequences of a video, including train-
ing samples and generated sequences, to develop its video fingerprint. Given a combination sequence C =
((p1, q1), . . . , (pN , qN )) = (c1, . . . , cN ), let (0, p1−1) denote the index range of video segments of the first combination

c1. By analogy, for k > 2, the index range corresponding to the combination ck is (
∑k−1

i=1 pi,
∑k

i=1 pi − 1) = (τsk , τ
e
k ).

We calculate the index range of each combination in all sequences of video vcrmk and then define the set of all chunks

as the video fingerprint fvcrm
k = {(ci, τ

s
i , τ

e
i ), i ∈ Z}. We generate a fingerprint for each video vcrmk and store it in

the fingerprint library.

5.3 Chunk sequence extraction

Evi extracts the chunk size sequences from the video traffic as test samples, which involves three modules: traffic
division, chunk size calculation, and sequence deduplication.

(1) Traffic division. This module divides the video traffic into multimedia chunks. We use the traffic quintuple
to define a flow (i.e., src/des ip, src/des port and protocol). Each traffic burst of a DASH video flow represents
a transmitted chunk (Figure 4), as the clients make requests intermittently. Therefore, we group all downstream
packets between two upstream packets into the same chunk.

(2) Chunk size calculation. This module calculates the size of each chunk from the encrypted video traffic. As
shown in Figure 12, the payload sum of TCP packets does not equal the size of the multimedia chunk because the
chunk is segmented, encapsulated, and encrypted layer by layer. Some previous studies [12,42] use linear regression
to estimate chunk sizes by leveraging the correlation between chunk sizes and the payload sums. In our scenario, we
calculate the chunk sizes directly from the encrypted traffic. First, we parse the TLS records from the TCP packets
and remove the fixed-length TLS headers to obtain the TLS payloads. The payload encapsulation and encryption
by the TLS protocol introduce an additional fixed length of 17 bytes, which is mainly attributed to two aspects. On
the one hand, common TLS implementations do not perform data compression to prevent the CRIME attack [43].
On the other hand, the preferred TLS cipher suites [44] mainly use two encryption authentication modes, AES GCM

and ChaCha20 Poly1305, which generate the ciphertext of the same length as the plaintext. A one-byte content
type is appended to the payload before encryption, and a 16-byte message authentication code (MAC) is appended
after encryption. Therefore, we subtract 17 bytes from the TLS payload sizes to calculate the HTTP chunk sizes.
Note that a TLS payload smaller than 214 bytes corresponds to one HTTP chunk, while a payload larger than 214

bytes, together with its adjacent payloads, corresponds to one HTTP chunk. Finally, we remove the HTTP header
and control chunks, and then add up the remaining HTTP chunks to obtain the size of the multimedia chunk.

(3) Sequence deduplication. This module removes duplicate chunks in the sequence based on the chunk size.
When the network condition is poor, the client may request a chunk repeatedly.
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Figure 13 (Color online) Construction of a chunk transition graph G using a chunk sequence C and a video fingerprint f .

5.4 Video traffic identification

Evi identifies video traffic by finding the video fingerprint most likely to produce a given chunk sequence. Specifically,
Evi uses the chunk sequence and a fingerprint to construct a chunk transition graph. The shortest distance from
the first to the last layer of the graph is then calculated to assess the matching degree between the sequence and
fingerprint, which is subsequently used for class label prediction. The above process involves three modules: chunk
transition graph construction, shortest distance calculation and classification.

(1) Chunk transition graph construction. This module constructs a chunk transition graph G using the
chunk sequence C and video fingerprint f . Given a chunk sequence C = (c1, . . . , cN ) and a fingerprint f =
{(c, τs, τe)}, define the node set Vi = {c〈i,k〉 ∈ f,

∣

∣c〈i,k〉 − ci
∣

∣ 6 δ} of the i-th layer of the graph G, representing
all chunks c〈i,k〉 in the fingerprint f that match ci. For example, in Figure 13, c1 matches c〈1,1〉 to c〈1,4〉 in f ,
constituting the first layer’s four nodes. Considering the error between the chunk size and the sum of segment
lengths (Subsection 4), two chunks are deemed a match if their absolute error is less than δ. The above process
can transform the chunk sequence C into a hierarchical directed graph, whose edges point from the nodes in the
previous layer to those in the next layer (refer to Figure 13). The edge weight

⇀
w is defined as

⇀
w(c〈m,u〉,c〈n,k〉) =

{

∞, n = m+ 1, τs〈n,k〉 < τe〈m,u〉 + 1,

τs〈n,k〉 − τe〈m,u〉 − 1 , n = m+ 1, τs〈n,k〉 > τe〈m,u〉 + 1.
(7)

The edge weight represents the temporal distance between two chunks on the playback timeline, measured by the
difference in their video segment indices. If two chunks are consecutive, the distance between them is zero. If the
start time of chunk c〈n,k〉 is earlier than the end time of chunk c〈m,u〉, there should be no edge between them (i.e.,
the edge weight is infinite).

(2) Shortest distance calculation. This module aims to calculate the distance of the shortest path from the
first to the last layer in graph G, which reflects the matching degree between the sequence and the fingerprint. The
above goal can be formulated as a special multi-source shortest path problem in graph theory. Classic algorithms
in graph theory that find the shortest distances between all nodes are too computationally expensive for our task.
Inspired by the decoding problem in the hidden Markov model (HMM), we leverage dynamic programming based
on the Viterbi algorithm to solve it quickly. For any node c〈n,k〉, we use the variable dist(c〈n,k〉) to represent the
shortest distance from the first-layer node to it. We set the shortest distances of the first-layer nodes to zero, denoted
as dist(c〈1,k〉) = 0. Starting from the second-layer nodes, we apply Eq. (8) to calculate the shortest distance of each
node and record it in the variable dist(c〈n,k〉). After calculating the shortest distances of the last-layer nodes, we
select the minimum value among them, i.e., D(V1, VN ) = min(dist(c〈N,k〉)), c〈N,k〉 ∈ VN , as the shortest distance of
graph G from the first layer to the last layer.

dist(c〈n,k〉) = min(dist(c〈m,u〉) +
⇀
w(c〈m,u〉,c〈n,k〉)) , c〈m,u〉 ∈ Vm. (8)

Figure 14 illustrates a concrete example of calculating the shortest distances for nodes in layer n. According
to the recursive equation (8), for the node c〈n,1〉 in layer n, we examine all possible paths to it from nodes in
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Figure 14 (Color online) Illustration of the shortest distance calculation and the shortest path backtracking. The left shows the recursive

process of calculating the shortest distances at the n-th layer; the right shows backtracking the shortest path from the N-th layer.

the previous layer m. We calculate the cumulative cost of each path as dist(c〈m,u〉) +
⇀
w, where

⇀
w denotes the

corresponding edge weight. We select the minimum value among them to update the shortest distance dist(c〈n,1〉)
and record the corresponding path as the shortest path to node c〈n,1〉 (e.g., c〈m,2〉 − c〈n,1〉 in the figure). Next, we
repeat the same operation for other nodes in layer n, thereby obtaining all the shortest paths from layer m to layer
n. When all nodes in the last layer (layer N) have been processed using the above recursive procedure, we identify
the minimum value among dist(c〈N,k〉) as the shortest distance D(V1, VN ) from the first to the N -th layer nodes.
Suppose D(V1, VN ) = dist(c〈N,3〉); we can trace back from node c〈N,3〉 and eventually restore a complete and unique
shortest path.

The rationality of the recursive equation (8) originates from an important lemma: the sub-path of the shortest
path is also the shortest path. As shown in Figure 13, given a chunk transition graph G, assume that the shortest
path from the first-layer node to node c〈4,2〉 is c〈1,2〉 − c〈2,1〉 − c〈3,3〉 − c〈4,2〉. Below we prove that the shortest path
to node c〈3,3〉 must be c〈1,2〉 − c〈2,1〉 − c〈3,3〉. Suppose there exists another shortest path c〈1,3〉 − c〈2,3〉 − c〈3,3〉 for
node c〈3,3〉, then the shortest path of node c〈4,2〉 should be c〈1,3〉 − c〈2,3〉 − c〈3,3〉 − c〈4,2〉. This inference contradicts
the given assumption, indicating that the assumption that another shortest path exists for node c〈3,3〉 is not valid
(proof by contradiction). Next, we prove the validity of equation (8). For any node c〈n,k〉, regardless of which node
c〈m,u〉 in the previous layer the shortest path of it passes through, the lemma implies that this path must include
the shortest path of node c〈m,u〉. Each node c〈m,u〉 in the M -th layer provides exactly one shortest path for c〈n,k〉.

Therefore, the shortest distance of node c〈n,k〉 is the minimum value of the dist(c〈m,u〉) +
⇀
w(c〈m,u〉,c〈n,k〉), that is,

Eq. (8).
(3) Classification. We first describe the usual classification process in detail and then elaborate on improvements

in practice. For a chunk sequence C = (c1, . . . , cN ), we first filter fingerprints that can match all chunks in C, then
calculate the shortest distance Df (V1, VN ) on each fingerprint. Let minDf(V1, VN ) denote the minimum shortest
distance. If minDf (V1, VN ) exceeds the unknown class threshold θ, the test sample is classified as the unknown
class. Otherwise, it is classified into the video fingerprint with minDf (V1, VN ).

However, sequence C may suffer from chunk loss and chunk corruption, especially under poor network conditions.
Chunk loss will slightly increase the value of minDf(V1, VN ), which can be addressed by setting an appropriate
unknown class threshold θ. Chunk corruption affects the shortest distance calculation over the entire sequence C.
Therefore, we use a sliding window to divide C into multiple subsequences and calculate the shortest distance and
the classification result for each subsequence. For instance, for a sequence C of length 6, we calculateminDf (V1, V4),
minDf(V2, V5), and minDf (V3, V6). Finally, we use majority voting to obtain the classification result of
sequence C.

6 Experiments

In this section, we have conducted extensive experiments to evaluate Evi’s identification performance. The compar-
ative study (Subsection 6.3) confirms Evi’s capability to identify video traffic of different codings and resolutions.
The open-world study (Subsection 6.4) tests Evi’s generalization ability and practicality with cross-network samples
and unknown class samples. The ablation and parameter study (Subsection 6.5) reveals the impact of Evi’s key com-
ponents and parameters on its performance. The robustness study (Subsection 6.6) explores whether Evi remains
effective in the face of poor network conditions and traffic corruption. The compatibility study (Subsection 6.7)
assesses whether Evi can identify video traffic of the separate combination mode.

6.1 Dataset

We collected 150 popular videos from the YouTube homepage as the target video set, covering 15 different topics
such as travel, interviews, and games. We focus on six combinations of the most commonly used video codings
(AV1 and VP9) and resolutions (480p, 720p, and 1080p). We used an automated program (Subsection 4.2) to play
online videos by simulating user clicks and then collected video traffic and chunk data.
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Table 3 Summary of our dynamic DASH video traffic datasets. Known-x represents x videos from the target video set, while Unknown-y

(U-y) represents y videos outside of the set. C(·) represents campus network, R(·) represents residential network, and C(poor) represents poor

wired campus network.

Dataset IC-Main IC-DS IC-PN IC-U SC-Main SC-DS SC-U

#Videos Known-50 Unknown-50 Known-100 U-1000

Network C(wired) R(wifi) C(poor) C(wired) C(wired) R(wifi) C(wired)

Coding AV1 VP9 AV1 VP9 AV1 VP9 AV1 VP9 auto auto auto

Resolution 480p 720p 1080p 480p 720p 1080p auto auto auto auto 480p 720p 1080p 480p 720p 1080p auto auto auto

#Samples 500 500 500 500 500 500 500 500 300 300 300 300 300 300 300 300 3000 1000 1000

Table 3 summarizes the seven datasets we collected in various scenarios. Datasets prefixed with “IC” contain
samples of the integrated combination mode collected from July to August 2024, with 3 min of playback data
for each sample. Datasets prefixed with “SC” contain samples of the separate combination mode collected from
June to August 2022, with 6 min of playback data for each sample. To simulate poor network conditions, we set
a bandwidth limit of 300 Kbps and an additional 300 ms delay when collecting the IC-PN dataset. We use the
“auto” tag to indicate that the browser automatically selects the video coding or resolution. We collected a total of
820 h of streaming data, excluding a small number of incomplete or empty samples (1.8%) caused by the collection
program failures, and finally had 11195 samples for experiments.

6.2 Experimental settings

• Comparison methods. According to the comparison of existing video traffic identification methods in Table
1, we selected all methods effective for dynamic DASH video traffic, i.e., CNN [18], SFSVM [10], MAR [11], and
DIF [8], as the baseline methods. Since methods MAR [11] and DIF [8] cannot identify samples from unknown
classes, we marked some of their results in the open-world experiments as N/A. The deep learning-based methods
[14–18] all employ the CNN model, as it is good at capturing relationships between multiple groups of time steps
in time series and is robust to traffic noise. We selected the latest model [18] as the baseline.

• Evaluation metrics. Video traffic identification is a multi-class classification task, so we use the following
four classic metrics. (1) Accuracy: the ratio of samples with correctly predicted video labels to the total number
of samples. (2) Precision: the ratio of correctly predicted samples among all samples classified as a certain video.
(3) Recall: the ratio of correctly predicted samples among all samples belonging to a certain video. (4) F1-score: a
comprehensive metric that measures precision and recall.

• Parameter settings. To achieve efficient identification, Evi uses the chunk sequence length N of 8. Based
on the measurement results (Subsection 4.2), the parameters maxv and maxa for sequence augmentation are set
to 6 and 3, respectively. In fingerprint construction, we generate 90 new sequences for each video with the fusion
coefficient λ of 0.2. In video identification, the error threshold δ and the unknown threshold θ are adjusted by
training samples, with typical values of 3000 and 10.

6.3 Comparative study

We use three-fold cross-validation on the IC-Main dataset to evaluate the performance of different methods, as
detailed in Table 4. To test the identification efficiency, Evi and SFSVM only use the first 8 chunks of each sample
for classification. This setting is maintained in subsequent experiments.

The results show that Evi achieves the best average accuracy and average F1 score, highlighting its superiority.
It performs stably on samples of different codings and resolutions and also demonstrates excellent identification
efficiency. It only needs about 35 s of video traffic to achieve an average accuracy of 0.985. The above results
benefit from the fact that Evi fully utilizes chunks’ size and temporal information, which are highly related to the
video bitrate. MAR also performs well, as the Markov chain effectively captures the chunk transition patterns within
a closed dataset. The performance of SFSVM and DIF is lower because they do not fully leverage the temporal
relationship between chunks, which causes chunks from different videos but with similar sizes to negatively affect
identification performance. CNN performs the worst because it vaguely perceives the video bitrate fluctuation from
the traffic throughput sequence. Another reason is that CNN is not good at utilizing the traffic bursts from the
startup phase (Figure 6), which are more diverse in size and time intervals. Interestingly, CNN’s performance
improves with higher resolutions, as high-resolution streaming has a shorter startup phase (refer to Figure 7).



Zhang X Y, et al. Sci China Inf Sci January 2026, Vol. 69, Iss. 1, 112304:16

Table 4 Comparative study-identification performance on the IC-Main dataset. Since SFSVM, MAR, DIF, and Evi use the first 8 chunks

for classification, we calculate the average sample time (AST). The best results are in bold and underlined, while the second-best results are

underlined only.

Cod Res Method Accuracy [95%CI] Precision±std Recall±std F1 [95%CI] AST (s)

AV1

480p

CNN 0.537 [0.461, 0.613] 0.438± 0.028 0.327± 0.024 0.361 [0.284, 0.438] 180

SFSVM 0.893 [0.879, 0.908] 0.968± 0.011 0.876± 0.005 0.906 [0.885, 0.927] 34.92

MAR 0.897 [0.859, 0.935] 0.907± 0.012 0.897± 0.012 0.884 [0.841, 0.927] 34.92

DIF 0.853 [0.796, 0.911] 0.936± 0.025 0.853± 0.019 0.871 [0.810, 0.932] 34.92

Evi 0.990 [0.990, 0.990] 0.985± 0.006 0.977± 0.009 0.979 [0.957, 1.000] 34.92

720p

CNN 0.572 [0.396, 0.749] 0.441± 0.062 0.365± 0.055 0.387 [0.209, 0.565] 180

SFSVM 0.862 [0.824, 0.900] 0.941± 0.000 0.843± 0.008 0.876 [0.859, 0.892] 33.99

MAR 0.963 [0.934, 0.992] 0.967± 0.017 0.960± 0.014 0.956 [0.909, 1.000] 33.99

DIF 0.869 [0.778, 0.959] 0.963± 0.001 0.867± 0.025 0.889 [0.836, 0.943] 33.99

Evi 0.973 [0.935, 1.000] 0.978± 0.003 0.954± 0.012 0.962 [0.935, 0.988] 33.99

1080p

CNN 0.826 [0.696, 0.957] 0.726± 0.078 0.678± 0.066 0.690 [0.473, 0.908] 180

SFSVM 0.940 [0.885, 0.995] 0.961± 0.000 0.922± 0.016 0.935 [0.902, 0.967] 33.94

MAR 0.968 [0.968, 0.968] 0.975± 0.002 0.970± 0.000 0.967 [0.958, 0.975] 33.94

DIF 0.858 [0.777, 0.939] 0.935± 0.010 0.860± 0.022 0.874 [0.822, 0.926] 33.94

Evi 0.993 [0.978, 1.000] 0.987± 0.009 0.980± 0.014 0.983 [0.945, 1.000] 33.94

VP9

480p

CNN 0.443 [0.372, 0.515] 0.358± 0.021 0.275± 0.012 0.296 [0.252, 0.340] 180

SFSVM 0.920 [0.877, 0.963] 0.974± 0.009 0.902± 0.014 0.926 [0.888, 0.963] 36.21

MAR 0.913 [0.885, 0.942] 0.921± 0.022 0.913± 0.009 0.902 [0.857, 0.948] 36.21

DIF 0.893 [0.836, 0.951] 0.957± 0.025 0.893± 0.019 0.906 [0.854, 0.957] 36.21

Evi 0.980 [0.980, 0.980] 0.976± 0.003 0.961± 0.000 0.965 [0.959, 0.970] 36.21

720p

CNN 0.545 [0.344, 0.746] 0.438± 0.081 0.350± 0.066 0.375 [0.161, 0.589] 180

SFSVM 0.903 [0.824, 0.982] 0.954± 0.024 0.886± 0.028 0.908 [0.827, 0.990] 34.91

MAR 0.934 [0.894, 0.974] 0.944± 0.013 0.937± 0.012 0.929 [0.891, 0.967] 34.91

DIF 0.906 [0.861, 0.951] 0.964± 0.001 0.910± 0.014 0.919 [0.889, 0.950] 34.91

Evi 0.996 [0.981, 1.000] 0.993± 0.009 0.990± 0.014 0.991 [0.954, 1.000] 34.91

1080p

CNN 0.612 [0.545, 0.679] 0.524± 0.023 0.454± 0.028 0.466 [0.395, 0.536] 180

SFSVM 0.867 [0.842, 0.893] 0.954± 0.009 0.853± 0.008 0.887 [0.868, 0.905] 35.20

MAR 0.969 [0.944, 0.995] 0.979± 0.007 0.970± 0.008 0.968 [0.943, 0.994] 35.20

DIF 0.803 [0.721, 0.884] 0.949± 0.025 0.807± 0.026 0.843 [0.770, 0.917] 35.20

Evi 0.976 [0.961, 0.991] 0.980± 0.000 0.957± 0.005 0.965 [0.956, 0.975] 35.20

6.4 Open-world study

Real-world video traffic comes from diverse network environments, which usually differ from the environments where
training samples are collected. In addition, most of the video traffic belongs to videos outside the target video set,
i.e., the unknown class. To evaluate the generalization ability and practicality of the methods, we train them on
the IC-Main dataset and test them on the IC-DS and IC-U datasets.

Experiment I in Table 5 shows the performance of methods on the IC-DS dataset. Evi still outperforms other
methods across all metrics, with an average accuracy of 0.975 and an average F1 of 0.964. The performance of
all methods degrades due to the higher diversity of test samples from a different streaming scenario. Compared
to the results in Table 4, the average accuracy of Evi, MAR, SFSVM, DIF, and CNN decreased by 1.0%, 9.4%,
10.8%, 9.9%, and 14.2%, while the average F1 score decreased by 1.1%, 9.8%, 6.3%, 6.5%, and 14.0%, respectively.
Evi suffers the least performance loss, demonstrating its good generalization ability. Such ability can be attributed
to Evi’s video fingerprint library, which records the most likely video bitrate information beyond the training set
through sequence augmentation. In contrast, other methods rely only on the training samples for classification,
which limits their generalization ability.

We then introduce unknown class samples of various codings and resolutions to evaluate the practicality of the
methods, as shown in Experiment II of Table 5. Evi maintains its lead on key metrics (Accuracy and F1), indicating
its effectiveness in distinguishing videos outside the target set. MAR and DIF are excluded from this experiment
as they cannot identify unknown class samples. SFSVM performs better in precision for samples of VP9 because
it tends to identify difficult samples as the unknown class. However, this preference also causes some known class
samples with large variations to be misclassified as the unknown class, resulting in lower recall and F1 scores.
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Table 5 Open-world study-identification performance on the IC-DS and IC-U datasets. The best results are in bold and underlined, while

the second-best results are underlined only.

Coding Method
Experiment-I (IC-DS) Experiment-II (IC-DS + IC-U )

Accuracy Precision Recall F1 Accuracy Precision Recall F1

AV1

CNN 0.371 0.264 0.224 0.224 0.132 0.129 0.147 0.124

SFSVM 0.732 0.961 0.716 0.803 0.886 0.921 0.735 0.800

MAR 0.786 0.805 0.785 0.774 N/A N/A N/A N/A

DIF 0.712 0.961 0.711 0.776 N/A N/A N/A N/A

Evi 0.962 0.975 0.942 0.953 0.978 0.972 0.961 0.961

VP9

CNN 0.524 0.418 0.338 0.355 0.186 0.184 0.209 0.181

SFSVM 0.848 0.979 0.831 0.883 0.935 0.970 0.850 0.888

MAR 0.907 0.914 0.906 0.899 N/A N/A N/A N/A

DIF 0.817 0.962 0.819 0.862 N/A N/A N/A N/A

Evi 0.988 0.980 0.969 0.974 0.979 0.961 0.988 0.972

Table 6 Ablation and parameter study-fusion coefficient λ. n denotes the number of generated sequences. The best results are in bold.

Dataset n
λ = 0 λ = 0.2 λ = 0.4 λ = 0.6 λ = 0.8 λ = 1

Acc. F1 Acc. F1 Acc. F1 Acc. F1 Acc. F1 Acc. F1

30 0.959 0.958 0.971 0.965 0.959 0.959 0.959 0.958 0.957 0.958 0.932 0.943

IC-Main 60 0.978 0.969 0.985 0.972 0.976 0.967 0.976 0.968 0.968 0.963 0.942 0.949

90 0.988 0.974 0.988 0.974 0.985 0.973 0.983 0.972 0.980 0.970 0.945 0.951

The performance of CNN deteriorates with the introduction of unknown class samples. This decline is due to the
closed-world assumption [45], which allows CNN to be confident even when it misclassifies.

6.5 Ablation and parameter study

In this section, we conduct ablation experiments on the sequence augmentation module to evaluate the contribution
of Evi’s core components. Specifically, we perform ablation on the number of generated sequences n and fusion
coefficient λ. Additionally, we further increase the number of videos v and fingerprintsK to evaluate the performance
of Evi on the larger-scale classification task.

(1) Number of generated sequences n. The sequence augmentation module is the core component that
ensures Evi’s generalization ability. It generates the most likely segment combinations in reality through a Markov
process. To assess the contribution of this module, we adjust its strength by varying the number of generated
sequences n. We set the value of n to 0, 10, 30, 60 and 90. When n is 0, Evi does not use the sequence augmentation
module and only uses training samples to generate fingerprints. We train Evi on the IC-Main dataset and test it on
both the IC-Main and IC-DS datasets. Since sequence generation involves randomness, we repeat the experiment
5 times at each number of sequences n and present the final results in the box plot shown in Figure 15.

When the number of generated sequences n increases from 0 to 10, Evi’s performance on both datasets has a
leap. With the increase in the number of sequences, Evi’s identification accuracy and F1 score continue to increase,
eventually approaching the performance limit on the current training set. Evi’s performance on the IC-DS dataset
shows a more pronounced improvement, as sequence augmentation is designed to handle samples with more diverse
segment combinations. These above results demonstrate the contribution and irreplaceable role of the sequence
augmentation module. In the real-world classification task, increasing n can enhance Evi’s generalization ability for
complex samples, while decreasing n can reduce the verbosity of video fingerprints and computational overhead.

(2) Fusion coefficient λ. We further investigate Evi’s performance under different fusion coefficients. The
fusion coefficient λ represents a trade-off in the sequence generation style. When λ is 1, sequence generation only
uses the combination pattern of the current video to generate new sequences. When λ is 0, sequence generation
only uses the global combination pattern of all videos with the same coding and resolution. We divide the training
and test sets on the IC-Main dataset and consider three different numbers of generated sequences, i.e., n takes
values of 30, 60, and 90. The experimental results are shown in Table 6. When λ is 0.2, Evi performs best across
all values of n, indicating that the fusion of the current and all videos’ combination patterns can generate the most
realistic and diverse chunk sequences. Evi performs worst when λ equals 1, demonstrating that relying only on the
combination pattern of the current video fails to produce sufficiently diverse video fingerprints. When λ is less than
1, Evi’s identification performance becomes closer as n increases. When enough sequences are generated, common
chunk transition relationships will inevitably emerge and be captured in the video fingerprint.
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Figure 15 (Color online) The ablation study on the sequence aug-

mentation module by changing the number of generated sequences.

Figure 16 (Color online) The impact of the increasing number of

video fingerprints on Evi identification performance.

Table 7 Robustness study—identification performance under poor network and chunk corruption scenarios. The best results are in bold and

underlined, while the second-best results are underlined only.

Coding Method
Poor network experiment (IC-PN ) Chunk corruption experiment (IC-DS)

Acc. Pr. Rc. F1 Cor num = 1 Cor num = 2 Cor num = 3

AV1

CNN 0.007 0.025 0.004 0.007 Acc. F1 Acc. F1 Acc. F1

SFSVM 0.612 0.922 0.598 0.689 0.712 0.787 0.663 0.751 0.583 0.687

MAR 0.609 0.629 0.607 0.580 0.724 0.704 0.617 0.595 0.536 0.510

DIF 0.535 0.921 0.533 0.620 0.661 0.738 0.607 0.688 0.538 0.631

Evi 0.913 0.942 0.892 0.913 0.940 0.940 0.905 0.920 0.863 0.897

VP9

CNN 0.013 0.030 0.010 0.014 Acc. F1 Acc. F1 Acc. F1

SFSVM 0.779 0.958 0.759 0.833 0.817 0.865 0.776 0.837 0.679 0.766

MAR 0.765 0.778 0.762 0.753 0.815 0.804 0.756 0.744 0.622 0.597

DIF 0.685 0.961 0.682 0.768 0.746 0.814 0.665 0.757 0.581 0.680

Evi 0.933 0.937 0.912 0.922 0.970 0.964 0.927 0.938 0.874 0.905

(3) Number of video fingerprints K. We further expand the video fingerprint library to explore the usability
of Evi in real-world scenarios. Each video fingerprint corresponds to a class, so the number of fingerprints K is
also the number of classes for the classification task. Note that each video has multiple codings and resolutions,
which correspond to different video fingerprints. We used a crawler to collect an additional 200 videos with various
contents from the YouTube homepage, expanding the number of videos v from 50 to 250 and the number of video
fingerprints K from 300 to 1317. Each fingerprint comes from 90 sequences generated by the global state transition
matrices. We conduct experiments on the IC-Main and IC-DS datasets following the previous settings. As shown
in Figure 16, as the number of fingerprints K (i.e., classes) increases from 300 to 1317, Evi’s accuracy drops by
0.5% on IC-Main and 1.3% on IC-DS datasets. This indicates that increasing the number of fingerprints does
not significantly degrade Evi’s performance. Note that the decreases in F1 (2.1% and 0.6%) are not representative
because we only add fingerprints without adding corresponding test samples, resulting in the recall of some classes
being ill-defined and set to 0. In the real-world classification task, appropriately increasing the sample time of video
traffic (currently about 35 s) helps to reduce the impact of a larger fingerprint library on identification accuracy.

6.6 Robustness study

Video streaming under poor network conditions is prone to chunk corruption, loss, and retransmission. We conduct
poor network and chunk corruption experiments to evaluate the methods’ robustness.

We use the IC-PN dataset to test the methods trained on the IC-Main dataset, and the results are shown in
Table 7. Evi achieves the best performance with an average accuracy of 0.923 and an average F1 of 0.918 since
its design can tolerate minor chunk integrity issues (Subsection 5.4). In contrast, the performance of SFSVM,
MAR, and DIF deteriorates significantly, while CNN loses its identification ability. In addition to the performance
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Table 8 Compatibility study—identification performance in separate combination mode. The best results are in bold and underlined, while

the second-best results are underlined only.

Method
Experiment-I (SC-Main) Experiment-II (SC-DS) Experiment-III (SC-DS+SC-U )

AST (s)
Acc. Pr. Rc. F1 Acc. Pr. Rc. F1 Acc. Pr. Rc. F1

CNN 0.985 0.987 0.985 0.985 0.931 0.927 0.931 0.921 0.861 0.966 0.731 0.807 360

SFSVM 0.983 0.983 0.972 0.977 0.727 0.940 0.720 0.796 0.859 0.937 0.730 0.800 63.48

MAR 0.986 0.982 0.987 0.983 0.946 0.946 0.947 0.938 N/A N/A N/A N/A 63.48

DIF 0.986 0.994 0.986 0.988 0.921 0.951 0.922 0.929 N/A N/A N/A N/A 63.48

Evi 0.998 0.990 0.988 0.989 0.992 0.990 0.981 0.985 0.996 0.999 0.991 0.995 63.48

decline caused by chunk integrity issues, the more diverse segment combinations under poor network conditions
also challenged these methods.

Under poor network conditions, the client often re-initiates requests at the beginning of playback due to waiting
timeouts, resulting in incomplete (corrupted) multimedia chunks. Therefore, we intentionally corrupted the first
few chunks of samples from the IC-DS dataset (set to zero) to further investigate the methods’ robustness. Since
CNN does not explicitly extract chunks, we only compare the performance of the remaining four methods. As
shown in Table 7, even when the first three of the eight chunks in each sample are corrupted, Evi can still achieve
an accuracy of 0.874 and an F1 of 0.905, demonstrating its robustness.

6.7 Compatibility study

Segmented transmission is a characteristic of multimedia streaming. We conduct compatibility studies to evaluate
the methods’ capability to identify video traffic with different transmission modes.

In segment-combined transmission, a simpler mechanism is the separate combination mode. In this case, the
video and audio segments are combined into video and audio chunks, respectively. We use the SC-Main, SC-DS

and SC-U datasets to evaluate whether the methods can identify video traffic of the separate combination mode.
SFSVM, MAR, DIF, and Evi all use a size threshold to filter out audio chunks and keep only the first eight video
chunks. The CNN takes 6 min of video traffic as input. Since the chunk sizes of the separate combination mode
are far less diverse than those of the integrated combination mode, Evi discards the sequence augmentation and
directly combines video segments on the segment library to construct video fingerprints. We conduct compatibility
experiments with reference to the previous experiments, and the results are shown in Table 8.

Evi attains the best accuracies and F1 scores in both closed-world and open-world experiments, indicating that
appropriately degrading some of Evi’s designs can make it well compatible with the video traffic of the separation
combination mode. The significant enhancement in CNN’s performance can be attributed to the six minutes of video
traffic containing a substantial number of chunks from the throttling phase, which provides strong discriminative
information for the model (see Figure 6).

Live streaming traffic also constitutes a significant portion of video traffic. Live streaming mainly uses the
HLS protocol to download multimedia data. Like the DASH protocol, HLS also delivers multimedia content in
segmented form. However, the HLS protocol does not support dynamic segment combinations. Therefore, we
consider degenerating Evi’s design, letting it generate fingerprints directly from a fixed sequence of multimedia
segments. Moreover, unlike on-demand videos, live streaming cannot be repeatedly played to obtain training
samples for the same period. As a result, for live traffic identification, we only consider fingerprint-based methods
for comparison, namely MAR and DIF.

Live streaming traffic collection. We collected 500 channels from the homepage recommendations of the
DLive platform, covering a wide range of video content such as gaming, interviews, and movies. We simulate typical
user behaviour to watch the live streams at the source resolution and capture the network traffic simultaneously.
We accessed the same channels on a separate device and used a man-in-the-middle attack to obtain the multimedia
segment sequences. We captured 4 min of traffic for each channel, from which we extracted four 30-second short
samples and two 60-second long samples. To cope with potential live streaming delays, we extended each sample’s
segment sequence by 15 s at both the beginning and the end. All other experimental settings are consistent with
the previous experiments, and the results are presented in Table 9.

Our method, Evi, achieves the best performance on both short and long samples, demonstrating strong com-
patibility in identifying video traffic in segmented streaming. DIF underperformed compared to Evi, primarily
because its differential fingerprints lack sufficient distinctiveness in cases of low-dynamic live traffic. For instance,
in music live streaming, where the video traffic is relatively smooth, the differential fingerprints are close to zero in
all dimensional components. MAR shows the poorest performance, which can be attributed to live traffic’s more
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Table 9 Compatibility study—identification performance of live streaming traffic based on the HLS protocol. SN represents the number of

samples, while AST represents the average sample time. The best results are in bold and underlined, while the second-best results are underlined

only.

Method SN AST
Experiment-I (Short samples)

SN AST
Experiment-II (Long samples)

Acc. Pr. Rc. F1 Acc. Pr. Rc. F1

MAR

2000 30 s

0.739 0.692 0.739 0.704

1000 60 s

0.841 0.803 0.841 0.813

DIF 0.889 0.877 0.884 0.879 0.926 0.917 0.926 0.919

Evi 0.942 0.930 0.942 0.932 0.948 0.934 0.948 0.938

Table 10 Compatibility study—identification performance of video traffic from a different video platform. SN represents the number of

samples, while RES represents the playback resolution. The best results are in bold and underlined, while the second-best results are underlined

only.

Method SN RES
Experiment-I (low resolution)

SN RES
Experiment-II (high resolution)

Acc. Pr. Rc. F1 Acc. Pr. Rc. F1

MAR

486 480p

1.00 1.00 1.00 1.00

488 1080p

0.979 0.970 0.980 0.973

DIF 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Evi 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

homogeneous segment transition. On the one hand, live streaming employs fixed multimedia segment sequences,
making the uniqueness of segment transition far less than that of dynamic DASH traffic. On the other hand, the
low-dynamic live traffic makes it difficult for MAR to capture meaningful state transitions. Increasing the sample
time will improve the performance of all methods by providing richer segment transition information.

In addition, we evaluate the applicability of the identification methods across a different video platform. Most
video platforms implement the standard DASH protocol, which means that video streaming does not employ
segment-combined transmission. Therefore, we continue to extract video fingerprints from fixed sequences of multi-
media segments. We collected 50 online videos from the PeerTube platform, and each video was streamed 10 times
in two resolutions (i.e., 480p and 1080p). The experimental settings are consistent with those used in the previous
experiments, and the first 8 multimedia segments are taken for each test sample. The experimental results are
shown in Table 10.

At both resolutions, Evi achieved an identification accuracy of 1.0, which demonstrates its strong adaptability to
samples from a different platform. The DIF and MAR methods performed equally well. Under the standard DASH
protocol, video traffic exhibits relatively stable patterns, enabling multiple methods to achieve high identification
accuracy.

7 Conclusion

In this work, we present the first comprehensive study on the video traffic and combination patterns for the latest
multimedia streaming technology. Based on our study, we propose Evi, an efficient method for dynamic video
traffic identification. It generates augmented video fingerprints by learning segment combination patterns, which
are smaller in size and record the most likely video bitrate information beyond the training set. Evi demonstrates
excellent generalization ability and robustness. Experimental results show that Evi only requires about 35 s of traffic
to achieve an average accuracy of 0.975 and 0.923 in the open-world and poor network experiments. Furthermore,
Evi exhibits adequate compatibility. Slightly degrading some components of Evi can make it suitable for identifying
video traffic of the separate combination mode. In the future, we plan to extract multimedia chunks from video
traffic of different transport protocols, such as DTLS or QUIC, to explore the versatility of Evi.
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