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Abstract The use of implicit neural representation (INR) through a hash-table has demonstrated impressive effectiveness and efficiency
in characterizing intricate signals. However, current state-of-the-art methods exhibit insufficient regularization, often yielding unreliable
and noisy results during interpolations. We find that this issue stems from broken gradient flow between input coordinates and indexed
hash-keys, where the chain rule attempts to model discrete hash-keys, rather than the continuous coordinates. To tackle this concern,
we introduce RHINO, in which a continuous analytical function is incorporated to facilitate regularization by connecting the input
coordinate and the network additionally without modifying the architecture of current hash-based INRs. This connection ensures a
seamless backpropagation of gradients from the network’s output back to the input coordinates, thereby enhancing regularization. Our
experimental results not only showcase the broadened regularization capability across different hash-based INRs like DINER and Instant
NGP, but also across a variety of tasks such as image fitting, representation of signed distance functions, and optimization of 5D static/6D
dynamic neural radiance fields. Notably, RHINO outperforms current state-of-the-art techniques in both quality and speed, affirming its
superiority.
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1 Introduction

Implicit neural representation (INR) [1], which characterizes a signal by establishing a continuous mapping function
between the coordinate and the attribute using a neural network, is drawing intensive attention. Due to its ver-
satile capability of seamlessly incorporating differentiable physical mechanisms, INR holds significant potential for
tacking a range of domain-specific inverse problems, particularly in situations where large scale paired datasets are
unavailable, ranging from the cross-model media representation/compression [2] in image processing to reconstruc-
tion/rendering [3,4] in vision/graphics, from hologram/tomography imaging [5, 6] in microscopy to meta-surface
design [7] in materials, from partial differential equations solver [8] in computational math to fluid simulation [9]
in hydrodynamics. INR is catalyzing a profound transformation in the landscape of signal processing, heralding a
paradigm shift that holds immense promise for diverse applications.

However, the expressive power of current INR techniques is limited. For example, they often suffer from the
well-known spectral bias [10] that only the information corresponding to the pre-encoded frequencies can be well
represented. As a result, it is essential to encode more frequency bases [1,11-15] into the neural network at the
cost of exceptionally slow convergence. Recently, hash-based methods have garnered significant attention as they
circumvent the constraints imposed by spectral bias by replacing the frequency encoding with learnable hash-
key indexing [16-22]. They have achieved notably higher peak signal-to-noise ratio (PSNR) values, often even
reaching around ~90 dB [22], for tasks involving signal representation. However, the regularization ability has been
considerably weakened or even entirely lost, leading to the emergence of noisy artifacts particularly in tasks that
necessitate interpolation.

We have identified a crucial factor responsible for the lost regularization seen in hash-based methods. This
phenomenon arises due to a disruption in the gradient flow between the output of the neural network and the
input coordinate. The root cause of this issue lies in the indexing of the hash-key, which is based on the relative
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Figure 1 (Color online) Comparison of different INRs for representing and interpolating the 2D image “Pineapple”. Traditional function-
expansion-based INRs (SIREN and PE+MLP) suffer from spectral bias; thus over-smooth textures are produced. Hash-based INRs (DINER
and Instant NGP) improve the expressive power; however noisy artifacts appear in the interpolations. RHINO improves both the expressive
power and the regularization of hash-based INRs.

order of the input coordinate among all coordinates instead of transforming the coordinate using continuous and
analytical functions. Consequently, the chain rule, a fundamental principle in calculus, is broken between the input
coordinate and the indexed hash-key. This breakage has significant ramifications. The optimization processes for
both the hash-keys and the network parameters become detached from the input coordinate. Consequently, the
interpolations on coordinates that do not appear in the training process exhibit unwanted artifacts. In light of these
challenges, we present an innovative solution named RHINO. This novel approach involves the establishment of an
additional continuous connection between the input coordinate and the subsequent network.

RHINO stands as a universal regularization framework designed for a diverse range of hash-based INR backbones.
The supplementary connection it introduces holds the potential to substantially bolster regularization performance
while concurrently enhancing the system’s representation capabilities. Furthermore, the incremental computational
overhead incurred remains notably minimal. As shown in Figure 1, the regularization and representation aspects
of two contemporary state-of-the-art methodologies, specifically Instant NGP [20] and DINER [22], both showcase
improvements compared to their original incarnations. Moving forward, to verify the performance of the RHINO
on inverse problems, extensive experiments spanning various tasks are conducted, including the 3D signed dis-
tance function representation, 5D static, and 6D dynamic neural radiance fields reconstruction. Quantitative and
qualitative comparisons with state-of-the-art methods demonstrate the effectiveness and efficiency of the RHINO.
Specifically, the main contributions of the work are summarized as follows.

(1) We observe and analyse the phenomenon that current hash-based INRs suffer a notable lack of regularization,
resulting in noisy artifacts on interpolated points.

(2) We propose a universal regularization framework for hash-based INRs, which serves to enhance both regular-
ization and representation performance while incurring only a minor increase in computational time.

(3) We substantiate that RHINO surpasses prior function-expansion-based and hash-based INRs in the domains
of 2D image fitting, and 3D shape representation, as well as 5D static and 6D dynamic neural rendering.

2 Related work

This section gives a brief review of existing methods for implicit neural representations. RHINO draws inspiration
from hash-based representations and the regularization of INR. We outline some of the related work here to set the
context.
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2.1 Neural scene representation and rendering

The use of neural networks to represent the geometry and appearance of a scene has witnessed a significant upsurge
in popularity. Traditional methods explicitly represent scenes using point clouds [23], meshes [24], or voxels [25].
In contrast, neural networks promise 3D-structure-aware and memory-economic scene representations for radiance
fields [26,27], signal distance fields (SDF) [18], or occupancy networks of objects [28].

A remarkable advancement in this field is neural radiance fields (NeRF), which learns a continuous volumetric
representation of a 3D scene from a set of images, enabling the rendering of photo-realistic views through ray
tracing. NeRF has recently been investigated for various tasks, such as view synthesis for dynamic scenes [29-32],
implicit surface reconstruction [33-35], generalizable image-based rendering [36,37], and scene editing [38]. Recently,
2D generative image models (i.e., generative adversarial networks (GANs) [39] and diffusion-based methods [40])
have been extended and combined with scene representations to enable 3D-aware generation, such as EG3D [41],
StyleSDF [42], DreamFusion [43], and Magic3D [44]. Leveraging the benefits of neural scene representations, these
approaches have shown remarkable potential in producing realistic and intricate 3D scenes while preserving novel
view consistency.

2.2 Implicit neural representations

INRs, the core component for neural scene representations, are designed to learn continuous functions based on a
multi-layer perceptron (MLP) that maps coordinates to visual signals, such as images [1,11,12], videos [45], and 3D
scenes [33]. With the widespread application in novel view synthesis [26], INRs have rapidly expanded into various
fields of vision and signal processing, such as cross-model media representation/compression [2,46], neural camera
representations [47,48], microscopy imaging [5,6] and partial differential equations solver [8].

In summary, existing INRs can be roughly classified into two groups: (a) function-expansion-based INRs and
(b) hash-based INRs. Specifically, Ref. [11] proposed a coordinate-based INR that uses Fourier features of coor-
dinates as input of an MLP to learn high-frequency information of natural signals. Ref. [1] employed periodic
activation function (SIREN) as a replacement for the traditional ReLU activation in INRs, enabling fine details
of the scene. Recent studies reveal that the success of the Fourier features is achieved by viewing the INR as the
problem function-expansion using different bases, as a result, classical bases in higher mathematics such as the
wavelet bases [15], polynomial bases [49], and Gaussian bases [13], have all been successfully integrated into the
architecture design of INR. Despite the growing interest and success of coordinate-based INRs, existing techniques
often face limitations in their expressive power. Issues such as spectral bias and the need for additional frequency
bases for complex scenes continue to pose challenges [14].

To overcome the limitations posed by the spectral bias and to amplify the expressive capabilities of INRs, recent
techniques [16-22, 35,41, 50, 51] have introduced hash-based INRs. These innovative approaches replace frequency
encoding with learned hash-key indexing, thereby bestowing these models with significantly enhanced scene repre-
sentation capabilities. In particular, Ref. [20] made use of learned hash functions to map coordinates to compact
hash keys, which are then employed to index a set of optimized features for various vision signal reconstruction.
Ref. [22] proposed disorder-invariant INR by incorporating a hash-table to a traditional INR backbone. This inno-
vative representation ensures that coordinates map into the same distribution, which in turn enables the projected
signal to be more accurately modeled by the subsequent INR network. As a result, this method significantly
mitigates the issue of spectral bias, leading to improved performance in various signal processing tasks.

By expanding and refining the potential of hash-based INRs through the incorporation of learned hash func-
tions, these methodologies play a pivotal role in propelling the continuous evolution of neural scene representation.
Nevertheless, an important consideration arises due to the fact that hash-based INRs employ hash-keys as the
network input instead of the raw coordinates (see Section 3 for details). This approach could potentially lead to a
substantial reduction or even complete loss of their regularization capacity when handling unseen coordinates. The
consequence of this diminished regularization is the emergence of disruptive noisy artifacts, particularly in tasks
that necessitate interpolation. Hence, it becomes imperative to strike a harmonious balance between the augmented
expressive power offered by hash-based INRs and the preservation of robust regularization capabilities.

2.3 Regularizing the INR

Apart from expressive power, regularization (i.e., interpolations on points not present in the training set) is another
crucial metric that determines the performance of INRs for signals requiring continuous representation, such as
neural radiance field optimization for high-quality novel view synthesis at any position [26].
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Although numerous efforts have been made to regularize classical deep neural networks [52, 53], there are a few
studies on regularizing the INR. Ref. [54] found that a shallow MLP network tends to suppress lower frequencies
when the hyper-parameters or depth are increased, resulting in noisy interpolations. They propose the gradient
loss built from the second to last layer of the linear weighting. Ref. [55] analysed the poor interpolations of
INR on nonuniform sampling following the neural tangent kernel theory [56]; they proposed the Dirichlet energy
regularization by measuring the similarities between rows/columns for a 2D image. Ref. [57] also noticed the
noisy interpolations in hash-based INRs and proposed to introduce another NeRF branch to improve the unreliable
interpolations.

However, all existing studies concentrate on regularization for INRs with continuous and analytical gradient
flow between the input coordinate and network output and none of them points out the reason behind the noisy
interpolations. As analyzed in Section 3, the continuous function modeled in hash-based INRs is built upon hash-
keys rather than input coordinates, breaking the gradient flow between the input coordinate and hash-key and
resulting in noisy interpolations in hash-based methods. Consequently, previous regularization methods cannot be
directly applied to hash-based INRs.

3 Behaviors of the hash-based INRs

3.1 Principle of the hash-based INRs

Given a paired signal Y = {(z;,v;)}}Y, with length N, where x; and y; are the i-th d;,-dimensional coordinate
and the corresponding dy,¢-dimensional attribute. For the convenience of derivation, dj, is set as 1; thus the term
x; is written as x; in the rest of this paper. INR characterizes the paired signal by modeling a function mapping
between the input coordinate x; and the output attribute y; using an MLP, that is,

20 = y(xy),
2l =pP (Wi 4 b)), j=1,2,...,J -1, (1)
f@(x) _ WJZJ—I 4 bJ7

where 7(-) refers to the continuous preprocess encoding function such as the commonly used Fourier encoding [11],
27 refers to the output of the j-th layer of the network, § = {W7,b7}7_ are the network parameters, where the
W, b’ are the weight and bias of the j-th network layer.

However, there is a spectral bias in the function modeled using (1) that the fp(z) is composed of a linear
combination of certain harmonics of the () [14], i.e.,

fG('r) S { Z Cw’ sin((u/,a:) + (bw’)} s Cw/a¢w/ S Qv (2)

w'eF,

where F,, is the frequency set determined by the encoded frequencies in v(-) and @ is the set of rational number.
To overcome this limitation, the hash-table H [20-22] is introduced to replace the role of the continuous preprocess
function ~(-):
2 = H(z;), (3)

where the keys in the hash-table H are also updated during the network training following the chain rule. Note
that, because the hash-key is indexed according to the relative position of the x instead of transforming x with
continuous functions, the chain rule is broken between the input coordinate = and the hash-key, as a result, H(x;)
could be directly written as H;. Since the hash-key is also updated in the training process, the optimization of
the hash-table in INR could be viewed as finding the solution #; of the function fo(H;) = vy; instead of fitting
a function € with known input H; and output y,;. As a result, the hash-based INRs [20,22] have much stronger
expressive power than traditional function-expansion-based INRs [1,11].

3.2 Hash-table turns off the regularization

When applying these two types of INRs (i.e., function-expansion-based and hash-based) to the inverse problems
with forward physical process P, the optimizations of them are

0" = argeminﬁ (7’ ({f@ (%)}{V) P ({yz}{v)) ) (4)
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Figure 2 (Color online) Comparisons of the hash-based INRs and the proposed RHINO. (a) The input where the black bands refer to the
points to be interpolated; (b) the ground truth; (c¢) and (d) are interpolations by applying the hash-based INRs, i.e., the DINER [22] and
the Instant NGP [20] directly; (e) and (f) are the results using the proposed regularization; (g) and (h) visualize the neighboring pixels and
interpolations in the actually learned function of DINER and the RHINO with the DINER backbone, respectively.

0, H* = argminl (P ({fo (H) 1), P ({wi}l)) (5)

)

where H; is the corresponding hash-key of the i-th coordinate x;. It is noticed that the length of H is not always
equal to the length N of the signal Y. Actually it could either be larger or smaller than N according to different
strategies of hash indexing, e.g., |H| = N when the full-resolution hash-table is used [22], |H| < N when multi-
scale hash-tables are used for representing gigapixel images [20]. Mostly, H; is represented by a linear weighting
summation [21,22,58] or concatenation [20] of the elements h; in H, i.e.,

|H] I#H]
H; € Z aijhj U @aijhj R hj EH, aij € Q+ U {O}, (6)
j=1 j=1

where QT is the set of positive rational number.

The traditional INR (Eq. (4)) directly learns the continuous function between x; and y;, which means that the
interpolation on unsampled points (e.g., z;, j ¢ {1,2,...,N}) also follows the regularization of the spectral bias [14].
On the other hand, because the gradients flow between x; and y; is broken, the hash-based INR (Eq. (5)) actually
learns the continuous function between H} and y;. Following the spectral bias [14], there is a regularization on the
hash-key H7 that does not appear in the training process. Unfortunately, because the mapping function between
the coordinate x; and the hash-key H; is discontinuous and not analytical, the interpolation on the unsampled
point z; is also discontinuous and not analytical, resulting in the lost regularization.

Figure 2 demonstrates the above observation. Given a 1D signal with di, = 1 and d,y = 3, hash-based INRs
(DINER [22] and Instant NGP [20]) provide high accuracy for representing the coordinates appeared in the training
set (Figures 2(c) and (d)). However, both of them produce unreliable results for interpolated coordinates (i.e., the
black points in Figure 2(a)). Figure 2(g) visualizes the learned function fy(#;) of the neural network in DINER. It is
noticed that the neighboring pixels (e.g., z1 and x, or x5 and x4) become far from each other, and the line between
them will pass through several color bands, thus unreliable interpolations (Figures 2(c¢) and (d)) are produced.
Proposition 1. The introduction of the hash-table significantly enhances the expressive power of the INRs at the
cost of the lost regularization for interpolations.

4 Regularizing the hash-based INRs

4.1 Rebuilding the connections

Because the lost regularization is caused by the broken gradients flow between z; and y;, it is useless to compensate
the regularization by introducing the traditional smoothness terms (e.g., the total variation [59] and the low rank [60]
priors) in the loss function. In the hash-based INRs, the key for compensating the lost regularization is adding the
input coordinate z with an analytical and continuous transformation 7 to the network, i.e.,

0, H* = ar%r:llinﬁ (P{fo (HuT(%))}{V) P {yz}{v)) : (7)

Following this idea, we propose the RHINO as shown in Figure 3, where the architecture of previous hash-based
INRs is little altered with an additional input 7 (z;). Note that, because the proposed regularization is a universal
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Figure 3 (Color online) The architecture of the proposed RHINO. The regularization of the previous hash-based INR can be further improved
by introducing the input coordinate with an analytical and continuous transformation additionally.

framework for various encoding (e.g., single scale full-resolution hash-table encoding [22] and multi-scale hash-table
encoding [20]) methods using the hash-table, the middle-bottom panel in Figure 3 only provides the sketch for
constructing hash-keys H;. There are several candidates for the selection of the transformation 7, such as the
identical transformation, a standard MLP network or an MLP with positional encoding. As we will show in the
next subsection, these candidates could all improve the regularization of previous pure hash-based methods, but
with different behaviors according to the encoded frequencies.

4.2 Analysis of regularization

For better visualizing the structure of the regularization, we focus on the case that the width of the hash-key #;
is 1 and the linear weighting summation is used to produce the indexed hash-key. In this case, the learned INR
actually builds a continuous function with 2D input, i.e., z; and H,.

Because it is difficult to analyse the properties of the fo(H;, T (x;)) directly, the “slicing strategy” is firstly used
for analysing different dimensions of the fy(#H;, T (2;)) one by one, and then the global property is summarized.
In detail, by fixing the 7 (x;) with different real values, respectively, e.g., T (z;) = 0,1,..., K, the 2D function
fo(H;, T(x;)) is reduced to a 1D function (i.e., fo(H;i,0),..., fo(H;:, K)). The property of each 1D function is
equivalent to the previous pure hash-based methods that (1) the connection between the coordinate and network
output is also broken and (2) the distribution of each 1D function also follows the spectral bias. In other words,
the regularization is still lost in each 1D function.

However, things change when the attention is focused on another input dimension 7 (x;) by fixing the H; with real
values, i.e., fo(0, T (x;)),..., fo(1, T (x;)). Because there is an analytical connection between the input coordinate
x; and the network output, these 1D functions are all continuous functions regarding the z; and the distribution of
each 1D function here follows the spectral bias. In other words, the interpolation on the unsampled point z; also
follows the spectral bias.

Figure 2 visualizes the above process and the comparisons. Compared with previous pure hash-based INRs
(Figures 2(c) and (d)), the proposed regularization significantly improves their performance on interpolated points
(Figures 2(e) and (f)). Figures 2(g) and (h) visualize the learned functions without and with regularization.
Compared with the one without regularization where the line segment between neighboring pixels will pass through
several color bands, the neighboring pixels in the one with regularization stay in a similar neighboring color band
where the intensity change is smoother, thus more reliable interpolations (Figures 2(e) and (f)) are produced. Note
that, the regularization performance of the RHINO is not limited to the hash-key H; with width 1; it also works
for the case that the width is larger than 1. Figure 4 shows the learned function with the width 2 (Figures 4(e)
and (f)); it could be noticed that the lost regularization along the x;-axis is compensated by adding an analytical
function T, resulting the fact that the wrong purple point 2} in the DINER (Figure 4(c)) is corrected as a khaki
point in the RHINO (Figure 4(d))Y.

Analytical transformation 7. Different analytical transformation functions 7 have different regularization
behaviors. Figure 5 compares the interpolations with different analytical functions, i.e., the identical function
T (z) = x, a standard MLP without encoding, and Fourier-encoded MLPs [11] with different encoding frequencies.
It is noticed that all 4 results produce reliable interpolations when only one point is queried between neighboring

1) Noting that the analysis throughout the paper focuses on a direct experimental comparison between previous hash-based INRs and RHINO,
we have noticed that there is a new grid tangent kernel (GTK) theory [61] proposed for analysing the convergence and representation ability
of hash-based INRs; however because GTK is not inapplicable to the proposed RHINO framework (see Appendix A for details), GTK-based
analysis is not provided here.



Zhu H, et al. Sci China Inf Sci January 2026, Vol. 69, Iss. 1, 112101:7

z
L]
h (e) Neighboring pixels in (f) Neighboring pixels in
(d) RHINO(DINER) learned function (DINER) learned function (RHINO)

Figure 4 (Color online) Comparison of the learned functions with and without 7 for the hash-key H; with width 2. RHINO corrects the
wrong purple interpolation m'l with the right khaki color. (a) The input pixel bar where the black holes are the pixels to be interpolated;
(b) the ground truth; (¢) and (d) are the results produced by DINER and RHINO with the DINER backbone, respectively; (e) and (f) visualize
the neighboring pixels in the learned functions of DINER and RHINO with the DINER backbone, respectively.
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Figure 5 (Color online) Comparisons of the proposed regularization with different analytical functions 7. Different analytical functions 7
have similar behavior when only one point is interpolated; however the interpolated textures on dense samples also follow the spectral bias (i.e.,

Eq. (2)).

points; however the texture distribution changes when denser points are queried. To elaborate, low-frequency
textures are generated when employing the identical function as well as the standard MLP without encoding.
Conversely, higher-frequency interpolations emerge when the high-frequency components are encoded within the
preprocessing function ~(-) of 7(-).

Proposition 2. The additional connection established between the input coordinates and the network enhances
the regularization of hash-based INRs, where the regularization behavior is influenced by the encoded frequencies
within the added analytical function associated with the input coordinates.

5 Experiment

To better demonstrate the performance of the proposed regularization under different inverse problems (i.e., rep-
resentation, regularization, and different dimensions), RHINO is applied in four separate tasks including the 2D
image representation, 3D signed distance function representation, 5D static and 6D dynamic neural radiance field
reconstruction. Note that, the analytical function 7 (z) is set as the standard MLP with one hidden layer (1 x 64 neu—
rons), same output dimensions (as the input coordinate) and position encoding (y(z) = {sin(2inx), cos(2inz)}?_;)
in all following experiments. Please note that the regularization performance of the proposed RHINO under various
settings is demonstrated solely on the task of 2D image representation, chosen for its ability to effectively capture
details.
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Figure 6 (Color online) Experimental results on the task of image representation. (a) Comparison of RHINO with different INR backbones;
(b) training curves of different INRs on fitting 2D images.

Table 1 Comparison of training time for fitting a 2D image with 3000 epochs.

RHINO (DINER) RHINO (NGP) DINER NGP PE+MLP SIREN

Time (s) 15.24 15.37 11.51 9.44 14.50 14.73

5.1 Image representation

We use an image representation task to verify the performance of the proposed RHINO and to demonstrate its
regularization behavior explicitly. In the experiment, the total 100 high-resolution (1200 x 1200) images from the
SAMPLING category of the TESTIMAGES dataset [62] are used for evaluation. In the experiment, 1/4 pixels are
uniformly sampled for training different INRs, then all pixels are used for evaluated the regularization behavior. A
total of four baselines are compared, including two classical function-expansion-based methods, PE+MLP [11] and
SIREN [1], as well as two SOTA hash-based methods, Instant NGP [20] and DINER [22]. As the proposed RHINO
is a universal framework, the results of RHINO on the DINER and the Instant NGP are both compared. Note
that, the Torch-NGP implementation by [63] is used throughout the experiment since it is easier to be modified
compared with the original Tiny-cuda-nn version?). For a fair comparison, all methods are set with the same
network configuration, i.e., 2 hidden layers with 64 neurons per layer, loss function with Ly distance between the
network output and the ground truth, and are trained for 3000 iterations using the Pytorch and the Adam optimizer
with a batchsize 600 x 600 on an Nvidia A100 40GB GPU.

Figures 1 and 6(a) compare the regularization behaviors of different methods at 3000 epochs qualitatively. Be-
cause there is an analytical connection between the input coordinate and the output attribute, there are no obvious
artifacts in the function-expansion-based INRs (i.e., the SIREN and the PE+MLP). However, as analysed in Sec-
tion 4 that the hash-based INRs focus on optimizing the mapping between the signal attribute and the hash-key
instead of the coordinate-self, undesired artifacts appear when the interpolation is applied to the last 3/4 pixels,
such as the nose and the pineapple in Figure 1, the orange and the box in the orange in Figure 6. RHINO rebuilds
the analytical connection between the input coordinate and the output attribute; as a result, the noisy artifacts
could be significantly alleviated when RHINO is applied to these hash-based INRs.

Figure 6(b) shows the PSNR of various methods for fitting the sampled 1/4 pixels at different epochs. Hash-based
methods (DINER and Instant NGP) outperform the function-expansion-based methods (SIREN and PE+MLP).
RHINO further improves the accuracy of these hash-based methods while the trends of the curves are also similar
to their original versions. Additionally, it is noticed that RHINO (NGP) provides more stable training behavior
compared with the original Instant NGP (e.g., the green curve has a smaller fluctuating range than the purple
curve). Table 1 lists the training time of 3000 epochs. RHINO is slightly slower than the function-expansion-based
INRs.

Different analytical transformations. As analyzed in Subsection 4.2, different analytical functions exhibit
distinct regularization behaviors. This section compares five types of analytical functions with varying parameters:
identical function, pure Fourier encoding, MLP with Fourier encoding [11], MLP with Sine activation [1], and
Gaussian activation [13]. Table 2 and Figure 7 present quantitative and qualitative comparisons. The results show
variations among RHINO configurations using different analytical functions, with the MLP using Sine activation
achieving the best results®’. Moreover, for the MLP with Fourier encoding configuration, performance does not

2) https://github.com/nvlabs/tiny-cuda-nn.
3) Despite achieving optimal results in image representation, RHINO with MLP and Sine activation is not suitable for other tasks due to its
unstable training dynamics.
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Table 2 Quantitative comparison on image representation with different analytical functions in RHINO. 1 means the higher the better and |
means the opposite.

T MLP PE(4) PE(13) PE(4)+MLP PE(13)+MLP Gaus. Act. Sine Act.
PSNR (dB)t 28.51 28.53 28.67 27.34 28.68 27.72 28.57 29.13
SSIM? 0.865 0.871 0.872 0.764 0.874 0.796 0.872 0.878

{7

o7

T(r) = MLP(+(z)) T(z) = MLP (~(z))

T = {si ’ ; :‘71
ol (@) = {sinic),cos (i)} v(z) = {sin (iz),cos (iz) }1-, with sin(z) activation 025
-
i w 4 ..
T(x) = MLP(,(2) T s
= = MLP
T) = T (@) = {sin (iz),cos (i) }12, ‘ e (e) = MLP (v(2))
~(z) = {sin (iz),cos (iz) }}2, with e activation

Figure 7 (Color online) Qualitative comparison of image representation with different analytical functions in RHINO.

Table 3 Quantitative comparison on 3D shape representation. The best results are in bold. The second best results are underlined.

RHINO (DINER) RHINO (NGP) Bacon DINER Instant NGP
10Ut 0.978 0.981 0.980 0.970 0.980
Chamfer | 2.515x10~° 2.469 X 10~6 2.533x107° 1.595%x10~° 2.475x10~°
Time (min)) 153.11 1.01 164.63 140.34 1.00

strictly correlate with the number of encoded Fourier bases (e.g., 28.67 > 27.34 and 28.68 > 27.72). Figure 7
visually illustrates this phenomenon, particularly showing increased grid noise when the length of Fourier encoding
is extended from 4 to 13, confirming the analysis in Subsection 4.2.

5.2 3D shape representation

In this section, we demonstrate the representation capabilities of RHINO for representing 3D shapes as SDF, which
measures the distance s between the given spatial point @ and the closest surface as a continuous function. The
sign of the distance indicates whether the point is inside (negative) or outside (positive) the watertight surface,

SDF(z) =s:x € R® s € R. (8)

To visualize this implicit surface, it can be rendered using raycasting or rasterization techniques on a mesh generated
by algorithms such as Marching Cubes [64]. This method allows us to convert the representation of the shape into
a more tangible and visually interpretable form, enabling visualization and analysis of the 3D surface.

In the experiment, four shapes from the Stanford 3D scanning repository® are used for evaluation, namely the
Armadillo, Dragon, Lucy, and Thai Statue. In the experiment, 10k points are randomly sampled in each iteration
during the training process (the same points are used in all methods), then a 512 cubed grid is extracted for
evaluation and visualization. Three baselines are compared, i.e., Bacon [12], DINER [22], and Instant NGP [20].
The performance of the RHINO is verified by applying it to the latter two hash-based methods.

Table 3 provides a quantitative comparison of the performance of various methods. RHINO demonstrates sig-
nificant improvements in both DINER, and Instant NGP across almost all four shapes. Furthermore, the increase
in computational time for RHINO compared to their original versions is minimal (e.g., 153.11 vs. 140.34 and 1.01
vs. 1.00). It is worth noting that Instant NGP and its RHINO version require considerably less time than other

4) https://graphics.stanford.edu/data/3Dscanrep/.
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DINER RHINO (DINER) Bacon Instant NGP RHINO (NGP)

Figure 8 (Color online) Shape fitting results. The results indicate that our approach outperforms other methods in representing 3D shapes
by effectively capturing smoothness, while other methods exhibit noise artifacts.

methods. This can be attributed to the rapid convergence of Instant NGP, which achieves convergence in just
2000 iterations compared to 200000 for other methods. Additionally, it is noteworthy that the relative increase in
time cost (approximately 9% from (153 — 140)/140) in this context is much smaller than that observed in image
fitting (approximately 36% from (15 — 11)/11). This disparity arises because the construction of the loss function
contributes more to computational cost in SDF fitting tasks compared to running the network.

Figure 8 visualizes the difference in reconstructed details. Because the learned function takes the hash-key as an
independent variable instead of the coordinate-self, DINER produces undesired artifacts in interpolated areas such
as the bulge in the elephant ear and leg in Thai Statue. RHINO (DINER) overcomes this problem and produces
more smooth results. Instant NGP alleviates the problem by introducing multi-scale hash grids; however, similar
artifacts also appear in the gap between the elephant legs (zoom-in red box in Thai Statue of Figure 8. RHINO
(NGP) also improves Instant NGP with more clear reconstructed legs. Bacon focuses on reconstructing the SDF
signal following a scale-by-scale behavior using the sin base function; therefore the unpopular harmonics wave
appears in the reconstructed elephant ear and leg which should have smooth surfaces.

In contrast to the task of image fitting, the enhancements achieved by RHINO in SDF representation appear
relatively modest. This can be ascribed to the distinct sampling strategies employed. In image fitting, uniform
samplings span the entire domain, whereas in SDF representation, only points proximate to the surface are sampled.
Because the points requiring interpolation in SDF representation are closer to the trained points compared to the
situation in image fitting, the relative improvement in SDF representation is less pronounced than what is observed
in image fitting.

5.3 Neural radiance fields

NeRF [26] is a highly popular method for novel view synthesis. This technique renders images from novel view-
points using multiple input images with known in/extrinsic matrices. NeRF achieves this by mapping 3D spatial
coordinates  and viewing directions d to corresponding density ¢ and color emission c¢. To render the color of a
pixel C (r), we firstly calculate the ray function of the r using the in/extrinsic matrices. Next, we sample N points
along the ray within a predefined depth range. Then, the coordinates and the directions of these N samples are
used to query their corresponding density and color (as performed by the MLP in NeRF). Finally, the color é(r)
is obtained by applying the volume rendering techniques [65] to the queried attributes,

N

i—1
C(r) = Zﬂ (1 —exp(—040;))ci, T;=exp|— Zajdj ) 9)
j=1

=1

where T; represents the proportion of light transmitted through ray r to sample i relative to the contribution
of preceding samples. The term 1 — exp (—0;0;) denotes the amount of light contributed by sample i, where o;
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Table 4 Quantitative comparison on static novel view synthesis. The best results are in bold. The second best results are underlined. The
third best results are italic.

RHINO (DVGO) RHINO (NGP) NeRF Plenoxels Instant NGP DVGO DINER
g PSNR (dB)t 33.77 33.61 31.04 30.99 33.53 33.55 38.57 33.54 33.18
5 SSIM? 0.970 0.964 0.953 0.956 0.964 0.964 0.969 0.968 0.967
T
g LPIPS] 0.030 0.038 0.054 0.050 0.038 0.038 0.031 0.032 0.033
m Time (s)) 3838.74 385.96 10886.63 304.99 342.76 400.33 199.89 327.81 417.67
g PSNR (dB)t 25.17 26.54 16.30 24.24 26.48 26.42 25.00 25.05 24.94
2 SSIMT 0.673 0.717 0.455 0.682 0.707 0.714 0.670 0.672 0.675
E LPIPS] 0.458 0.412 0.712 0.449 0.422 0.415 0.461 0.458 0.459
= Time (s)l 782.63 404.76 12951.54 852.26 367.08 402.55 686.25 803.27 1602.45

Table 5 Quantitative comparison on high resolution (800 x 800) novel view synthesis with low resolution (400 x 400) inputs and different NGP
settings (i.e., the number of scales in the constructed multi-resolution pyramid).

Instant NGP RHINO (NGP)
16 (default) 12 8 4 16 (default) 12 8 4
PSNR (dB)t 31.34 31.21 30.97 29.95 31.45 (0.114)  31.38 (0.174)  31.21 (0.231)  30.53 (0.581)
SSIM? 0.947 0.946 0.943 0.933 0.948 (1e—31) 0.947 (1e—31) 0.946 (3e—31) 0.940 (7e—31)
LPIPS] 0.072 0.074 0.078 0.095 0.071 (le—34)  0.071 (3e—3)) 0.074 (4e—3L)  0.083 (8e—3))

and ¢; represent the opacity and color of sample i, respectively. The term J; represents the distance between the
neighboring samples.

Because the rays emitted from the input images could not cover the entire space, it is unavoidable to interpolate
unsampled points when the images of novel views are rendered. As a result, it is important to design an INR with
good regularization. In our experiment, five baselines are compared, namely, the NeRF, the Plenoxels [66], the
DINER [22], the DVGO [50], and the Instant NGP [20]. Among these methods, although the DINER, the DVGO,
and the Instant NGP all adopt the hash-based strategy, the latter two are selected for verifying the improvement
of the RHINO since the DINER [22] outputs the spherical harmonics coefficients [66,67] instead of the attributes
(0,c¢) directly.

Table 4 offers quantitative comparisons of RHINO against various methods using the down-scaled synthetic
Blender dataset [26] (400x 400 resolution) and the real-world Mip360 dataset [27]. In Table 4, the original DVGO and
Instant NGP initially deliver competitive results among the five methods under consideration. However, RHINO,
our proposed approach, further enhances their performance and ultimately achieves the best results. Furthermore,
due to the higher training cost of RHINO compared to the original methods when using default training iterations,
we extended the training duration of Instant NGP and DVGO for a fair comparison (as shown in “Instant NGP”
and “DVGO” in Table 4). It was observed that both Instant NGP and DVGO converged at the default training
iterations, and their performance did not improve with additional training time. From Table 4, the improvements
of RHINO enhanced NGP are marginal; this phenomenon is caused by two reasons: (1) the design of multi-scale
hash-tables alleviates the noisy interpolation and (2) the models are trained and rendered under the same resolution
setting. To better demonstrate the advantages of the RHINO, we conduct a new experiment by rendering higher
resolution novel view images (i.e., training with 400 x 400 resolution images and rendering 800 x 800 images)
while changing the number of scales in NGP. Table 5 lists the quantitative comparisons. It is noticed that, the
improvements of RHINO enhanced NGP increase (e.g., from 0.11 1 to 0.58 1 in PSNR) with the reduction of the
scales of hash-table, verifying the effectiveness of RHINO.

Figure 9 demonstrates these advantages well. In the example of “Drums”, the images enclosed in the red and
green boxes demonstrate visually appealing smooth textures. Due to the broken gradient flow as mentioned above,
previous hash-based methods all produce undesired artifacts in these areas which are not sampled in the training
set. RHINO rebuilds the gradients connection between the input coordinate and the output attributes; thus more
reasonable textures are interpolated here. These advantages are also demonstrated in the zoom-in areas of “Bonsai”,
where the thin wire and the reflective branch could be better reconstructed.

In addition to applying RHINO to the Instant NGP and DVGO, which focus on the design of hash-based INR,
we also extend RHINO to ZipNeRF [68], an extension of Instant NGP incorporating enhanced physical priors (such
as cone tracing as in Mip-NeRF [27]). We utilized an unofficial PyTorch implementation® of ZipNeRF to facilitate
the creation of its RHINO variant. Table 6 and Figure 10 present quantitative and qualitative comparisons between

5) https://github.com/Andreus00/zipnerf-pytorch.
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Figure 9 (Color online) Qualitative comparison of RHINO with the SOTAs on the task of the static novel view synthesis. RHINO interpolates
more reasonable textures while other methods yield smoother reconstructions.

Table 6 Quantitative comparison on static novel view synthesis with ZipNeRF backbone [68]. The best results are in bold.

Room Kitchen Bonsai Treehill Bicycle Avg.
ZipNeRF 32.25 32.54 34.20 22.43 25.33 29.35
PSNR (dB)?t

RHINO 32.28 32.63 34.37 22.48 25.40 29.43
SSIMT ZipNeRF 0.928 0.937 0.954 0.589 0.772 0.836

RHINO 0.938 0.937 0.964 0.589 0.772 0.840

ZipNeRF 0.187 0.115 0.169 0.362 0.338 0.234
LPIPS|

RHINO 0.180 0.115 0.149 0.361 0.339 0.229
. ZipNeRF 23095 24608 22306 21688 21369 22613

Time (s)l
RHINO 21360 24836 23188 21879 22334 22719

ZipNeRF and its RHINO version on the Mip360 dataset [27]. Thanks to its superior physical priors, ZipNeRF
outperforms all existing methods (as indicated in Table 6). RHINO integrated with the ZipNeRF backbone inherits
these advantages and achieves comparable or improved results compared to the original ZipNeRF, as illustrated
by the example of the sliding rod of the curtain (highlighted in the red box in Figure 10). It is noteworthy that
the enhancements in ZipNeRF, such as optimizations in cone tracing, deeper and wider MLPs for decoding view-

dependent colors, and the use of a larger hash grid with more features per hash-key, lead to marginal improvements
when RHINO is applied to ZipNeRF.

5.4 Dynamic novel view synthesis

Building upon the success of NeRF for static scenes, the application of NeRF and its variants to dynamic novel
view synthesis has garnered increasing attention in recent times. However, owing to the substantial volume of input
data derived from multiple videos captured from different views, function-expansion-based INRs often necessitate
large networks to capture intricate spatial and temporal details. This results in prohibitive time costs for training
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Figure 10 (Color online) Qualitative comparison of ZipNeRF and its RHINO version on static novel view synthesis.
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Figure 11 (Color online) (a) Algorithm pipeline and (b) qualitative comparison on the task of dynamic novel view synthesis.

Table 7 Quantitative comparison on dynamic view synthesis. The best results are in bold. The second best results are underlined.

Kplanes Hexplane MixVoxels DINER RHINO

PSNR (dB)?T 32.03 29.29 32.18 32.44 33.00
SSIM? 0.944 0.903 0.945 0.941 0.947
LPIPS| 0.184 0.221 0.138 0.173 0.163
Time (s)l 49.23 58.10 46.45 41.08 45.98

dynamic NeRF models, such as the 1300 GPU hours reported in [29]. As a solution, hash-based INRs have gained
widespread adoption in dynamic novel view synthesis tasks, as demonstrated by approaches like Kplanes [32],
Hexplane [69], and MixVoxels [30]. In our implementation, we leverage RHINO with the DINER backbone [22] for
dynamic novel view synthesis, as depicted in Figure 11(a). The 3D environment is initially partitioned into static
background and dynamic foreground regions, following the methodology outlined in MixVoxels [30]. Subsequently,
the spherical harmonic coeflicients of these background and foreground points are modeled using two independent
hash-based INRs. It is worth noting that instead of employing a hash-table, the time parameter ¢ is fed into an
additional MLP. Finally, the view-dependent color of the 3D point is computed by querying the spherical harmonic
functions based on the desired viewing direction [67]. The size of the hash-table is set as 256 with width 28 in our
implementation.

We conduct our performance evaluation of RHINO using the dataset introduced by [29]. This dataset comprises
videos captured at a high resolution of 2028 x 2704 pixels, with a frame rate of 30 FPS, and encompasses 21
distinct views. In our experiments, 10 s (corresponding to 300 frames of all images) from the 20 views are used for
training, while the frames from the remaining views were reserved for testing. To maintain consistency, we scaled
the image resolution to 507 x 676 pixels for all methods. For benchmarking purposes, we selected three SOTA
methods, specifically Kplanes [32], Hexplane [69], and MixVoxels [30], for comparison. We adhered to the default
configurations outlined in their respective original implementations, following their recommended settings.

Table 7 offers a quantitative comparison of the results. It is worth noting that RHINO outperforms the DINER
backbone in all metrics, except for the additional time costs. When compared with SOTA methods, RHINO
achieves the highest PSNR and SSIM scores and ranks second in terms of LPIPS values. Furthermore, RHINO
demonstrates competitive training times, particularly when compared to Kplanes [32], which is a popular approach
for accelerating the processing of high-dimensional signals [70].

Figure 11(b) offers a visual comparison of the results. Notably, in DINER, artifacts become apparent due to the
broken gradient flow. For instance, observe the bent or missing handle of the spatula in Figure 11(b), particularly in
the zoomed-in yellow boxes found in both the top and bottom subfigures. RHINO effectively rebuilds the gradient
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Figure 12 (Color online) Comparison of RHINO and MLP on the task of optimizing the Convection function.

flow, resulting in more coherent reconstructions in these problematic regions. It is noteworthy that some of the
artifacts observed in DINER also persist or are exacerbated in Kplanes. This phenomenon may be attributed to
the fact that in Kplanes, the input coordinates are also hash-indexed when optimizing various planes.

Please note that the proposed method is not suitable for dynamic NeRF reconstruction using a single monocular
video, as seen in [71]. The method relies on decomposing static backgrounds and dynamic foregrounds, which
necessitates accurate static reconstruction using initial frames from multiple viewpoints. However, datasets such
as [72] contain only one image in the initial frame, leading to unreliable reconstructions.

5.5 Limitation

While RHINO effectively addresses the limitations of hash-based INRs in vision-related tasks, it struggles to deliver
reliable results for tasks requiring precise continuous gradients, such as solving partial differential equations (PDE)
[8]. Figure 12 compares RHINO with a standard MLP in optimizing the Convection function within the framework
of physics-informed neural networks [8], specifically,

w4+ Pugy =0 x € (0,27, t € [0,T]. (10)

The standard MLP consistently provides reliable results across all time steps, whereas RHINO’s performance di-
minishes as time progresses (along the horizontal axis). Despite RHINO’s improvements in vision-related tasks,
there is a notable decline in performance when applied to PDE optimization. One potential explanation is that
optimizing PDEs requires accuracy not only within the original function’s domain but also in the domains of its
first, second, or higher-order derivatives. While RHINO and hash-based INRs can provide accurate results within
the function’s original domain, they may struggle to ensure accuracy in higher-order derivatives. Therefore, while
RHINO enhances the performance of hash-based INRs in vision tasks, it falls short in PDE optimization.

6 Conclusion

In this work, we have proposed the RHINO which is a universal method for regularizing current hash-based INRs
and thus enhancing the performance of interpolations. We have pointed out that the noisy interpolations suffered in
SOTA hash-based INRs are caused by the broken gradient flow between the coordinates input and the indexed hash-
keys for feeding into the network. The proposed RHINO rebuilds the gradient flow by introducing a connection
from the coordinate to the network directly, for which the gradient flow could be propagated from the network
output to the coordinate unobstructively. For this reason, the noisy interpolation artifacts of different hash-based
INRs could be significantly alleviated. Extensive experiments have verified the high accuracy and regularization
performance of the proposed RHINO for various fitting and inverse problem optimization tasks.
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