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Abstract The rapid development of multimodal large language models ( MLLMs) raises the question of how they com-
pare to human performance. While existing datasets often fe ature synthetic or overly simplistic tasks, some models hav e
already surpassed human expert baselines. In this paper, we present MULTI, a Chinese multimodal dataset derived from
authentic examination questions. Comprising over 18000 ca refully selected and re�ned questions, MULTI evaluates mod els
using real-world examination standards, encompassing ima ge-text comprehension, complex reasoning, and knowledge r ecall.
Additionally, we also introduce MULTI-Elite, a 500-questi on selected hard subset, and MULTI-Extend with more than 450 0
external knowledge context pieces for testing in-context l earning capabilities. Our evaluation highlights substant ial room
for MLLM advancement, with Qwen2-VL-72B achieving a 76.9% a ccuracy on MULTI and 53.1% on MULTI-Elite leading 25
evaluated models, compared to human expert baselines of 86. 1% and 73.1%. MULTI serves not only as a robust evaluation
platform but also paves the way for the development of expert -level AI. Details and access are available at https://Open DFM.
github.io/MULTI-Benchmark.
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1 Introduction

The rapid development of large-scale language models (LLMs) [1{8] has brought about remarkable
progress in natural language processing (NLP) and related �elds [9{13]. However, human communi-
cation and understanding extend far beyond just language, encompassing various other forms of infor-
mation such as images, mathematical formulas, graphs, tables, and diagrams. These visual modalities
play an essential role in �elds like science and engineering, where theyare crucial for conveying complex
ideas. Consequently, there has been increasing interest in developing multimodal large language models
(MLLMs) [7,14{26], that can process and generate across di�erent modalities, including visual ones, and
perform tasks that require cross-modal reasoning [27{29]. All these rapid advancements raise the question
of how a model compares to a real student.

Evaluating MLLMs presents unique challenges, as current benchmarks [30,31] are either too narrow in
scope, focusing on natural scene images, or too simplistic to e�ectively assess the capabilities of modern
models. Many existing scienti�c benchmarks [32,33] rely on multiple-choice questions with a single correct
answer, which may not adequately test a model's comprehension or reasoning skills. As a result, models
can sometimes arrive at super�cial solutions without fully understanding the problem. A more robust,
detailed, and multi-scale dataset is necessary to evaluate MLLMs in amore comprehensive manner under
diverse real-world conditions. Additionally, while most existing benchmarks are in English, the rapid
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Figure 1 (Color online) MULTI is a large-scale Chinese multimodal be nchmark across multiple domains and aspects.

Figure 2 (Color online) An example of MULTI. English translations of Chinese text are shown for better readability. The
markdown format remains as it is.

progress of Chinese multimodal models has highlighted the need for aChinese multimodal benchmark
that includes both Chinese text and visual content, o�ering unique challenges to the �eld.

In this paper, we introduce MULTI, a new multimodal benchmark for evaluating LLMs on cross-
modal understanding tasks. Our primary goal is to evaluate MLLMs across a broad range of tasks
that a typical Chinese student would encounter throughout their academic progression, as shown in
Figure 1. The MULTI benchmark, which stands for multimodal understanding leaderboard with text
and images, consists of 18430 carefully curated questions derivedfrom real-world educational and online
sources. These questions span multiple scienti�c domains, including mathematics, physics, and computer
science, and feature a variety of question formats, such as multiple-choice, �ll-in-the-blank, and open-
ended questions. Importantly, MULTI also includes driving and administrative aptitude tests, which are
signi�cant in the Chinese context and o�er further challenges in cross-modal reasoning and generation.

To push the boundaries of MLLM evaluation, we also introduce two specialized subsets within MULTI:
MULTI-Elite, which includes 500 tough questions designed to test the limits of current MLLMs, and
MULTI-Extend, a set of 4596 external knowledge pieces that assess models' abilities in in-context learning
and knowledge transfer. These subsets provide deeper insights into the strengths and weaknesses of
MLLMs, driving further research and model improvement. Sample questions from MULTI are presented
in Figure 2, and additional details are available in Appendixes F and G.

We conduct extensive experiments on MULTI, including both multimodal and single-modality LLMs,
including 14 open-sourced and 11 close-source models. Our resultsshow that while multimodal LLMs
have made signi�cant progress, they still lag behind human expert performance on many aspects of the
MULTI benchmark. Key challenges remain in cross-modal alignment,logical reasoning, mathematical
computation, and image comprehension. In particular, the MULTI-Elite subset proves especially chal-
lenging, with the best-performing model, Qwen2-VL-72B, achievingonly a 50.0% accuracy, and many
models performing near random levels. This highlights a substantial space for improvement in current
MLLMs.

In summary, the contributions of this paper are as follows.
� We introduce MULTI, a comprehensive and challenging multimodal benchmark designed to evaluate
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Chinese scienti�c knowledge tasks for MLLMs.
� We present the MULTI-Elite and MULTI-Extend subsets to evaluat e models' reasoning capabilities

and in-context learning abilities, providing a more nuanced assessment of MLLMs.
� We conduct detailed experiments with 25 state-of-the-art multimodal and single-modality models,

o�ering both qualitative and quantitative insights into their perform ance on MULTI. We also conducted
a bunch of ablation studies to draw further conclusions.

� We conduct human evaluations on 1k questions and give error analysis on 1.3k responses from
models.

2 Related work

Multimodal large language models (MLLMs). With advancements in aligning features across
multiple modalities, like CLIP [34] and ALBEF [35], recent studies have explored projecting vision features
into the latent space of LLMs, aiming to enhance their capabilities of comprehending visual information.
For example, BLIP-2 [36] pioneers this approach by employing Q-Former to translate image features into
text representations. Following this, LLaVA [37], MiniGPT-4 [38], and I nstructBLIP [39] have introduced
visual instruction tuning to bolster the capability of MLLMs of followin g instructions. Our primary focus
is on the pro�ciency of MLLMs in comprehending instructions in Chinese, which are divided into two
main branches: open-source models, which typically build upon existing Chinese LLMs or are �ne-
tuned on Chinese instruction datasets, examples of which include Chinese-LLaVA [16], VisualGLM [14],
VisCPM [15], Qwen-VL [17], InternVL [40], Yi-VL [18]; and closed-sourcemodels, which are often highly
powerful, multi-lingual systems such as GPT-4V(ision) [23] and Gemini [7]. In this paper, we intend to
evaluate these models across a range of scienti�c �elds on the MULTI benchmark, o�ering an extensive
assessment and guidance for the onward trajectory of Chinese MLLMs.

Benchmarks for MLLMs. In assessing MLLMs, traditional methods primarily rely on established
vision-language (VL) benchmark datasets. Renowned benchmarks such as VQA [41, 42], OK-VQA [43],
GQA [44], and MSCOCO [45] are tailored to speci�c VL tasks like image captioning, open-domain visual
question answering, and visual reasoning. While the evaluation based on standard benchmark datasets
yields signi�cant insights into MLLMs' capabilities, these approaches may not entirely capture their
comprehensive intelligence in real-world scenarios. Therefore, a diverse array of benchmarks has been
developed to examine MLLMs in dealing with various tasks in the real world. Benchmarks like LLaVA-
Bench [37], MMBench [46], MM-VET [47], TouchStone [48], MLLM-bench [49], and SEED-Bench [31,50],
for instance, leverage GPT to evaluate the relevance and helpfulness of human-like long responses in
reality. POPE [51] and HallusionBench [52] introduce various analytical criteria for the holistic evaluation
of MLLMs' hallucinations. Furthermore, M3Exam [53], SciGraphQA [54], MathVista [55], AGIEval [56],
and MMMU [57] consider MLLMs as experts to extend the evaluation scope by incorporating advanced
perception and reasoning within domain-speci�c knowledge, for example, scienti�c questions and driving
tests. The studies most related to us are M3Exam, ScienceQA, SciEval [32], and C-Eval [33]. Our
approach distinguishes itself by o�ering a broader spectrum of question types compared to the �rst two
and supports a multimodal evaluation in contrast to the last two.

3 The MULTI benchmark

We propose MULTI, a multimodal understanding leaderboard with text and images, which can serve as
a challenging and diverse benchmark for the MLLM community. In Subsection 3.1, we provide an overall
introduction to the data construction process, with more details provided in Appendix F. The detailed
statistics are provided in Subsection 3.2. In Subsections 3.3 and 3.4 we introduce MULTI-Elite and
MULTI-Extend. We also give a comparison between MULTI and other knowledge-based benchmarks in
Subsection 3.5.

3.1 Data construction process

The data construction pipeline is shown in Figure 3. To develop MULTI, we follow several key steps to
ensure high-quality and precise annotation. Firstly, we crawl open-source raw question data from the
Internet and transcribe closed-source exams from paper documents. Secondly, we format each question
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Figure 3 (Color online) The construction pipeline of MULTI. Upper ha lf: the construction of MULTI and MULTI-Elite.
(1) Collect large-scale open-source data. (2) Select high- quality and evenly distributed open-source Q&As. (3) Colle ct and tran-
scribe questions from closed-source exams. (4) Convert raw data into markdown format using scripts. (5) Skilled annota tors re�ne,
split, and label the data. (6) Assess the di�culty and qualit y of each question. (7) Further re�ne and increase di�culty t hrough
expert review. (8) Select the most challenging items for the MULTI-Elite subset. Lower half: the construction of MULTI- Extend.
(9) Summarize knowledge from open-source data. (10) Genera te additional knowledge via LLMs.

and knowledge piece into markdown and LATEX formula format to maintain precision and quality. Thirdly,
we revise and re�ne each question multiple times to prevent data leakage and increase di�culty. Lastly,
we rate every question based on its di�culty and content richness.

Data source. We collect more than 2.7M raw data from the Internet, ranging from exams and quizzes
from Chinese junior and senior schools and several society exams.We design an algorithm to pick out
a proportion of the questions as the fundamental data of our benchmark. The selection is based on
the questions' text length, number of images, corresponding subjects, and knowledge pieces, to reach a
higher diversity of questions and coverage of knowledge. The details are presented in Appendix E. We
also collect questions from internal exams and practices of several top universities. After the selection,
we obtain over 18k questions as the raw data.

Data process and annotation. The data processing and annotation for our dataset involve a
comprehensive series of steps to ensure high-quality, diverse content.

In the data pre-process stage, raw data with formats like HTML, photocopy, hand script, or plain
text are re�ned by removing irrelevant HTML tags, converting tex t styles into markdown format, and
transcribing math functions and chemical structures into LATEX format, with complex tables saved as
screenshot images after HTML rendering. OCR tools are utilized fortext conversion from photocopies
and hand scripts.

During the data annotation stage, an online platform facilitates annotators, primarily skilled un-
dergraduates (involved in the work as authors), in tasks across the format, content, label, and semantic
levels. This includes converting content into markdown and LATEX, splitting sub-questions into individual
ones, evaluating the di�culty and quality, and correcting errors fo r factual accuracy.

The data post-process stage employs strategies like formation, disambiguation, distillation, and
transformation to enhance question di�culty and diversity, includin g modifying question formats and
reducing assistance information.

Throughout these stages, we process 2.7 million questions in total and pick out 18430, incorporating
23320 scoring points, 7658 images, and 4595 knowledge pieces. MULTI highlights a broad diversity in
question types, including multiple-choice questions with both single and multiple answers, along with �ll-
in-the-blank and open-ended writing questions, enriching the testing scenarios1) . The stages during data
processing and annotation signi�cantly increase the diversity and di�culty of the dataset. For details of
data processing and annotation, please refer to Appendix F.

3.2 Statistics

We provide detailed statistics in Table 1. We also provide the composition of education level and subjects
as shown in Figure 4.

1) For the sake of simplifying writing, in the following para graphs we may use abbreviations. We denote multiple-choice questions
with a single answer as SA or single answer choosing and those with multiple answers as MA or multi answer choosing. We use
FB for �ll-in-the-blank questions and OP for open-ended writing questions.
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Table 1 The statistic overview of MULTI. Since MULTI contains quest ions worth multiple points, we provide distribution statis tics
of both measurements. The statistics are based on v1.3.0-20241203 .

Statistics Number Points

Total problems 17250 {

Total questions 18429 {

Total points 22926 {

Total images 7734 {

Total knowledge 4595 {

Multiple choices 16095 (87.33%) 19906 (86.83%)

- Single answer 13949 (75.69%) 13952 (60.86%)

- Multiple answers 2143 (11.63%) 5954 (25.98%)

Fill in the blank 1439 (7.81%) 2223 (9.69%)

Open-ended writing 797 (4.33%) 797 (3.48%)

Others 98 (0.53%) {

Question with images 7521 (40.81%) 8836 (38.54%)

- Single image 7279 (39.50%) 8563 (37.35%)

- Multiple images 242 (1.21%) 273 (1.19%)

- Image in choice 1179 (6.40%) 1181 (5.06%)

Question with explanations 10565 (57.34%) 13186 (57.52%)

Question with knowledge 9048 (49.10%) 12919 (55.35%)

Figure 4 (Color online) The question distribution by the education l evel and subjects.

Our benchmark showcases a remarkable diversity in the choice setting of multiple-choice questions,
encompassing options that range from 2 to as many as 13. Furthermore, it includes questions that vary
in the number of correct answers, from questions with a unique correct option to those with multiple
correct choices. We provide the distribution of choices in multiple-choice questions as shown in Table 2.
Each row corresponds to a di�erent total number of options available in the questions. The columns
represent the frequency of each speci�c choice option. The tableshowcases a well-balanced distribution
of choices. Notably, the distribution reveals a higher frequency ofquestions with four choices and a single
correct answer, indicating a common format in multiple-choice questions.

In addition to multiple-choice questions, our benchmark also includesa substantial number of �ll-in-
the-blank and open-ended questions, creating a diverse and comprehensive range of testing scenarios.
Moreover, we have incorporated unique open-response questions that require creative answers, such as
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Table 2 The answer distribution for multiple-choice questions.

Type #Choices #A #B #C #D #E,F,G : : :

SA

2 1813 1370 { { {

3 273 288 265 { {

4 2192 2636 2702 2379 {

5 3 6 4 4 0

MA 3{13 1466 1571 1516 1307 92

Total 2{13 5747 5871 4490 3694 92

drawings. It is important to note that these open-response questions are not included in our formal eval-
uation and scoring procedures, for they are primarily proposed for qualitative research and development
in the �eld of MLLMs. Our benchmark is carefully designed to thoroughly assess and enhance the ability
of MLLMs to process and respond to various question types, resembling real-world scenarios.

3.3 The MULTI-Elite set

We have selected 500 objective questions to create a hard subset. These multiple-choice and �ll-in-
the-blank questions are more evenly distributed across various educational levels and subjects and have
been evaluated by annotators as high in di�culty and quality, featur ing detailed content and complex
reasoning requirements. In the selection process, the performance of several early-released models during
earlier evaluation is also taken into consideration. We especially focused on poorly answered questions
by GPT-4V [23], the state-of-the-art model at the time. As a result, these models may get lower scores
compared to the random baseline. Since a complete run on MULTI could be costly for some models, we
encourage researchers to run their experiments on these 500 high-quality questions.

3.4 The MULTI-Extend background knowledge dataset

External knowledge is crucial to provide critical information that a ssists in solving questions using the in-
context learning (ICL) abilities. Some of the raw questions retrieved from the Internet have corresponding
knowledge pieces attached. We also collect more knowledge pieces for uncovered questions with the
assistance of LLMs and external knowledge sources (e.g., New Bing2) and Wikipedia3) ). We conduct
annotations on these knowledge pieces to con�rm the correctness of the content and present them in
the MULTI-Extend dataset. This dataset consists of about 4.6k knowledge pieces, designed to test the
in-context learning abilities and knowledge transfer skills of models. This dataset provides comprehensive
insights into the capabilities and limitations of multimodal LLMs, opening new pathways for research
exploration.

3.5 Comparison with existing benchmarks

MULTI demonstrates a comprehensive blend of features that surpasses existing benchmarks in several
dimensions. Notably, MULTI covers a wide array of subjects and a substantial number of questions (18k),
as well as over 10k analysis and 4.6k extensive knowledge content, which is considerably larger than most
benchmarks, ensuring a broad and diverse testing environment. MULTI possesses 7.7k images, which is
essential for benchmarking MLLMs that require visual understanding alongside textual information. The
inclusion of both single and multiple image questions, as well as a varietyof answer types, makes MULTI a
versatile and challenging benchmark. Furthermore, the questionswithout images also test the MLLMs'
ability to deal with plain text information. Meanwhile, the various sour ces, complex annotation, and
processing stages provide su�cient augmentation to alleviate dataleakage. MULTI not only encompasses
variations of classic questions but also includes recently updated questions, which signi�cantly enhances
its diversity.

We list the features of existing benchmarks and make a comparison with MULTI in Table 3 [30{33,41,
46,48{50,53,56{62]. We believe that MULTI assembles the most advantages of the existing benchmarks
and is sure to provide a good option for the community to test the capabilities of their Vision LLMs.

2) https://bing.com/new.
3) https://wikipedia.org.

https://bing.com/new
https://wikipedia.org
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Table 3 The comparison between MULTI and other existing knowledge- based benchmarks. Sub: subject or �eld; Q: question;
Ana: analysis or explanations; Img: images; Kn: knowledge o r lecture; NI: the question with pure text; SI: the question w ith a
single image; MI: the question with multiple images; SA: mul tiple-choice question with single correct answer; MA: mult iple-choice
question with multiple correct answers; FB: �ll-in-the-bl ank question (no more than 10 words); OP: open-ended writing question
(more than 10 words); Anno.: annotation.

Benchmark Lang
Size Image Answer type

Source
Sub Q Ana Img Kn NI SI MI SA MA FB OP

VQA [41] en 36 764k { 265k { ! ! Repurposed

ScienceQA [30] en 21 21k 19k 10k 0.3k ! ! ! Textbooks

SciBench [58] en 6 0.8k { 0.1k { ! ! ! Textbooks

M3Exam [53] 9 langs 4 12k { 3.1k { ! ! ! Exams

AGIEval [56] zh, en 20 8k A few { { ! ! ! ! Exams

CMMU [59] zh 7 4k { 4k { ! ! ! ! Exams

GAOKAO-MM [60] zh 8 0.6k { 0.9k { ! ! ! Exams

MMBench [46] zh/en 20 3k { 3k { ! ! Web, repurposed

SEED-Bench [31] en 12 19k { 19k+ { ! ! ! Anno.

SEED-Bench-2 [50] en 27 24k { 22k+ { ! ! ! Anno.

MLLM-Bench [49] en 42 0.4k { 0.4k { ! ! Anno.

Touchstone [48] en 27 0.9k { 0.9k { ! ! ! Anno.

AlignMMBench [61] zh 13 5k { 1k { ! ! Web, generated

C-Eval [33] zh 52 14k A few { { ! Exams, web

SciEval [32] en 3 18k { { { ! ! Web, repurposed

MMMU [57] en 30 12k 2k 11k+ { ! ! ! ! Anno., web, textbooks

CMMMU [62] zh 30 12k { 12k { ! ! ! ! Anno., web, textbooks

MULTI (ours) zh 23 18k 10k+ 7.7k 4.6k ! ! ! ! ! ! ! Anno., exams, web

4 Experiments

In this section, we conduct a comprehensive experiment and several ablation studies. We �rstly introduce
baselines, settings, and metrics in Subsections 4.1{4.3. The main experiment analysis is in Subsection
4.4, followed by several research questions and ablation study results from Subsection 4.5 to Subsection
4.10. We conclude our �ndings and thoughts as take-home messages in Subsection 4.11.

4.1 Baselines

Large models. We evaluate a wide range of leading-edge MLLMs that support Chinese, including both
open-sourced models [14{19,22] and closed-source models [7,23{26]. We evaluate these models with both
multimodal input and text-only input to verify the information gained from input images. We also select
several most capable and representative LLMs [1{6, 40] for comparison. We also add ablation studies
to verify the improvement by giving the OCR information or captions t o these LLMs. For detailed
information about all models evaluated in MULTI, please refer to Table C1 in Appendix C.

Human experts. Seven human experts from top universities in China are involved in thehuman
evaluation. The complete human evaluation set includes all 500 questions from MULTI-Elite and another
500 randomly sampled questions from MULTI. Each question was assigned to two experts based on the
subjects they had chosen in the Gaokao. We follow the rule in MMMU [57] where the experts are allowed
to consult their textbooks and MULTI-Extend but are forbidden t o search the Internet. We calculate
the score of MULTI as the weighted average of each subject.

Random baseline. We also provide a random baseline and a most-frequent baseline. Forthe random
baseline, we randomly choose one choice in SA, randomly select/dropeach choice in MA, and randomly
choose from[A, B, C, D, 1, 2, 3, 4, True, False] in OP, and simply take the question content as
the answer.

4.2 Settings

Prompt. We use specialized prompts for each question, an example shown in Figure 5. The prompts are
designed carefully according to the features of each type of question and the answer patterns expected.
We also modify the input format to �t into o�cial inference guidelines. The complete collection of
prompts is presented in Appendix D.
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Figure 5 (Color online) An example of the prompt template. It is used w hen evaluating a multiple-choice question with image
context, knowledge piece, and single correct answer.

Image. MULTI includes questions with either none, single, or multiple images. Most MLLMs accept
text accompanied by one image as input or a pure-text input. For questions with a single image, the
image and text are fed in one turn. We simply drop image information when evaluating LLMs.

For pure-text questions, we use the text as input. For some models like VisCPM, InternVL-1.1, and
Yi-VL-34B, which compulsorily demand an image in each turn, we feed the model a blank image with
color set to RGB(0,0,0) along with plain text in evaluation.

For questions with multiple images, as the positions of images matter alot, e.g., a multiple-choice
question where each choice is an image, special patterns with[IMAGEf index g] are used to indicate the
position and order of images. Qwen-VL, GPT-4V, and Gemini Vision naturally support multiple images
as input in one turn, while VisCPM and VisualGLM support only one image as input in one turn. We
adopt the strategy of splitting the content into multiple segments divided by each image and feeding them
into the MLLM sequentially as rounds of conversation, where the MLLM receives each segment along
with the corresponding image. We tune our prompts so that the MLLM may receive all the information
but should only give a �nalized answer after we show a signal that thequestion ends. The prompt we use
in multi-turn input is shown in Figure D1. As the released versions of Chinese-LLaVA, InternVL-1.1, and
Yi-VL-34B do not support multiple images as input, currently only the �rst image is used for evaluating
each question.

4.3 Metrics

We focus on objective questions with a certain answer, including multiple-choice and �ll-in-the-blank
questions. We also give a score to each subjective open-ended question based on the similarity to the
reference answer. We report the score ratio of all questions as the �nal metric. The metrics we use for
each type of question.

Multiple-choice with single answer (SA). Each question is worth one point. We calculate the
accuracy of the given answer.

Multiple-choice with multiple answers (MA). We follow the metric used in Gaokao and de�ne
the total points of an MA question as the number of correct choices, and each correct choice selected is
rewarded one point. If the given answer contains any wrong choices, the score will be counted as zero.
We report the score ratio (#points/#total points ) as the metric. We also report accuracy as a more
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Table 4 (Color online) The main performance (%) of all models evalua ted on MULTI. JuH: level of junior high school; SeH: level
of senior high school; Uni: level of university; Driv: Chine se driving test; AAT: administrative aptitude test. We cate gorized the
models into two groups based on whether they are accessed thr ough model weights or via an API service. Models in each group
are sorted by their release date. The highest scores in each g roup are in bold, while the second highest scores are underli ned. The
scores higher than the human expert baseline are in red.

Model Overall JuH SeH Uni Driv AAT

Random 24.8 14.0 17.2 20.4 35.8 24.6

Most 28.4 14.2 19.7 20.5 42.8 23.3

Expert 86.1 87.8 82.9 88.2 91.7 76.7

VisualGLM 31.1 22.2 25.6 23.6 40.9 24.9

VisCPM 33.4 25.2 28.1 23.0 43.4 23.7

Chinese-LLaVA 28.5 21.1 25.4 20.7 35.8 21.8

Qwen-VL 39.0 32.6 32.9 27.2 49.3 26.4

Yi-VL-34B 55.3 46.6 46.0 45.4 71.1 26.5

InternVL-1.1 44.9 39.3 36.5 30.6 57.7 24.8

InternVL2-8B 67.9 63.7 58.9 59.6 83.8 26.0

MiniCPM-V-2.6 55.1 46.3 42.8 38.0 73.7 27.4

Qwen2-VL-7B 68.6 60.4 57.8 50.8 87.5 28.7

Qwen2-VL-72B 76.9 66.3 69.5 69.9 94.3 34.0

GPT-4V 63.7 58.5 52.9 59.0 80.1 26.2

Gemini Vision Pro 53.7 48.2 45.2 41.7 67.4 27.0

GPT-4o-mini 58.2 51.7 43.9 49.6 77.1 25.8

GPT-4o (0806) 69.9 65.6 58.6 62.2 87.1 28.0

Gemini 1.5 Flash 64.9 63.2 56.0 52.6 78.7 26.7

Claude 3.5 Sonnet 57.2 38.7 42.3 26.1 83.3 28.9

GPT-4o (1120) 70.0 65.9 59.0 60.2 86.9 28.2

Gemini 1.5 Pro 71.8 71.6 64.3 65.3 84.2 29.3

rigorous metric, where only correctly giving all the choices without wrong ones will be granted points.
For example, a question with a correct answerACEworth 3 points, and the incomplete answerACwill be
granted 2 points, and the answerBCor ABCEwill be granted 0 points. However, on calculating accuracy,
none will be counted, except forACE, which will be calculated as correct.

Fill in the blank (FB). We de�ne the total points of a blank-�lling question as the number of the
blanks marked as[MASK]. It is required in the prompts that each line of the given answer corresponds
to a blank in order. We follow the strictest standard of exact match. Therefore, only answers exactly
matching one of the standard answers will be granted points.

Open-ended question (OP). The points and counting method is similar to FB, but we use a loose
standard and report the normalized ROUGE-L [63] score for each point. Please note that since the
reference answer may be concise or in detail, and there could be other possible answers, the lower score
ratio of OP questions is expected and reasonable.

4.4 Main experiment results

In this subsection we report the performance on MULTI as detailedin Tables 4{6 along with analysis
below.

Most models are struggled with MULTI. By the beginning of 2024, GPT-4V achieves a score of
63.7%, while by the end of 2024, the most powerful competitor, Qwen2-VL-72B, achieves a score of 76.9%,
underscoring MULTI's complexity and challenge even after nearly a year of its �rst release. But more
importantly, we observe a huge improvement in performance for open-sourced models like QwenVL and
InternVL series, indicating the gap between open-source MLLMs and closed ones is becoming increasingly
narrow. However, the gap between these models and human experts remains signi�cant.

Analysis from the perspective of education level and subjec ts. In Table 4, we also present
the performance categorized by educational levels and subjects. The performance trends for non-society
level questions remain consistent with the overall results observed, while the performance of these three
levels is similar.

For questions at the society level, i.e., Driv. and AAT, we anticipate higher scores on the Driving
Test. This may be caused by a larger percentage of judgmental questions (in the format of SA with two
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Table 5 (Color online) Performance (%) on each image type of MULTI.

Model NI SI MI

Random 27.2 21.0 16.9

Most 32.5 22.0 17.7

Expert 86.6 85.3 81.8

VisualGLM 35.1 25.2 9.7

VisCPM 36.8 28.4 16.6

Chinese-LLaVA 32.3 22.6 17.8

Qwen-VL 43.2 32.7 20.7

Yi-VL-34B 63.8 42.0 24.5

InternVL-1.1 50.9 35.5 25.1

InternVL2-8B 78.7 51.6 28.7

MiniCPM-V-2.6 63.8 41.8 24.0

Qwen2-VL-7B 78.1 53.7 34.2

Qwen2-VL-72B 86.9 61.5 41.1

GPT-4V 74.5 46.9 28.1

Gemini Vision Pro 62.5 40.0 24.5

GPT-4o-mini 67.7 43.0 30.4

GPT-4o (0806) 80.0 54.1 40.9

Gemini 1.5 Flash 73.8 50.9 40.0

Claude 3.5 Sonnet 68.3 39.7 23.1

GPT-4o (1120) 79.6 54.9 40.9

Gemini 1.5 Pro 80.2 58.5 50.0

options), as well as its nature with knowledge of regulations. We arehappy to say that Qwen2-VL-72B
has surpassed the human expert baseline in this subject.

Furthermore, questions from the administrative aptitude test (A AT), which typically include at least
one image and often examine skills in image pattern recognition (illustrated in the �rst two examples
in the left column of Figure F4), tend to have scores around or belowthe random baseline. Even the
strongest competitor, Qwen2-VL-72B, shows limited success, with a performance of only 34.0% on these
questions. This underscores the signi�cant challenge posed by multimodal questions.

Analysis from the perspective of di�erent numbers of images . In Table 5, we present the
performance categorized by image number. While the highest scoreon the none-image set achieves
86.9% by Qwen2-VL-72B, a signi�cant drop in performance is observed when answering questions with
more than one image. Only Gemini 1.5 Pro manages to get a 50.0% scorewhile other strong models are
around 40%{41%. It is evident that questions requiring more imagesare more challenging. The high
performance on the NI set may also be caused by the large portion of easy-driving questions as mentioned
before.

Analysis from the perspective of di�erent question types. In Table 6, we present the perfor-
mance categorized by question type. A majority of the models achieve their highest scores on the single
answer choosing (SA) set, with lower performance on the multiple answers choosing (MA) set. A notable
discrepancy is observed between the scores for the MA set and itsaccuracy, highlighting the smaller
models' inability to identify all correct options accurately. While Qwen 2-VL-72B once again beat the
human expert baseline.

For the �ll-in-the-blank (FB) set, which requires short but accura te matches, the scores further decline.
This is partially due to failure to follow the speci�ed instructions, ofte n leading to correct responses being
presented in an unacceptable format. Gemini 1.5 and GPT-4o modelsare more capable in FB questions
and surpass Qwen2-VL-72B by large.

Furthermore, we note signi�cantly lower scores on the open-ended writing (OP) set in comparison
to the FB set. None of the models gets even half of the 46.4% human expert baseline on the OP set.
This also suggests that MULTI minimizes the risk of data leakage during its construction and poses
considerable challenges for models in generation across modalities.

We keep evaluating new models and updating our leaderboard on our o�cial website 4) . Readers can
�nd other useful links in Appendix B.

4) https://opendfm.github.io/MULTI-Benchmark/#leader board.

https://opendfm.github.io/MULTI-Benchmark/#leaderboard
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Table 6 (Color online) Performance (%) on each type of questions of M ULTI. MA Acc.: accuracy of MA questions.

Model SA MA
MA
Acc.

FB OP

Random 30.8 22.5 6.5 0.9 3.4

Most 30.7 36.3 21.0 1.6 3.4

Expert 91.4 81.1 70.3 83.4 46.4

VisualGLM 37.9 30.2 1.9 0.7 3.6

VisCPM 41.7 27.7 0.0 3.8 14.1

Chinese-LLaVA 34.5 26.9 3.9 2.4 8.4

Qwen-VL 49.8 29.4 2.8 5.8 13.7

Yi-VL-34B 61.3 42.0 36.4 14.6 8.9

InternVL-1.1 56.4 33.4 2.1 14.2 13.1

InternVL2-8B 72.6 74.2 64.0 40.9 17.5

MiniCPM-V-2.6 64.7 53.2 31.3 15.2 12.3

Qwen2-VL-7B 75.0 72.7 62.1 35.0 18.5

Qwen2-VL-72B 83.5 84.7 78.1 35.1 19.5

GPT-4V 67.1 70.6 58.2 42.4 11.7

Gemini Vision Pro 59.4 54.4 24.3 30.5 12.5

GPT-4o-mini 65.8 56.6 46.3 30.3 12.4

GPT-4o (0806) 74.5 74.6 63.1 47.6 17.2

Gemini 1.5 Flash 68.4 68.5 52.1 50.9 14.1

Claude 3.5 Sonnet 63.0 64.9 52.9 16.6 9.4

GPT-4o (1120) 74.4 74.2 63.0 49.4 17.7

Gemini 1.5 Pro 74.3 76.8 64.9 62.6 14.6

4.5 Is MULTI-Elite more challenging?

We conduct evaluations on MULTI-Elite, as outlined in Table 7, which includes 500 speci�cally chosen
questions. These questions are selected based on pre-annotated quality and di�culty scores, in addition
to the evaluation results on MULTI discussed in Subsection 4.4. The selection aims to ensure a more
balanced distribution but also picks those high-quality questions that bring a challenge to strong MLLMs.

Qwen2-VL-72B and Gemini 1.5 Pro achieve the highest score on MULTI-Elite with 53.1% and 46.9%,
while scores for other models vary between 10.5% and 40.0%. This highlights the substantial challenge
presented by MULTI-Elite, indicating signi�cant potential for impro vement in tackling extremely di�cult
questions that require in-depth image understanding and intricatereasoning across modalities.

It is important to highlight the accuracy of multiple answers choosing (MA Acc.) as the most demand-
ing task for MLLMs, necessitating a thorough grasp of the relationships between the choices and the
questions, and re
ecting model's reliability of selecting all answers correctly. Meanwhile, the FB set has
the largest gap between the highest model performance and human expert baseline, indicating a great
challenge for models to answer accurately in these questions.

4.6 Can model utilize MULTI-Extend?

The signi�cant challenges posed by MULTI-Elite prompt further inve stigation into the ICL capabilities
of MLLMs through the utilization of the MULTI-Extend knowledge se t. This set is designed to include
relevant concepts and frequently utilized solutions related to the problems. Notably, the average number
of tokens per question escalates from 65 to 250, and further to 850, following the integration of prompts
and the adoption of MULTI-Extend, with the most extensive examples surpassing 16000 tokens.

The study is conducted on several selected MLLMs, with the prompts for incorporating these knowledge
pieces shown in Figure D1. In Figure 6, we present the performanceimprovement or decline on MULTI-
Elite with MULTI-Extend provided as external knowledge. We also plot the context window size of each
model in the �gure.

MULTI-Extend poses a signi�cant challenge in terms of the necessary window size and the capacity
to handle lengthy contexts. It is observed that models equipped with larger window sizes, i.e., GPT-4
series, are more likely to bene�t from MULTI-Extend, whereas there is a notable decline in performance
for MLLMs with smaller window sizes. The increase in tokens may also present a hurdle for models, as
those concise questions may become overshadowed or distractedby the extensive context.
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Table 7 Performance (%) of all models evaluated on MULTI-Elite. y: these models are chosen to guide the MULTI-Elite selection
process, thus the performance of these models is relatively lower.

Model Overall SA MA
MA
Acc.

FB NI SI MI

Random 17.7 28.0 13.3 { 0.5 14.6 19.7 16.0

Most 24.5 26.4 33.2 16.3 1.6 22.2 26.4 20.3

Expert 73.1 78.4 67.8 54.8 70.8 69.5 76.2 66.1

VisualGLM y 12.8 14.5 16.6 0.0 0.8 16.2 11.7 6.8

VisCPM y 13.0 10.4 22.0 0.0 0.8 10.3 14.2 15.3

Chinese-LLaVA y 12.3 15.7 13.1 1.0 1.6 13.7 11.0 15.3

Qwen-VL y 10.5 7.2 19.3 1.9 0.8 8.5 10.8 16.9

Yi-VL-34B y 26.2 33.0 29.0 8.7 3.2 32.5 22.7 25.4

InternVL-1.1 y 20.7 24.8 23.2 0.0 4.8 17.9 21.0 28.8

InternVL2-8B 36.3 38.5 39.5 27.6 23.3 40.4 39.5 23.3

MiniCPM-V-2.6 21.3 23.3 26.1 7.6 5.8 18.4 22.6 23.4

Qwen2-VL-7B 40.0 43.5 43.3 32.4 23.3 39.9 38.4 50.0

Qwen2-VL-72B 53.1 55.3 62.8 54.3 25.8 63.6 49.6 37.5

GPT-4V y 14.0 5.3 25.5 15.4 12.0 7.3 14.9 33.9

Gemini Vision Pro y 12.4 5.3 21.2 5.8 12.0 6.8 12.0 37.3

GPT-4o-mini 18.2 22.3 18.5 11.5 7.2 17.1 17.4 28.8

GPT-4o (0806) 36.0 43.1 37.5 24.0 15.2 34.2 35.9 44.1

Gemini 1.5 Flash 33.4 32.3 38.3 21.9 25.8 33.8 30.7 50.0

Claude 3.5 Sonnet 34.3 38.1 38.6 30.8 16.0 33.3 33.3 45.8

GPT-4o (1120) 36.3 42.2 42.1 25.7 17.5 36.0 36.3 56.2

Gemini 1.5 Pro 46.9 47.8 47.9 33.3 42.5 43.4 46.0 65.6

Figure 6 (Color online) Performance improvement with MULTI-Extend on MULTI-Elite. The context window size of each model
is plotted in log scale.

4.7 Do these images provide information?

To assess the necessity of images in MULTI for solving problems, we conduct an ablation study where
we either remove images from the SI and MI sets or substitute themwith textual descriptions, such as
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Table 8 (Color online) Performance (%) with di�erent image informa tion on MULTI. w/o.: no image information is provided.
w. cap: image captions are provided. w. ocr: image OCR transc ripts are provided. w. img: original images from MULTI are
provided. We calculate the average improvements for each gr oup of models and di�erent image types. Numbers in green indi cate
performance improvements (positive values), while number s in red indicate performance drops (negative values).

Model NI
SI MI

w/o. w. cap w. ocr w. img w/o. w. cap w. ocr w. img

MOSS 36.1 27.3 27.3 (+0.0) 27.6 (+0.3) { 17.1 20.7 (+3.6) 19.0 (+1.9) {

DFM-2.0 63.0 28.7 30.2 (+1.5) 33.4 (+4.7) { 11.3 15.6 (+4.3) 1 4.9 (+3.6) {

Qwen2 61.6 35.3 31.6 ( � 3.7) 35.0 ( � 0.3) { 18.0 16.2 ( � 1.8) 17.1 ( � 0.9) {

InternLM2.5 70.3 39.2 38.5 ( � 0.7) 38.5 ( � 0.7) { 24.5 28.6 (+4.1) 23.3 ( � 1.2) {

Average ( � 0.73) ( + 1.00) { ( + 2.55) ( + 0.85) {

VisualGLM 35.1 20.8 21.4 (+0.6) 20.4 ( � 0.4) 25.2 (+4.4) 15.3 15.1 ( � 0.2) 14.5 ( � 0.8) 9.7 ( � 5.6)

VisCPM 36.8 27.1 27.6 (+0.5) 27.2 (+0.1) 28.4 (+1.3) 24.8 21. 6 ( � 3.2) 20.9 ( � 3.9) 16.6 ( � 8.2)

Chinese-LLaVA 32.3 26.1 26.3 (+0.2) 25.5 ( � 0.6) 22.6 ( � 3.5) 17.6 19.9 (+2.3) 19.6 (+2.0) 17.8 (+0.2)

Qwen-VL 43.2 30.7 30.3 ( � 0.4) 31.0 (+0.3) 32.7 (+2.0) 25.5 25.0 ( � 0.5) 26.2 (+0.7) 20.7 ( � 4.8)

Yi-VL-34B 63.8 39.9 38.7 ( � 1.2) 39.4 ( � 0.5) 42.0 (+2.1) 24.1 26.5 (+2.4) 24.2 (+0.1) 24.5 (+0.4)

InternVL-1.1 50.9 33.4 33.3 ( � 0.1) 33.1 ( � 0.3) 35.5 (+2.1) 24.8 21.9 ( � 2.9) 22.9 ( � 1.9) 25.1 (+0.3)

InternVL2-8B 78.7 48.4 49.0 (+0.6) 48.2 ( � 0.2) 51.6 (+3.2) 32.7 32.6 ( � 0.1) 28.6 ( � 4.1) 28.7 ( � 4.0)

MiniCPM-V-2.6 63.8 37.9 35.0 ( � 2.9) 38.3 (+0.4) 41.8 (+3.9) 21.8 25.1 (+3.3) 24.0 (+2.2) 24. 0 (+2.2)

Qwen2-VL-7B 78.1 47.8 48.9 (+1.1) 48.5 (+0.7) 53.7 (+5.9) 29 .2 30.4 (+1.2) 30.5 (+1.3) 34.2 (+5.0)

Qwen2-VL-72B 86.9 52.1 56.6 (+4.5) 56.6 (+4.5) 61.5 (+9.4) 2 8.4 33.0 (+4.6) 32.0 (+3.6) 41.1 (+12.7)

Average ( + 0.29) ( + 0.40) ( + 3.08) ( + 0.69) ( � 0.08) ( � 0.18)

Gemini/Vision Pro 62.5 36.2 36.9 (+0.7) 38.4 (+2.2) 40.0 (+3 .8) 18.3 23.2 (+4.9) 18.6 (+0.3) 24.5 (+6.2)

ChatGPT 54.0 6.8 9.9 (+3.1) 6.6 ( � 0.2) { 5.1 10.7 (+5.6) 5.5 (+0.4) {

GPT-4/V 74.5 11.3 9.7 ( � 1.6) 1.9 ( � 9.4) 46.9 (+35.6) 8.8 9.4 (+0.6) 3.1 ( � 5.7) 28.1 (+19.3)

GPT-4o-mini 67.7 17.5 30.0 (+12.5) 29.6 (+12.1) 43.0 (+25.5 ) 8.2 14.9 (+6.7) 10.3 (+2.1) 30.4 (+22.2)

Gemini 1.5 Flash 73.8 26.3 38.7 (+12.4) 38.7 (+12.4) 50.9 (+2 4.6) 11.9 21.4 (+9.5) 15.5 (+3.6) 40.0 (+28.1)

GPT-4o (0806) 80.0 18.5 33.6 (+15.1) 33.8 (+15.3) 54.1 (+35. 6) 12.0 17.8 (+5.8) 13.2 (+1.2) 40.9 (+28.9)

Gemini 1.5 Pro 80.2 29.4 43.5 (+14.1) 47.6 (+18.2) 58.5 (+29. 1) 11.6 27.9 (+16.3) 25.4 (+13.8) 50.0 (+38.4)

Average ( + 5.96) ( + 4.00) ( + 25.13) ( + 4.72) ( � 0.34) ( + 19.15)

captions and OCR-derived text. We utilize BLIP2 [36] for generating image captions and EasyOCR5) to
extract text from images. The results are shown in Table 8.

For questions that incorporate a single image (as indicated in the SI column), the presence of images
signi�cantly aids in answering the questions, with an average performance boost of 3.08% and 25.13% of
open-sourced MLLMs and closed-source MLLMs. Notably, both GPT-4V and GPT-4o (0806) experience
a substantial increase of 35.6% in performance, primarily due to their tendency to abstain from answering
in the absence of images. We will further discuss this in Subsection 4.8.

For questions that involve multiple images (as discussed in the MI column), we categorize models into
three groups. (1) Closed-source models, speci�cally GPT-4V and Gemini Pro, which leverage all images
and achieve signi�cant improvement. (2) Open-source models capable of handling multiple high-resolution
images at a time, namely Qwen2-VL and MiniCPM-V-2.6, which show promising improvements. (3)
Open-source models without multi-image support, like VisualGLM, and VisCPM, which show a huge
performance decline. Only one of the images given could be distracting, especially in a situation where
each choice contains an image.

In settings where images are omitted and replaced by their textualdescriptions (captions or OCR
text), a small improvement is observed with either captions or OCR text for most models. Captions,
which generally summarize the images, introduce bilingual elements tothe models, and usually miss
details. OCR text, while detailed, lacks spatial information and is not universally applicable, as some
images contain no text at all. Both forms of textual information lower the models' refusal rate, and
LLMs bene�t more from these than MLLMs. However, they potent ially complicate reasoning processes.
Nevertheless, a generic caption is found to more frequently outperform scattered OCR fragments.

5) https://pypi.org/project/easyocr/.

https://pypi.org/project/easyocr/
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Figure 7 (Color online) The portion of answer rejection when evaluat ed on SI set (left) and MI set (right) without image
information as input.

4.8 Will these models refuse to answer if the image is not prov ided?

MULTI not only expects models to achieve higher scores when provided with multimodal information
but also aims to investigate the performance and reliability of MLLMs under pure text input conditions.
As a result, we observe that some models like the GPT series, which perform signi�cantly better in w.
img setting than pure text setting in Table 8.

We further analyzed the outputs of these models as we prompted them to reject if the information given
was not su�cient. The details are presented in Figure 7 and are within our expectations. Theoretically,
the greater the performance improvement of a model with and without image information, the better it
demonstrates superiority in human alignment and control over hallucinations. Strong models like GPT4
and Gemini 1.5 reject a big proportion of questions, indicating the ability to recognize missing information
in the question content, which leads to a lower score. These models keep improving with user feedback
and are better aligned with human preferences. Conversely, those open-sourced models are less likely to
reject such questions and show a non-negligible direction for future improvement.

4.9 Is MULTI sensitive to di�erent prompts?

To investigate the sensitivity of MULTI to variations in prompt settin gs, we conducted an ablation study
using multiple prompt con�gurations. Speci�cally, we examined the following scenarios: (1) BASE:
the original prompt; (2) ENG: using English as the prompt language; (3) NO BG: removing the ques-
tion background in the beginning, i.e.,You need to use your knowledge of f knowledgeg to answer
this f question type g question ; (4) COT: adding zero-shot chain-of-thought [64] reasoning instruc-
tions. The results are presented in Table 9.

The results indicate that MULTI is stable by switching to another lang uage or dropping background
information, yet will bene�t from chain-of-thoughts reasoning.

Switching to English prompts (ENG) resulted in a minor average improvement of 1.0%, suggesting
that prompt language has limited but non-negligible in
uence. This might be due to a higher proportion
of English �ne-tuning data, which better aligns the models with English instructions. Removing the
background knowledge section (NO BG) had negligible e�ects on the results.

Incorporating chain-of-thought reasoning (COT) consistently improves the results for most models,
with an average improvement of 2.9%. Notably, GPT-4o-mini showedthe most signi�cant bene�t from
COT, achieving a 12.2% increase. The 8.9% sharp drop in performancefor Qwen2-VL-7B can be at-
tributed to its failure to follow to the chain-of-thought prompt, wh ere it directly provided predictions
without intermediate reasoning steps in approximately 40% of the cases. This suggests a limitation in the
model's alignment with instruction-following for reasoning-intensive tasks. This trend is also observed in
Qwen-VL-72B where 5% of the questions are answered directly.

These �ndings demonstrate the critical role of well-crafted prompts in optimizing MLLM performance
on MULTI. However, using di�erent prompt settings does not a�ec t the overall ranking of the models in
the experiments for most cases.

4.10 What is the main cause of the error?

We asked human experts to identify key abilities required to solve each question, such as comprehension
of text and images, mathematical calculation, logical reasoning, knowledge recall, and others. The
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Table 9 (Color online) The comparison of di�erent prompt settings ( %). BASE: the original prompt. ENG: English translation
of the original prompt. NO BG: remove background informatio n. COT: zero-shot chain-of-thought. We calculate the avera ge
improvements for each group of prompt setting. Numbers in gr een indicate performance improvements (positive values).

Model BASE ENG NO BG COT

InternVL2-8B 36.3 35.6 ( � 0.7) 35.6 ( � 0.7) 38.3 (+2.0)

MiniCPM-V-2.6 21.3 25.0 (+3.7) 21.6 (+0.3) 26.3 (+5.0)

Qwen2-VL-7B 40.0 40.8 (+0.8) 39.0 ( � 1.0) 31.1 ( � 8.9)

Qwen2-VL-72B 53.1 53.9 (+0.8) 54.6 (+1.5) 51.1 ( � 2.0)

GPT-4o-mini 18.5 20.2 (+1.7) 21.2 (+2.7) 30.7 (+12.2)

GPT-4o (1120) 36.3 37.6 (+1.3) 38.8 (+2.5) 42.0 (+5.7)

Gemini 1.5 Flash 33.4 34.0 (+0.6) 33.1 ( � 0.3) 36.4 (+3.0)

Gemini 1.5 Pro 46.9 46.1 ( � 0.8) 45.0 ( � 1.9) 52.6 (+5.7)

Average ( + 1.0) ( + 0.4) ( + 2.9)

Figure 8 (Color online) The required ability distribution of MULTI- Elite.

Figure 9 (Color online) The error distributions of several models' r esponses.

distribution of these abilities is shown in Figure 8, allowing us to comparethe alignment between the
skills demanded by the questions and the following observed error patterns.

To explore the primary causes of errors, we analyzed 165 questions (one-third of MULTI-Elite), using
predictions generated by the 8 models evaluated in Subsection 4.9. To get more detailed insights, we
focused on outputs generated with the CoT prompt, which helps reveal patterns and challenges across
di�erent error types. The detailed distribution of all errors is show n in Figure 9, and we give �ve example
cases with error analysis for several selected models as shown in Appendix G.

We summarize these errors into six primary categories, with the following observations.
Alignment errors (11.1%). A signi�cant proportion of errors caused by models failing to follow

CoT (Qwen2-VL-7B in Figures G1 and G4) or formatting instructions (InternVL2-8B in Figure G4),
highlighting di�culties in instruction compliance. Some models also rejected questions outright, poten-
tially due to divergences in human alignment objectives. Notably, Qwen2-VL-7B and 72B exhibited
higher rejection rates when prompted with CoT but proceeded to provide direct answers, as discussed in
Subsection 4.9.
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Text understanding errors (4.4%). Failures in text comprehension account for 4% to 6% of errors,
which is lower than the importance of text understanding identi�ed b y human experts. Divided into
summary-level and detail-level errors, these failures typically involved an inability to extract critical
context words, even though the models performed well on general understanding. Or, conversely, the
model pays too much attention to detail and ignores the overall theme (GPT-4o-mini in Figure G5).

Image understanding errors (24.4%). Much di�erent from text understanding, errors in image
summarization and detailed analysis account for 15% to 30% of totalerrors. Since 107 (65%) out of the
165 questions analyzed involve images, it demonstrates the challenge of handling image inputs. Similar
to text errors, detail-level image comprehension caused more errors, as it is the bottleneck for all models
to handle the AAT questions, just like the one in Figure G1. There arecases in which models often
struggle to locate and focus on speci�c image elements as mentionedin the text (GPT-4o in Figure G4),
sometimes resulting in visual hallucinations. Enhanced strategies for analyzing and synthesizing image
details are crucial to address this issue.

Reasoning errors (21.7%). Logical reasoning errors emerged primarily in tasks requiring multi-step
deductions (MiniCPM-V-2.6 in Figure G2) or calculations after extracting relevant information from text
and image contexts. There is also the possibility that the model justrepeats its ine�ective reasoning steps
for all options (InternVL2-8B in Figure G5). These errors underscore the di�culty of complex reasoning,
which remains a signi�cant bottleneck for both LLMs and MLLMs.

Lack of knowledge or common sense (35.8%). Errors not attributed to the categories above
often resulted from insu�cient domain-speci�c knowledge. Models frequently failed to retrieve or apply
relevant knowledge to solve or even comprehend the questions (GPT-4o-mini in Figures G1 and G3).
As discussed in Subsection 4.6, adding domain-speci�c knowledge hasshown improvement for certain
models, provided they can utilize the added information without beingmisled. Yet there is much to learn
for models in training stages, and a challenge to e�ectively adopt retrieval augmented generation (RAG).

System bias (2.6%). A small proportion of errors resulted from annotation inaccuracies or answer
extraction issues, categorized as system bias. These errors have been addressed and corrected in the
latest dataset release.

In summary, the observed error types align closely with the skill requirements identi�ed in the dataset,
re
ecting the persistent challenges in reasoning and multimodal comprehension for MLLMs, even with
CoT prompting. Addressing these obstacles will require signi�cant advancements in model alignment,
instruction following, and cross-modal reasoning capabilities.

4.11 Takeaways

� Qwen2-VL-72B demonstrates the highest performance with a 76.9% score, indicating a signi�cant
challenge of MULTI, while Gemini 1.5 Pro leads among closed-source models with 71.8%. There is still
a large gap between most capable MLLMs and human experts in general, while in some subjects like the
Driving Test, Qwen2-VL-72B has surpassed the human baseline, but the AAT test still remains as the
greatest challenge for all models (Table 4 in Subsection 4.4).

� MLLMs show a performance drop in questions requiring more images,with only Gemini 1.5 Pro
reaching 50.0% of the score rate in multi-image scenarios (Table 5 in Subsection 4.4).

� Models generally perform better on questions requiring shorter answers, i.e., SA> MA > FB > OP.
The results of MA Acc. emphasize the importance of balancing recalland precision, where less capable
MLLMs failed to provide all correct choices (Table 6 in Subsection 4.4).

� In the MULTI-Elite evaluation, the gap between models and human experts becomes greater by
20.0%, illustrating the di�culty of MULTI-Elite and the need for advan ced image understanding and
reasoning across modalities (Table 7 in Subsection 4.5).

� The inclusion of MULTI-Extend is likely to help improve performance on models with longer window
sizes. However, it might also have adverse e�ects due to multiple reasons (Figure 6 in Subsection 4.6).

� Including image information in questions signi�cantly enhances modelperformance, especially when
original images are included, though textual replacements like captions or OCR text provide some utility
but lack comprehensive spatial and detail �delity (Table 8 in Subsection 4.7).

� Strong models like GPT-4 series and Gemini 1.5 e�ectively refuse to answer when critical image
information is missing, showcasing better alignment with human preferences, while open-source models
are likely to answer based on available text information (Figure 7 in Subsection 4.8).
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� Prompt variations a�ect performance, with chain-of-thought re asoning enhancing accuracy while
removing system-level instructions leads to notable declines. The relative performance across models
remains stable and robust to di�erent prompt settings (Table 9 in Subsection 4.9).

� Errors in model performance are primarily driven by failures in knowledge recall, logical reasoning,
and image understanding. Additionally, alignment and instruction-following issues underscore challenges
in maintaining adherence to complex prompts, particularly in chain-of-thought tasks. The observed
error types match closely with the skill requirements identi�ed by human annotators (Figures 8 and 9 in
Subsection 4.10).

5 Conclusion

In this paper, we introduce MULTI, a comprehensive and challengingbenchmark designed to rigorously
evaluate the performance of MLLMs in detailed cross-modality understanding and scienti�c reasoning.
Our experiments with state-of-the-art models like Qwen2-VL, InternVL2, Gemini 1.5, and GPT-4 series
demonstrate that while these models exhibit promising capabilities, there remains a signi�cant gap com-
pared to human performance, particularly in tasks involving cross-modal alignment, logical reasoning,
and complex comprehension. This underscores the need for continuous research and development in this
domain.

The creation of the MULTI-Elite and MULTI-Extend subsets furth er contributes to the �eld by pro-
viding insights into the strengths and limitations of current MLLMs. T hese subsets challenge the models'
learning and reasoning abilities and encourage the development of more sophisticated and robust multi-
modal understanding systems.

MULTI benchmark opens new avenues for research, particularly inenhancing the MLLMs' ability to
integrate and reason over diverse data types, including images, text, and structured data. As detailed in
Appendix A, future work may focus on expanding the benchmark toinclude more diverse modalities and
question types, further pushing the boundaries of what MLLMs can achieve. By making MULTI publicly
available, we hope to foster a collaborative environment where researchers can continuously test and
improve the capabilities of MLLMs, driving the �eld toward the develop ment of truly intelligent and
versatile AI systems.
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Appendix A Limitations and future work
� Potential biases. While we have taken several steps to minimize biases in the da taset and ensure fair evaluation,

we acknowledge that some biases remain. Despite our e�orts, challenges in the construction and evaluation process, suc h
as subject, di�culty, format, and system biases, still pers ist to some extent. The distribution of questions across di� erent
subjects and di�culty levels may still exhibit some inheren t imbalances, which could impact the evaluation of MLLMs
in speci�c domains or tasks. Although we have adopted algori thms for subject selection and multi-round annotation for
di�culty balancing, these processes are not foolproof. Add itionally, variations in the annotation process, such as su bjective
di�culty ratings and semantic rephrasing of questions, may introduce slight inconsistencies across di�erent subsets of the
data. We are committed to re�ning our methodology in future v ersions to further mitigate these biases and enhance the
fairness of the benchmark.

� Multilingual capabilities. MULTI predominantly features simpli�ed Chinese and mainly focuses on subjects taught
in Chinese schools, with limited English multimodal conten t that's relatively straightforward for MLLMs. We plan to in clude
translations in future versions. Nonetheless, the presenc e of Chinese characters in �gures poses a signi�cant challen ge for
MLLMs trained on di�erent linguistic datasets.

� Use of explanations. While we have annotated explanations in detail, the utiliza tion in subsequent studies remains
limited. These explanations could potentially serve as val uable training data for model �ne-tuning and few-shot learn ing
using methods like CoT (chain-of-thoughts) or RAG (retriev al augmented generation) and may aid in evaluating reasonin g
skills.

� Metrics for evaluating blank-�lling, open-ended writing, and others. Our evaluation primarily uses exact
match, which might be overly stringent for assessing MLLMs' true capabilities. Assessing open-ended writing tasks tha t
require complex knowledge and reasoning is still a challeng e. We also have nearly 100 questions that do not belong
to traditional categories, such as questions requiring geo graphic drawing, and the evaluation of them will be even more
challenging. Now that only a few studies [58] involve human e valuation, developing automatic and reliable methods rema ins
an open research area.

� Adaptation to various MLLMs. Although we have tested several MLLMs, numerous others exis t and new ones
are continuously emerging. We encourage the community to ev aluate their MLLMs using our benchmark to gauge their
cognitive reasoning abilities. We will test more models as s oon as the multilingual version is released.

Appendix B Several useful links
O�cial website: https://opendfm.github.io/MULTI-Bench mark.
Evaluation code of MULTI: https://github.com/OpenDFM/MU LTI-Benchmark.
Prompts used in MULTI: https://github.com/OpenDFM/MULTI -Benchmark/blob/main/eval/prompts.py.
Download MULTI: https://huggingface.co/datasets/OpenD FM/MULTI-Benchmark.
Realtime leaderboard: https://opendfm.github.io/MULTI -Benchmark/#leaderboard.

Appendix C Models and experiment cost
The model speci�cations are listed in Table C1.

A standard evaluation using GPT-4o with image inputs (witho ut CoT reasoning) requires approximately 4.5 million
prompt tokens and 150000 completion tokens, amounting to a t otal cost of around $25. Running on a single A100 (80 G)
GPU, models with 7{8 B parameters complete the benchmark in 1 {2 h, while a 70 B+ model takes approximately 8 h on
2{4 A100 GPUs. CoT experiments demand signi�cantly more res ources due to the larger token output. To facilitate more
practical and faster usage, we recommend researchers prior itize testing on MULTI-Elite, which requires only around $1 and
a few minutes to complete.

Appendix D Prompts
The complete collection of prompts designed for evaluation on MULTI is shown in Figure D1. One of the prompt pieces
in each row is selected according to the evaluation setting a nd data format. Please note that some prompts will not take
e�ect under certain cases, for instance, the prompt related to knowledge will be omitted if the knowledge is not given.

Appendix E Data selection algorithm
We mostly pick questions based on its content length L q , calculated with function

L q =
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Table C1 The list of models evaluated on MULTI. We report modality as h ow many images can the model take in one turn.
Note that those MLLMs commonly support multiple-image inpu t with chatting in several turns. T: pure text LLM; One: only o ne
image in the beginning; SI: single image in each turn; MI: mul tiple images in one turn. The underline means the model must h ave
an image as input.

Creator Model Date #Paras (B) Form Modality Version

FDU MOSS [1] 2023-04-19 16 Weight T moss-moon-003-sft

AISpeech DFM-2.0 [2] 2024-01-16 70 Weight T dfm-2.0-70b-preview

Alibaba Qwen2-7B [3] 2024-06-04 7 Weight T Qwen2-7B-Instruct

PJLab InternLM2.5-7B [4] 2024-06-27 7 Weight T internlm2 5-7b-chat

THU VisualGLM [14] 2023-05-17 6 Weight SI visualglm-6b

OpenBMB VisCPM [15] 2023-06-28 10 Weight SI VisCPM-Chat

LinkSoul-AI Chinese-LLaVA [16] 2023-06-30 7 Weight One Chinese-LLaVA-Cllama2

Alibaba Qwen-VL [17] 2023-09-25 7 Weight MI Qwen-VL-Chat

01-AI Yi-VL-34B [18] 2023-11-22 34 Weight One Yi-VL-34B

OpenGVLab InternVL-1.1 [19] 2024-01-24 19 Weight One InternVL-Chat-V1-1

OpenGVLab InternVL2-8B [20] 2024-07-03 8 Weight MI InternVL2-8B

OpenBMB MiniCPM-V-2.6 [21] 2024-08-05 8 Weight MI MiniCPM-V-2 6

Alibaba Qwen2-VL-7B [22] 2024-08-28 7 Weight MI Qwen2-VL-7B-Instruct

Alibaba Qwen2-VL-72B [22] 2024-08-28 72 Weight MI Qwen2-VL-72B-Instruct

OpenAI ChatGPT [5] 2023-11-06 { API T gpt-3.5-turbo-1106

OpenAI GPT-4 [6] 2023-11-06 { API T gpt-4-1106-preview

Google Gemini Pro [7] 2023-12-07 { API T gemini-1.0-pro-001

OpenAI GPT-4V [23] 2023-11-06 { API MI gpt-4-1106-vision-preview

Google Gemini Vision Pro [7] 2023-12-07 { API MI gemini-1.0-pro-vision

OpenAI GPT-4o-mini [24] 2024-07-18 { API MI gpt-4o-mini-2024-07-18

OpenAI GPT-4o (0806) [25] 2024-08-06 { API MI gpt-4o-2024-08-06

Google Gemini 1.5 Flash [7] 2024-08-27 { API MI gemini-1.5-flash-exp-0827

Anthropic Claude 3.5 Sonnet [26] 2024-10-22 { API MI claude-3-5-sonnet-20241022

OpenAI GPT-4o (1120) [25] 2024-11-20 { API MI gpt-4o-2024-11-20

Google Gemini 1.5 Pro [7] 2024-11-21 { API MI gemini-exp-1121

where a = 1, b = 1 are customized weights.
In the formula above, we use a harmonic mean function H to normalize content length L q;i of each target value i within

each knowledge piece k6) .

H (L q;i ) =
1

1
L q;i

+ 1
L q;i

=
2L q;i L q;i

L 2
q;i + L q;i

2 ;

where L q;i is the arithmetic average of L q;i for all questions with k.
Then we pick N k questions within each knowledge piece k.

N k = d� � lg(#questions of k)e;

where � = 3 is a customized parameter.
Now we sort L q;k = L q : q 2 k in descendent order.
Then we assign a pick-up probability to select these questio ns.

P r [pick up q] =

8
>>><

>>>:

1; for q s.t. L q;k [0];

p; if q = 1, for q of L q;k [1 : m] or L q;k [� m :];

p
N k � 2m

#questions of k
; otherwise:

Appendix F Data process and annotation
Initially, we extract a total of 2.7 million questions from t he Internet. Through an algorithmic selection in the prepro cessing
stage, we narrow this down to 18000 questions with wide cover age. During the construction, we conduct two rounds of data
annotation and three rounds of automatic checking to ensure the granularity and credibility of every question in our set .
In the �rst round of annotation, we �lter out and modify quest ions based on prede�ned criteria. The second round of data
annotation focuses more on semantic analysis and data enhan cement. This post-processing stage signi�cantly increase s the
number of MA questions by 3.22 times, and the total point prop ortion of non-SA questions rose from 26.0% to 40.1%. We
also remove over 800 similar questions.

6) Note that for those questions without knowledge informat ion, we simply use an empty string as a keyword.
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Figure D1 (Color online) The prompts for evaluation on MULTI.

Appendix F.1 Data pre-process

The raw data range from HTML, photocopy, hand script, and pla in text, and we conduct pre-processing to reduce the load
of further annotation. We remove most HTML tags indicating i rrelevant content of the question, such as alignment and
color. We reserve tags for underlines ( <u> </u>), and we transfer several tagged styles, including bold, it alic, and tabular
data, into markdown format. For some complex tables that can not be well converted, we save them as a screenshot picture
after rendering with HTML.

For photocopy and hand script, we adopt OCR tools to convert t ext content, crop images, and �gures, and integrate
them into markdown. We further transcribe most of the math fu nctions and chemistry structures into L ATEX format, with
a small portion remaining as images.

Appendix F.2 Data annotation

We develop an online platform for the data annotation stage. The platform consists of text boxes for editing contents and
regions for rendering the text to see the �nal appearance of t he data as shown in Figure F1. We employ skilled human
annotators and involve them as authors, primarily undergra duate students from top universities in China familiar with exam
quizzes and markdown rules, to undertake this comprehensiv e task covering various aspects from formatting to semantic
analysis.

� Format level. Tasks at this level involve the removal of residual HTML tags and the conversion of content into
markdown format (refer to examples (1) and (3) in Figure F2). This includes transforming complex mathematical and
chemical equations, usually in HTML, into L ATEX. For this purpose, Mathpix 7) is utilized for e�ciency. The annotators
also correct any character-level errors in text and formula s, often resulting from OCR inaccuracies.

� Content level. Annotators split the raw content into distinct sub-questio ns, segregating parts like the question,
answer, and analysis (if presented in raw data). We divide th e question content into general and speci�c parts. The gener al
part includes the problem introduction, background inform ation, or instructions applicable across all sub-question s, while
the speci�c part contains details unique to each sub-questi on. Annotators also standardize typesetting and image plac ement,
ensuring a consistent format across questions of the same ty pe (e.g., for multiple-choice questions with a single image , the
format follows problem content(general) + question content(specific) + [ MASK] + [IMAGE1] + choices ).

� Label level. Annotators evaluate each question's di�culty and quality. A question is considered of higher quality
if it includes comprehensive content, multiple images, or d etailed explanations. Di�culty assessment is subjective. These

7) https://mathpix.com/snipping-tool.

https://mathpix.com/snipping-tool
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Figure F1 (Color online) A screenshot of the main page of the data annot ation platform.

evaluations aid in curating our MULTI-Elite dataset. Annot ators also verify information like question type, educatio nal
level, and related knowledge pieces.

� Semantic level. At this stage, annotators are advised to identify and correc t both super�cial errors (e.g., empty/
duplicate choices, incomplete mathematical functions suc h as between $32$, $3^2$, $nsqrt[3] f 2g$, $3nsqrt f 2g$,
$nfrac f 3gf 2g$) and more profound errors relating to factual accuracy and l ogical reasoning, such as content that is lacking
or leads to inconclusive results. Those questions with prof ound errors will be dropped.

In Figure F2, we show several examples of complex formation a nd modi�cation during the data annotation stage. The
markdown, LATEX, and HTML format code remains for better formatting clarit y.

Appendix F.3 Data post-process

To collect more challenging data for our benchmark, we adopt several data post-processing strategies.
� Formation. During the data preprocessing stage and annotation stage, w e format the questions in a render-friendly

manner, and meanwhile reduce the similarity to contents tha t the MLLMs are trained on. During this stage, we assess if
there are any omissions or missing elements.

� Disambiguration. For blank-�lling questions containing multiple [MASK]s, we manually modify those with parallel
relations into two sub-questions (refer to example (5) in Fi gure F3) to determine a unique �xed answer for each question.

� Distillation. This is completed during our annotation process. We reduce a ssistance information so that the answer
must depend on a more detailed analysis (refer to example (4) in Figure F3). In this way, we greatly enhance question
di�culty.

� Transformation. We randomly modify the questions, such as from single-choic e to blank-�lling (refer to example
(2) in Figure F3), or convert certain kinds of single-choice questions into multiple-choice ones (refer to example (1) a nd
(5) in Figure F3). Lots of single-choice questions have a lis t of options, and the choices are presented as a combination
of those options where only one is correct. We transform thos e questions into multiple-choice questions where the optio ns
become new choices and the correct answer corresponds to the combinations. In this way, we successfully increase the sca le
of multiple-choice questions, improving the diversity of t he questions.

In Figure F3, we show several examples of complex formation a nd modi�cation during the data postprocess stage. English
translations of Chinese text are shown for better readabili ty.

In Figure F4, we show more examples for annotated questions. English translations of Chinese text are shown for better
readability.

Appendix G Case study
In this section, we provide 5 case studies alone with annotat ions by human experts and error analysis for several selecte d
models.
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Figure F2 (Color online) Several data annotation examples when const ructing MULTI.

Figure F3 (Color online) Several data augmentation examples when con structing MULTI.



Zhu Z C , et al. Sci China Inf Sci October 2025, Vol. 68, Iss. 10, 200107:24

Figure F4 (Color online) More examples of MULTI.

Figure G1 (Color online) Error analysis of an SI-SA question.
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Figure G2 (Color online) Error analysis of an SI-MA question.

Figure G3 (Color online) Error analysis of an MI-SA question.
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Figure G4 (Color online) Error analysis of an SI-OP question.

Figure G5 (Color online) Error analysis of an NI-MA question.
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