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Abstract Large language models (LLMs) have demonstrated formidable capabilities in both task-oriented and chit-chat
dialogues. However, when extended to large vision-language models (LVLMs), we found LVLMs excel in objectively describing
the content in the image, while subjective multimodal emotional chit-chat (MEC) dialogues ability is insufficient, a shortfall
we attribute to the scarcity of high-quality MEC data. The collection and annotation of high-quality MEC dialogue data are
helpful, but the cost of such processes makes the acquisition of large-scale data challenging. Addressing this gap, we introduce
an adversarial LLM-based data augmentation framework U2MEC for generating MEC dialogue data from unimodal data.
Our framework is inspired by user behaviors in multimodal dialogues, including two patterns: image to prove text and text
to explain image, which makes the generation process conformable to human habits. Utilizing U2MEC, we have generated
and constructed a Chinese instruction dataset named MEC-chat, which contains 23k high-quality MEC dialogues. We also
propose an evaluation benchmark named MECBench to assess the chit-chat abilities of LVLMs. Empirical results confirm
that fine-tuning LVLMs on the MEC-chat leads to significant improvements in both MECBench and human assessments.
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1 Introduction

Large vision-language models (LVLMs), which are composed of large language models [1,2] and vision
networks, have shown outstanding performance across many multimodal tasks such as image caption [3]
or visual question answering (VQA) [4]. Recently, chatbots [5-8], which are built upon the raw power of
LVLMs, have received widespread attention both inside and outside academia.

An excellent multimodal chatbot should also have strong emotional dialogue capabilities. However,
previous work [9] found that after adding visual modality, the language ability especially the emotional
dialogue capabilities of LLMs has decreased. We evaluate LVLMs’ performance in the task-oriented
dialogue setting and the emotional chit-chat setting. As shown in Figure 1 [10], we find that LVLMs
perform well in existing multimodal tasks, such as image captions. However, when users want to chat with
LVLMs, they still tend to reply with the description of the image. Their emotional chit-chat capability
is severely reduced, which limits their application in multimodal dialogue scenarios that require a high
degree of anthropomorphism and emotional capacities.

Finetuning on high-quality multimodal emotional chit-chat (MEC) data is a promising way to enhance
LVLMs’ emotional conversation ability. However, the existing pre-training data in the image-text pair
format are mostly with neutral sentiment polarity, the emotional chit-chat conversation is also rare in
instruction datasets. Artificially constructing high-quality MEC dialogue datasets is equally challenging.
It requires high costs and is time-consuming. Meanwhile, it may suffer from issues of personal privacy
and insufficient diversity.
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User:

User: fid—TX5kE F. (Describe this picture.)

LVLM: XIEERRT T —MRENEF, TRES
I BEREFHABIRRE—SKARR L. (This
picture shows a broken plate with blue and red
patterns. The plate fragments are placed on a
wooden table. )
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MEC-LVLM: 5XIEE ;B —MRIENEF, %
i R TR . (In this picture, there is a
broken plate that has been smashed to pieces
on the ground. )

(a) LVLM & MEC-LVLM performance in the task-oriented dialogue setting

User:

User: EERZFHIAME"! (Look at my child's “masterpiece” | )

LVLM: XIBB AR T — MEFERIER, B
TEEEMABERE TR, (This picture

shows a child's artwork, where he smashed a

MEC-LVLM: 2 BRRHESZ, HER TR
WRNEF, e ERIRM TR, RENFEX
HERRWRAZFERAAHBE. (I completely
understand your feelings. I saw that broken
plate, which was shattered on the ground. T

plate with blue and red patterns into pieces. ) really hope this won't cause too much harm to

you and the child. )

(b) LVLM & MEC-LVLM performance in the chit-chat setting

Figure 1 (Color online) Example of LVLMs (VisCPM [10]) and our MEC-LVLM performance in (a) the task-oriented dialogue
setting and (b) the chit-chat setting.

Considering the difficulty of manual construction and the success of automated data construction [11],
we propose to utilize high-quality emotional visual datasets and emotional dialogue datasets to construct
the MEC dataset to solve the data scarcity problem. Inspired by user behaviors in multimodal chat
conversations, we propose an adversarial LLM-based U2MEC framework. U2MEC includes text-to-
multimodal generation (T2M, corresponding to image to prove text) and image-to-multimodal generation
(I2M, corresponding to text to explain image), enabling retrieval-enhanced missing modal completion
and multimodal collaborative rewriting. Meanwhile, through adversarial learning [12], it fits generated
samples with the real sample distribution.

Meanwhile, to verify the MEC capability of existing LVLMs and evaluate the quality of the data gen-
erated by the U2MEC framework, we propose MECBench evaluation. MECBench covers three basic
multimodal dialogue ability dimensions and five multimodal emotional chit-chat dialogue ability dimen-
sions. Experimental results have shown that after additional fine-tuning on the 23k high-quality MEC
instruction data (MEC-chat) generated by the U2MEC framework, the model shows significant improve-
ment in the MECBench evaluation and manual assessments.

Our contributions are as follows. (1) We propose a novel LLM-based unimodal-to-multimodal data
adversarial generation (U2MEC) framework to imitate user behavior in multimodal emotional chit-chat
conversations, which can generate high-quality MEC instruction data for LVLMs training without manual
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data collection and annotation. (2) We have constructed the generated MEC-chat dataset, which contains
23k multimodal emotional chit-chat dialogues. Extensive experimental results have shown that three
different LVLMs with fine-tuning on MEC-chat exhibit stronger multimodal emotional chatting abilities.
(3) We are the first to propose a comprehensive benchmark namely MECBench to evaluate the multimodal
emotional chit-chat ability of LVLMs, which enriches the landscape of emotional intelligence evaluation
of LVLMs.

2 Related work

2.1 Large vision-language models

Large language models (LLMs), such as GPT-3 [1], Flan-T5 [13], PaLM [14] and LLaMA [2], exhibit
powerful capabilities that have not been witnessed before. Large vision-language models (LVLMs) are
typically built on LLMs and equipped with visual perception modules to enable multimodal perception
ability, which can realize multimodal dialogue and complete multimodal tasks such as generating image
captions and answering questions based on multimodal content. Flamingo [15] uses the multimodal inputs
as prompts and shows remarkable few-shot performance for multimodal downstream tasks. Subsequently,
BLIP-2 [16] and Kosmos-1 [17] feed the visual features into LLMs as soft prompts. MiniGPT-4 [18],
mPLUG-Owl [19], LLaVA [8] and GPT-4(V) [20] have introduced visual instruction tuning to improve
the instruction following ability of LVLMs.

2.2 Multimodal emotional chit-chat dialogue

To use the power of LLMs in dialogue scenarios that require a high degree of anthropomorphism, some
scholars [21,22] have proposed using emotional dialogue data and psychological consultation data to
improve the emotional dialogue capabilities. However, for LVLMs, most existing research [7,23-27]
focuses on enhancing their multimodal understanding capabilities, such as improving multimodal task
performance or adding more modalities, ignoring the enhancement of MEC capabilities. Some studies [9]
have found that after adding a visual perception module, the language ability of LVLMs will decline,
which limits its application in multimodal dialogue scenarios. Enhancing multimodal emotional chit-chat
capabilities is inseparable from data support. However, unlike the rich accumulation of textual emotional
dialogue data [28,29], high-quality image-text pair dialogue data are scarce and costly to build. Low-cost
construction of MEC dialogue data to train LVLMs can broaden its application scenarios.

In addition, we found that the existing multimodal evaluation [5,30,31] still focuses on visual emotional
understanding, like the read emotion from facial expressions task and the understand how visual content
arouses emotions task. And the evaluation of the model’s MEC capabilities is not comprehensive, such as
emotional expression ability, active guidance ability, and fun gender, which also limits the development
and application of LVLMs.

2.3 Multimodal data augmentation with LLM

Data augmentation is a widely employed technique to alleviate the data scarcity problem. Recently,
LLM-based data augmentation methods have achieved remarkable results in natural language process-
ing tasks [32-34]. To our knowledge, there is still no LLM-based multimodal emotional dialogue data
augmentation method. Some studies [35-37] are similar to our approach to converting unimodal data to
multimodal data. Mda [35] utilizes a cross-modality matching network to select image-text pairs from
existing unimodal datasets for multimodal emotion classification. Dialogec [36], a multimodal dialogue
dataset creation pipeline that involves matching large-scale images to dialogues based on CLIP similarity.
Imad [37] utilizes text-to-image similarity and sentence similarity to identify which utterances could be
replaced with an image and create the IMAD dataset. Unlike the above methods, which are limited
to data transformation from text to multimodal or rely on image-text matching. This paper models
user behaviors in multimodal social dialogue and proposes an adversarial LLM-based data augmentation
framework that independently constructs MEC data from both visual emotional datasets and emotional
dialogue datasets.
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Figure 2 (Color online) Illustration of the U2MEC framework.

3 Methodology

3.1 Overview

Figure 2 shows the overall structure of the U2MEC framework. For the textual emotional dialogue data,
the text-to-multimodal (T2M) generator generates textual content that can be replaced by an image
(TRI) for image retrieval and rewrites the dialogue to separate TRI from the conversation. Then, the
TRI is sent to the web retriever to get images. We adopt CLIP-ViT-L/14 [38] to calculate the relevance of
the rewrite conversation and retrieved images and select the image with the highest relevance to construct
anew MEC sample. For the emotional visual data, given an image with the emotional label, the image-to-
multimodal (I2M) generator first generates a dialogue topic according to the image caption and emotion
label. Then, generate a conversation by an LLM to construct a new MEC sample. Thereafter, the
generated example and mini-batch real examples are sent to the discriminator. If the generated example
successfully confuses the discriminator, we regard it as a good example. In this way, we use the parameter-
efficient fine-tuning (PEFT) method [39,40] to finetune the LLM in generators to encourage generating
tough examples for the discriminator, and the generated examples are used in the training stage of the
discriminator. By alternatively training the generator and the discriminator, the generated examples will
fit the real examples distribution.

3.2 Generator

The key to the generation stage is to model the behavior of social media users in multimodal chit-
chat conversation and simulate and generate more realistic MEC dialogue data. According to existing
research [41], the common behavior mode of a social media user is the matching and filtering of images
and text into a post. To be more specific, while writing a caption for a photo or attaching a picture
for textual content, users would retrieve words and phrases in mind or search in their album to find a
best-matched picture [35]. We attempt to model this matching process and formulate it to generate MEC
dialogue data from the emotional dialogue datasets and emotional image datasets.

In the text-to-multimodal (T2M) generation stage, we feed the text dialogue into the LLM guided by
chain-of-thought (COT) [42] to obtain the text that can replaced by an image (TRI) and the rewritten
dialogue. The TRI refers to a subject in the first sentence of a conversation and its attribute detected
from the entire conversation can be replaced by an image, such as “sunny weather” and “map of London
Underground stations”. The rewritten dialogue will remove TRI from the sentence and add prompts such
as “see picture” and “look at picture”, and use LLM to improve the fluency of the dialogue. Afterward,
we retrieved n corresponding images from the internet based on TRI and used CLIP [38] to select the
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image with the highest relevance to the rewritten dialogue and combine it into new data. Since TRI
comes from conversational content in a public dataset that complies with data protection requirements,
the retrieved information does not contain issues involving personal privacy. In addition, we ensure that
all images downloaded are legal, come from publicly available websites, and do not involve copyrighted
images or content that violates the website’s usage regulations.

G = LLMs(promptroy, X173 6;). (1)

In the image-to-multimodal (I2M) generation stage, to ensure the quality of generated dialogue and
improve data generation speed, we used the image caption model to convert the image into text for input
to LLM instead of LVLM. We feed the caption and emotional labels of images into a COT-guided LLM,
which first identifies the dialogue topics that may be involved in the image, and then generates MEC
dialogues based on the topics.

G; = LLMs(promptyon, X713 0;). (2)

3.3 Discriminator

In this subsection, we detail the discriminator of MEC data classification. The input is an image-text
pair and the output is a label y € {real, fake-T2M, fake-I2M}. We implement the pre-trained model
ResNet-101 [43] and Bert-base [44] to encode the image I and text T', respectively.

ResNet(I) = {rj||lr; € R***® j =1,2,...,49}, (3)
vl =W, - ResNet(I), (4)
vT = W, - BERT _Encoder(T), (5)

where W, and W; are learnable parameters.
Then, we adopt a multimodal transformer (MEncoder) [45] to fusion the unimodal features for classi-
fication.
H = MEncoder(concat([v!, v"]), (6)

where H represents the final hidden state of the “[CLS]” token, which is used for classification. Therefore,
we can learn from partial fake and real MEC data to generalize for all data with the discriminator C'.
Specifically, we introduce the cross-entropy loss to train the discriminator C' on these partial data as
follows:

‘CC = EmN{D}‘M,DRM}[y : log(g) + (1 - y) : log(l - g)] (7)
3.4 Adversarial learning

To improve the authenticity of the generated samples and better fit the chat conversation scenario,
our goal is to learn generator parameters 6;,0; to make the distribution of generated samples Pg(x;6;)
and Pg(x;0;) fit the real sample distribution Pyat.(z) as closely as possible. As mentioned above, the
discriminator C' is used to assess the difference between Pg(z;6;) and Pg(x;6;) with Pyata(z). The goal
of training the U2MEC framework is to learn generators G, m € {t,i} to minimize maxcV (G, C):

Gr = argrgglmgXV(Gm, ), (8)

V(Gm,C) = Ezn Py [0g C(2)] + Eanpe,, [log(l — C(x))] . (9)
In practice, when G, is poor, C' can reject samples with high confidence because they are clearly different
from the training data. In this case, we use a larger fixed LLM to generate mini-batch fake MEC samples
Dra for discriminator training. To train the generator model, we propose to simultaneously minimize
the generator loss measured by the discriminator model C":
min Lg,, = B, ~x,, [1 —1og C(Gp(2m)] - (10)
Through iterative training of the generator and discriminator in a competitive manner, the discrimina-
tor becomes increasingly adept at distinguishing between real samples and generated samples, while the
generator becomes more skilled at creating samples that are increasingly difficult to differentiate from
real data. This adversarial training process drives improvements in both the generator and discrimina-
tor, ultimately producing high-quality samples that closely resemble the distribution of real data. We
summarize the whole training process of the proposed framework as in Algorithm 1.
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Algorithm 1 Unimodal-to-multimodal adversarial data augmentation.

Input: The image set: Dz; the textual dialogue set: D; mini-batch real MEC dialogue set: D aq. The I2M generator G;(x; 0;).
The T2M generator G¢(x;0:). The discriminator C'(z;6).
1: Initialize 0;, 0; with pre-trained weights, § with random weights;
: Sample mini-batch unimodal set from Dz and D7
: Generate mini-batch fake multimodal dialogue set Draq by sent unimodal set to frozen LLM-based generator models;
// Train the discriminator C with {Dra, Drat}
: Update discriminator parameters € by descending its stochastic gradients for generators:
0+ 60— Moo Vg[,c('D}'M,DRM;G);
5: for each training step 7 do
6 Sample a mini-batch image set X; and textual dialogue set X3
7 if 7 is in adversarial generator training period time then
8
9

w N

I

Generating the corresponding mini-batch of multimodal emotional dialogues Xar;
Update parameters €; and 6; by descending their stochastic gradients for generators:
0; + 0; —p-Vo,Lg,(X1,DrM;0:),

0r < 0t — -V, Lo, (X1, DrM; 0t);

10: else

11: Update parameters € by descending its stochastic gradients for generators:
00— p-Volc(Xnr, Drm; 0);

12: end if

13: end for

Table 1 Basic statistics of our MEC-chat datasets.

Category Details

Total dialogues 23041

Utterances 79001

Average number of utterances per dialogue 3.42
Average number of tokens per dialogue 238.18

Source dialogue dataset LCCC [46], DuRecDial [47], ChatHaruhi [48]
Dialogues generated from dialogue dataset 19690
Source visual dataset Emotion6 [49], Twitter [45], EmoSet [5]

Dialogues generated from visual dataset 3351

Language Chinese

4 MEC-chat dataset

In this section, we propose to use the U2MEC framework to create the MEC-chat instruction dataset,
which is a large-scale multimodal emotional chit-chat dialogue dataset. The statistics of the MEC-chat
dataset are summarized in Table 1 [5,45-49].

4.1 Source dataset

The source unimodal datasets we utilized can be classified into two main categories: textual dialogue
datasets and emotional visual datasets.

LCCC [46]. LCCC dataset is the current largest open-source Chinese dialogue data collected from
the Internet, including more than 12 million rounds of dialogues.

DuRecDial [47]. This dataset is a two-person Chinese dialogue recommendation dataset, collected
from real conversations, where one person plays the recommendation seeker and the other plays the
recommendation bot.

ChatHaruhi [48]. This dataset covers 32 Chinese/English TV /anime characters with over 54k simu-
lated dialogues. We mainly use 13166 Chinese data from this dataset.

Emotion6 [49]. For each image, Emotion6 annotates the emotions triggered by the image, including
anger, disgust, fear, joy, sadness, surprise and neutral.

Twitter [45]. The Twitter dataset is a multimodal dataset containing text and corresponding images,
which annotates target entities and their emotional tendencies expressed in the image-text pair.

EmoSet [5]. EmoSet includes 118102 images from social networks and artistic image datasets con-
taining high-quality emotional annotations.

In addition, to train the discriminator, we manually collected 150 real high-quality multimodal dia-
logues, as mentioned in Subsection 3.3.
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Table 2 Comparison of LLM capabilities through PEFT in generators. We divide the real MEC data into a training set and
a test set in a ratio of 2:1. The ACC represents the accuracy of the TRI extraction task. #Steps N represents after N steps of
U2MEC training. The 1 symbol indicates that larger values correspond to better performance, while | indicates that smaller values
correspond to better performance. Bold numbers highlight the best results.

T2M generator I2M generator
#Steps Model Few-shot
ACC 1 (%) BLEU-1 1 BLEU-4 + BLEU-1 1 BLEU-4 + ROUGE-1 1 Perplexity |
ChatGLM-6B-P-Tuning O 56.6 £ 1.3  97.25 95.48 21.23 3.87 23.96 6.42
O 60.0 £ 2.0 97.78 95.89 22.14 6.42 25.50 5.38
ChatGLM-6B-LoRA

O 60.0 £ 2.0 97.70 95.76 22.87 6.59 25.87 4.62
Chinese-Alpaca-7B-P-Tuning ] 64.6 £ 1.3 98.29 96.46 21.42 6.26 24.64 6.37
N=0 O 66.6 £ 1.3  98.30 96.45 22.31 8.27 26.36 5.18

Chinese-Alpaca-7B-LoRA
O 66.6 + 1.3  98.43 96.51 23.02 8.40 27.06 5.79
Chinese-LLaMA-7B-P-Tuning O 64.6 £ 1.3  98.27 96.49 21.07 7.62 23.42 6.60
O 72.0 + 2.0 98.76 96.74 22.43 8.43 26.72 6.64

Chinese-LLaMA-7B-LoRA
O 66.6 + 1.3  98.67 96.34 23.76 8.45 28.47 6.89
O 71.3 £ 1.3 98.70 96.42 23.51 8.55 27.38 4.56

N = 20k Chinese-LLaMA-7B-LoRA
O 72.6 £ 1.3  98.62 96.75 21.60 8.72 27.79 4.21
O 73.3 £ 1.3 98.76 96.77 22.44 8.62 27.72 3.79

N = 40k Chinese-LLaMA-7B-LoRA
m] 72.6 £ 1.3  98.66 96.72 23.78 8.78 28.92 3.26

4.2 Generator implementation

As shown in Figure 2, LLMs play an important role in generators. Commercial models such as GPT-4-
turbo and GPT-3.5-turbo have strong capabilities, but considering the cost of mass production, we have
chosen strong open-source Chinese LLMs in the generator, such as Chinese-LLaMA-2-7B [50], Chinese-
Alpaca-2-7B [50], ChatGLM2-6B [51].

We present a comparison of the performance of different LLMs in the real MEC dataset using different
PEFT methods in Table 2. We choose BLEU [52] with n-gram lengths 1 and 4 as quality metrics and also
report ROUGE-1 and perplexity for the models we trained. In addition, we reported the accuracy of TRI
extraction. The results in subsequent experiments are based on Chinese-LLaMA-2-7B, which performs
better in the comparison of the N = 0 steps. It can also be observed that as the training steps increase, the
performance of LLMs in the generator improves in the most unimodal to multimodal transformation tasks.
At N = 40k steps, the Chinese LLaMA-7B-LoRA few-shot setting can generate smoother conversations
based on image content, and the zero-shot setting performs better in TRI extraction and conversation
rewriting. The prompts used for LLMs in the generator are from manual design. We show the prompts
used in the U2MEC framework for text dialogue data and visual emotion data in Appendix A.

During generator instruction tuning, the maximum sequence length is limited to 4096. For LoRA, we
set the rank » = 8. The instruction tuning process takes 8 A100 for 40k training steps.

4.3 Visualization

As shown in Figure 3, we visualize the variation of sample features in the discriminator with increasing
training steps of generators. After initializing the training discriminator, it can effectively distinguish
samples with three different labels. As the number of training steps increases, it becomes increasingly
difficult for the discriminator to determine the real and generated samples. The experiment showed that
the discriminator’s accuracy in distinguishing between real and generated samples decreased from 96.67%
to 63.37%.

4.4 Analysis of MEC-chat

The basic statistics of our MEC-chat dataset are shown in Table 1. To verify the quality of the generated
data, we adopted both automatic and manual verification. Inspired by previous work [37], we first verify
the image-text correlation of the generated data. The dataset was organized into 3 distinct categories:
“perfect match”, “partial match”, and “no match”. We randomly sampled 300 multimodal dialogues
from the generated data for manual evaluation and used CLIP [38] to calculate the average similarity
between generated images and dialogues. As shown in Table 3, there are 87.33% of the generated MEC
dialogues are marked as “perfect match” with a Kappa coefficient of 0.82, indicating a high degree of
dialogue-image matching and generating MEC dialogues that conform to human dialogue behavior.
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Figure 3 (Color online) Scatter plots for the sample embeddings from the discriminator in the generator training stage in the
embedding space when reduced to 2D and 3D using tSNE. The z-, y- and z-axes have no explicit meaning; they show relative
relationships where closer points indicate more similar representations.

Table 3 Automatic and manual verification of MEC-chat dataset. Num. indicates the number of dialogues collected from each
data source, while Kappa denotes the annotator agreement achieved by three professional annotators. CLIP represents the average
similarity between generated images and dialogues.

Source dataset Num. Perfect match (%) Partial match (%) No match (%) Kappa CLIP
LCCC 186 88.70 8.60 2.70 0.79 0.92
DuRecDial 29 86.20 10.34 3.45 0.86 0.96
ChatHaruhi 20 90.00 10.00 0 0.85 0.94
Emotion6 31 87.09 9.67 3.24 0.83 0.93
Twitter 17 82.35 17.65 0 0.78 0.94
EmoSet 17 88.23 11.77 0 0.87 0.93
Total 300 87.33 10.33 3.34 0.82 0.93

5 Experiment

The existing evaluation focuses on testing the basic abilities of LVLMs, such as visual reasoning and VQA.
To explore how our dataset affects the MEC capability of LVLMs, we constructed the MECBench evalu-
ation benchmark and evaluated the performance of three baseline models: VisualGLM [51], VisCPM [10]
and CogVLM [53].

5.1 Evaluation metrics

To evaluate the MEC capability of the LVLMs, we are inspired by previous evaluation studies [30,54-56]
and propose the MECBench evaluation benchmark, which contains 3 basic multimodal dialogue ability
assessments and 5 multimodal emotional chit-chat ability assessments. The basic multimodal dialogue
ability assessments include the following. (1) Single sentence fluency [55]. Measure the fluency of each
utterance. (2) Dialogue coherence [55]. Measuring the coherence between utterances and ensuring the
completeness of multimodal contextual semantics. (3) Knowledge accuracy [30]. Measuring the accuracy
of knowledge contained in understanding and responding to image content and reasoning ability. The
multimodal emotional chit-chat ability assessments include the following. (1) Individuation [54]. Measure
whether the model has personification ability, such as playing the role of a friend. (2) Active guidance [55].
Measure whether the model has topic guidance ability. (3) Interesting [54]. Measuring the fun and
attractiveness of replies. (4) Multimodal emotional understanding [5]. Measure whether the model can
correctly understand the emotions expressed by visual information. (5) Emotional expression. Measure
whether the model expresses human-like emotions in conversations.

We have manually designed dialogue questions and standard responses for the above aspects, totaling
46 dialogues and 192 utterances. We tested the responses of LVLMs to these questions and compared the
performance in the relevant aspects using GPT-4-turbo. Multiple evaluation aspects may be designed for
the same conversation.
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Figure 4 (Color online) Preference evaluation using GPT-4-turbo as the annotator, given the same instructions provided by
humans. EC represents the model after MEC-chat fine-tuning. (a) EC-VisualGLM vs. VisualGLM; (b) EC-VisCPM vs. VisCPM;
(c) EC-CogVLM vs. CogVLM.

5.2 Implementation details

During instruction tuning, the maximum sequence length is limited to 2048. For LoRA, we set the rank
r = 8. The learning rate schedule uses a linear warmup of 36 steps to le—4, followed by cosine decay
to 0. The batch size is set to 32. The instruction tuning process takes 8 A100 for 20k training steps.
For a fair comparison, we use unified system instructions for all models to guide their dialogue. The
translated system instructions are as follows: “You are my good friend, you are reliable, compassionate,
affectionate, and knowledgeable. We are chatting now, please reply to me based on our chat content.”

5.3 Results and analysis

As shown in Figure 4, we compared the performance of baseline models and the model finetuned with
MEC-chat on MECBench, the enhanced models based on MEC-chat fine-tuning outperform the baseline
models in MECBench. It can be found that in the 5 assessments, the winning rate of the finetuned model
is significantly ahead of the baseline model, and the winning rate of the baseline model is below 28%.
Both EC-VisCPM and EC-CogVLM achieved a winning rate of over 70% in the emotional expression
evaluation. It can be observed that the emotional expression, individuation and active guidance capability
of the model have significantly improved. Especially in terms of emotional expression and individuation,
the finetuned model performed significantly better than the baseline model in more than 67% of the tests.
This demonstrates that the U2MEC framework can effectively generate multimodal emotional chit-chat
dialogue data, and the MEC capabilities of LVLMs can be significantly improved by finetuning on the
MEC-chat dataset.

In addition, due to the fact that LVLMs already possess a certain level of basic multimodal dialogue
ability, the model tied in more than 88% of the tests in three basic multimodal dialogue ability dimensions.
This also proves that after MEC-chat fine-tuning, the basic ability of the models did not significantly
decrease. The further analysis refer to Table 4, the model only slightly decreased after MEC-chat fine-
tuning on MMBEN [57], OKVQA [58], AOKVQA [59], GQA [60] and VQAv2 [61]. Since the majority
of our data is primarily in Chinese, the fine-tuned model exhibits expected performance declines across
benchmarks like OKVQA. However, these declines are within acceptable limits, indicating that while the
model improves its emotional chit-chat capabilities, its core performance remains largely intact.

Due to the different parameter scales of the basic model, such as the CogVLM parameter count being
more than twice that of VisualGLM, the manual comparison reveals that EC-CogVLM exhibits stronger
MEC capabilities than EC-Visual GLM and EC-VisCPM.

5.4 Ablation study

Specifically, we independently use a single generator during the training phase and have the discriminator
only determine whether the generated samples are real or not. Taking Chinese LLaMA-7B LoRA 40k
as an example, the few-shot results are shown in Table 5. It can be found that the effects of using only
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Table 4 Comparison of basic abilities of LVLMs on MMBCN, VQAv2, OKVQA, AOKVQA and GQA.

Model MMBEN VQAv2 OKVQA AOKVQA GQA
test-std

Visual GLM 35.5 63.9 66.7 62.5 63.0
EC-Visual GLM 35.0 62.6 66.0 62.3 62.4
VisCPM-chat 33.2 73.6 65.4 75.5 71.5
EC-VisCPM 32.5 72.6 64.9 74.3 70.6
CogVLM-chat 41.6 84.3 65.2 - 64.8
EC-CogVLM 40.2 83.9 64.8 - 63.0

Table 5 Ablation study of generators in U2MEC framework.

T2M generator I2M generator
#Steps Model few-shot
ACC 1 (%) BLEU-1 T BLEU-4 + BLEU-1 1 BLEU-4 * ROUGE-1 1 Perplexity |
O 73.3 + 1.3 98.76 96.77 22.44 8.62 27.72 3.79
N = 40k Chinese-LLaMA-7B-LoRA
O 72.6 £ 1.3 98.66 96.72 23.78 8.78 28.92 3.26
N — 40k Only T2M generator O 72.0 + 2.0 98.63 96.69 - - - -
n Only I2M generator O - — - 22.43 8.56 27.31 3.54

—#— Discriminator

S 20%  40%  60%  80%
Proportion of data reduction

Figure 5 (Color online) Ablation study of the number of real samples. The y-axis represents the accuracy of the model in
distinguishing between real and generated samples, while the z-axis represents the proportion of data reduction.

a single generator have declined, among which the BLEU-1 of I2M has only dropped by 1.35, and the
ROUGE-1 has dropped by 1.61. The decrease proves that mixed training enables the discriminator to
obtain more training data, thereby improving the effectiveness of adversarial learning.

During the training of the discriminator, we used a small amount of real samples to enable the dis-
criminator to distinguish between real and generated samples in adversarial training. In Figure 5, we
analyzed the impact of the number of real samples used on the model’s performance (measured by the
accuracy of distinguishing real samples from generated ones). It can be observed that using 150 real sam-
ples achieved an accuracy rate of 96.67%. As the number of real samples decreases, the performance of
the model deteriorates at an increasing rate. We believe that more real samples can improve the model’s
performance, but considering the cost of manual collection, a small number of samples is sufficient for
practical use.

We also verified the performance of LVLMs on MECBench that only finetune on 3000 12M or 3000
T2M MEC-chat data, respectively. Taking VisualGLM as an example, the win rate results of finetuned
models are as shown in Figure 6. I2M-generated data has a more significant effect on improving the
emotional understanding and expression of LVLMs, but in other aspects, it is weaker than T2M data,
and its impact on basic abilities is similar. Overall, the MEC-chat data generated by I12M and T2M are
both effective in improving the multimodal emotional chit-chat capability.
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Figure 6 (Color online) Performance of VisualGLM on MECBench, only finetuned on (a) 3000 I2M and (b) 3000 T2M MEC-chat
data.

6 Conclusion

This paper presents a novel unimodal-to-multimodal data adversarial generation (U2MEC) framework
for enhancing the MEC capacities of LVLMs. The proposed framework effectively utilizes high-quality
unimodal emotional data and can reduce the cost of constructing multimodal emotional dialogue datasets.
Moreover, the U2MEC framework can be easily migrated to generate multimodal data of other languages
and domains. We generated and constructed an MEC-chat instruction dataset, which contains 23k
high-quality MEC dialogues for LVLMs training. Additionally, we propose an MEC ability evaluation
benchmark MECBench, enriching the LVLM’s emotional ability evaluation system.
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Appendix A Prompt design

In this section, we present the detailed prompt templates used in the U2MEC framework. Specifically, Figure A1l shows the
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contextually coherent responses.

Prompt ~ RBILRHGTRAMESMEER, RELR—ARTOGRME, BRREZ M HRAMEROIE, NRBRAHOZHRTOBSRE, DH—BRAESIESH, MNEAFEE,
SHEEBERE, iTlE%F@ZEﬁE’JRﬁEQ EN AL BRI GR.
EEE D IFRRTIIBIFANARRIRETES, FEFSRNER.
MAERA BRI HREERNE, FE&?&V&"T’@*&T&"L

h‘]ﬂﬂﬁ‘;ﬁ [RiF'l'"iﬁﬁmgl" AR2ERE", ..

WA [%ﬁf“ﬁ"z’\ﬁﬁﬁ;}:ﬁﬁ%}ﬁi RonTAIRAY. ZARMYE, AAREE. RERAZEE BAEAZELAINA. AEFABEFFSHA, HL
NK&'E#WJFJ[E FLENENAEREK, EWUHER, TUBEHKEFAET, NR—ERTFRERT L, SERHARSYR, BINBEST EHSMRTORMBEN
uua b5, BEREERE—KET. EERPINUENHNE, RAXMADEE LGB, 7, HRARE ),

IAPL CE XRMUERRRRTEN | PIRREMRXARABEIAT ", BE2 R | REGERARB O SBAMERA—T, SRELKEDFENE
ﬂa ERNEE AR, BEERR—FTHNRE, . BOL Y, ERRSEMR LS A ARG, 0 LR IR 08 B 5 A th R, iﬂ%ﬁ%ﬂﬂ’]ﬁ)\ﬂﬁé
Al " AR R SRR, —HRRMHNER, —HRRE LA, BEXMERNERTALRIIAREE, ©  BAL CERMHRIEERUE DR
5, BEBOARBRREMK, RRBRIXE—ERNF RO, © , ARz 8H, FENRTREAABTRIUNDR. RE, 4’9&8’]"!!“17% BEITABRE,
fETRmEEHES THERSE. * . AL B, BHFXAMEHERRRRRHAMARMNEGHAT, haARRT —MIENTHRE. SERABLT. "

RERAATHT -
BA - (R EKEERRT M RANTRRS., — A TURTES —SENBLRREES L, ETUKE, ARATRRENRS, — AN, —MEE,
HRADRARE. RESUBOFRTAL DARKETULENSE. €30 COSOISORRT TUEH—)BET. COTNBUAZBRERT. " WA

i

(Translation) | want you to generate a casual emotional conversation. | will provide you with a scene description. Based on the theme described in this scene and the emotional polarity | have
provided in that scene, please provide a dialogue with diverse language styles, rich dialogue content, deep dialogue themes, and abundant emotions from the interlocutor. Please use: User 1:;
User 2;; Give me the form

Please answer according to the sample template provided in the following examples, without any unnecessary explanations.

The input format is: [Scene Description: "Scene Description Content", Emotional Polarity: "Emotional Polarity"],

The output format is: [User 1: "Conversation Content 1", User 2: "Conversation Content 2",...],

—— Example 1: —
Input: [Scene description: "This image is located on a city street and shows two buildings. On the left is a cafe and on the right is a shop. There is a small park between the two buildings,
surrounded by green grass and trees. Surrounding the park are Many trees, some growing around the buildings and some growing in small parks. In the cafe, you can see several tables and
chairs, as well as some cups placed on the tables. There are also many items in the store, such as placed on the tables There are multiple bottles and other decorations on the shop floor. In
addition, there is a chair in the store. A car can be seen in the background, indicating that there is traffic flowing on the streets of this city.", Emotional Polarity: "Neutral"],

Output: [User 1: "Wow, this cafe looks so cozy! That outdoor seating area is so inviting!", User 2: "That's right! | just wanted to find a quiet place to have a cup of coffee and relax At first
glance, this one looks like a good choice. There are a few trees outside the seats, which will definitely bring a peaceful atmosphere.”. User 1: "Yes, after all, green plants always give people a
relaxing and pleasant feeling. Feeling. And this cafe is very close to the street corner, o it's interesting to observe the people passing by.”, User 2: “Yes, sit here and drink coffee, savor the
aroma of the coffee, and observe the people on the street. | feel like this kind of leisurely lifestyle is really desirable.". User 1: "The decoration style of this cafe is also very special. When I saw
the circular outdoor seating area, | felt that this must be a tasteful place. .", User 2: "Yes, the unique design always leaves a deep impression on people. You see, there is a laptop on the
central bar, which is probably the work area of the cafe.". User 1: "Well, it seems that this cafe not only provides customers with a place to drink coffee, but also provides a comfortable
working environment. It is really considerate."]

Now complete the following example:

Input: [Scene description: "This picture shows a cold snow scene. A snow mountain is covered with snow, and a metal fence is placed on the snow. Near the snow mountain, there are two
signs of different colors, one on the left sides, one on the right, to remind people to keep their distance. The top of the fence appears to be covered in snow, while the surrounding ground is
covered with white snow. In the background of the snowy mountains and the edge of the snowfield, a small house can be seen, which appears to be surrounded by Covered or hidden in
snow.", Emotional Polarity: "Neutral"],

Output:

Output [AFL o BXKBA, RAEW ! TEZNUENES, ENEERQKBEERR—H, SA—MEFMTHNER. " B2 2E, S2RERSEORE RRHEA
TR R . ERLRGIMERIRIE, SNEAE—MBEMRENSS, ILRE/XA LRAUALN, MWIMNTHTRIP. " AAL R/E XEREEBHRIFED
A AT hIFX MR MRRAERMED, RE-LFEOATELKIRENESITE. A2 “ﬁ%ﬁ’l‘iﬂﬂ?%fﬁ‘ﬂ)\&%, FABX A L
RIPEREF. hIFNAFTRBOREEAR, MEHSRRAOREY. XOGEMENKROFE, BTFRATRMENEIFEDIVORE. . BPL ERBEETHE
HAE, mﬁz&%i)\iﬁﬁsﬁﬁiﬂta’]ﬂ’ﬁ)\mu fAIAEXREEMOIRER T, —EREFE, MPLESTHRBSHAN, TRERFRAT, MNHERBLERREY,
;;Egggm %&?% JAP2 RE, NFEETLHRE, EBRMNNAMNEDESAZ. FMAES M ARROERRN, R HEXLEAMKRIXES

.
(Translation) [User 1 wa, look at this photo, it's so beautiful! The snow-covered hillsides and fields, they look like ice sculptures, giving people a sense of purity and serenity.”, User 2:
“Yeah, totally The feeling of not being polluted is like entering a mysterious world. Looking at those iron fences and iron plates, they exude a firm and stable atmosphere, which makes me
feel that this land is private and protected from the outside world. ”. User 1: “Yes, this reminds me of the kind of realm that is only accessible through authorization. Maybe this place is a
hidden resort where only some lucky people can taste the unique beauty and tranquility.”, User 2: “Maybe this place is a private farm, and the owner protects the land very well. Maybe they
have unique agricultural techniques and grow high-quality crops. The existence of this iron fence and iron plate may be for Protect crops from wild animals.". User 1: "Look at that car parked
in the snow, maybe it's the farm owner or the resort staff. They must be very happy working in such a beautiful environment. . And those people walking in the snow may be tourists or
employees. Their attire looks very professional and they must be lovers of outdoor activities.”, User 2: “Yes, they wear professional equipment, which shows that they Very passionate about
outdoor activities. Perhaps there are other amazing natural landscapes in this place that attract these people to come here and enjoy the beauty of nature.”]

Figure A1l A few-shot version of the prompt used for LLMs in image-to-multimodal generation. Scene description refers to the
emotional image description obtained through an image captioning model, with the output being dialogue text constructed based
on the scene description and emotional polarity.
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(Translation) Complete the task of entity extraction and attribute extraction, as well as keyword replacement and rewriting in the first sentence. | will provide you with a conversation between
two people. Your goal is:

1. First sentence: output the first sentence of the dialogue as is;

2. Keywords: Identify the key entity expressed by the user in the first sentence (if there is a pronoun, the referential content of the pronoun can be found based on the context);

3. Attribute: Find the attribute of the keyword throughout the entire conversation;

4. Abstract concept/concrete entity: Analyze whether the entity belongs to an abstract concept (action or event) or a concrete entity (physical object)

5. Search: If it is an entity, analyze the search terms that can search for images of entities with corresponding attributes;

6. Replacement: If the search is for a specific entity, there will be a replacement keyword and its attributes in this sentence, and the other parts of this sentence must remain unchanged; If it is
an abstract concept, then the replacement part should be filled in as none (and there will be none);

7. Rewrite: Then replace with pronouns or delete to make the first sentence coherent.

Please answer according to the sample template provided in the following examples, without any unnecessary explanations.

The input format is: [User 1: "Conversation Content 1", User 2: "Conversation Content 2",...],

The output format is: First sentence: [User 1's first sentence]; Keywords: [keywords from the first sentence]; Attribute: [Attribute 1, Attribute 2,...]; [Abstract concepts/concrete entities]; Search:
[search term]; Replace: [User 1: "(Only replace the keywords in conversation content 1 and the attributes in this sentence)"]; Rewrite: [User 1: "(Only return the content of the first sentence
after deleting or replacing with a pronoun)"]

——Example 1: - —

Input: [User 1: "Do you support Brazil?", User 2: "Yes, they are the big favorites of this World Cup”, User 1: "Mmm", User 2: "Samba Legion Charge!"],

Output: First sentence: "Do you support Brazil?"; Keywords: Brazil; Attribute: big favorites of this World Cup; Specific entity; Search: Brazil, the top favorite of the World Cup; Replace: User 1:
"Do you support <img-Brazil, the top favorite of the World Cup>?"; Rewrite: User 1: "Do you support them?";

Now complete the following example:

Input: [User 1: "The scenery of Mount Huangshan is really beautiful", User 2: "Yes, very good. Do you want to climb the mountain recently?", User 1: "Yes", User 2: "Don't miss the sea of clouds
in Mount Huangshan!"],

Output::

Output BA: CRUMREREX X8 Bl B x5 R€ A5 B B[R Hi AP <img nBREBAUSHREAR" ) K5 AL "ENRER
= E

(n-3) (Translation) The first sentence: "The scenery of Mount Huangshan is really beautiful"; Key words: Mount Huangshan Mountain; Attribute: Sea of Clouds, Scenery; Specific entity; Search: Sea of

Clouds Scenery Mount Huangshan; Replace: User 1: “<img-Sea of Clouds Scenery Mount Huangshan> is really beautiful”; Rewrite: User 1: "The scenery here is really beautiful";

(CLIP=0.21) (CLIP=0.16)

Figure A2 (Color online) A few-shot version of the prompt used for LLMs in text-to-multimodal generation. It includes seven
subtasks, such as entity extraction, attribute extraction for the entity, and keyword replacement in the first sentence followed by
rewriting. The extracted entities and attributes are used to match relevant images.
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