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Abstract Anomaly detection (AD) has been extensively studied and applied across various scenarios in recent years. How-

ever, gaps remain between the current performance and the desired recognition accuracy required for practical applications.

This paper analyzes two fundamental failure cases in the baseline AD model and identifies key reasons that limit the recog-

nition accuracy of existing approaches. Specifically, by Case-1, we found that the main reason detrimental to current AD

methods is that the inputs to the recovery model contain a large number of detailed features to be recovered, which leads

to the normal/abnormal area has not/has been recovered into its original state. By Case-2, we surprisingly found that

the abnormal area that cannot be recognized in image-level representations can be easily recognized in the feature-level

representation. Based on the above observations, we propose a novel recover-then-discriminate (ReDi) framework for AD.

ReDi takes a self-generated feature map (e.g., histogram of oriented gradients) and a selected prompted image as explicit

input information to address the identified in Case-1. Additionally, a feature-level discriminative network is introduced to

amplify abnormal differences between the recovered and input representations. Extensive experiments on two widely used

yet challenging AD datasets demonstrate that ReDi achieves state-of-the-art recognition accuracy.
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1 Introduction

Image anomaly detection (AD) attempts to identify anomalous regions in a given image that deviate from
expected patterns [1–5]. In recent years, this task has been extensively studied and applied in various
practical applications, including medical diagnosis [6], scene surveillance [7], and industrial inspection [8–
14]. Although AD has achieved impressive results, it remains a challenging research topic. Notably, the
abnormal region may occupy a small part of the entire image [15, 16]. Furthermore, collecting sufficient
images that encompass various abnormal patterns poses a significant challenge. Consequently, most AD
models predominantly utilize normal samples for model training [1, 17, 18], making it difficult to employ
supervised detection [19,20] methods. These approaches are categorized as unsupervised or self-supervised
AD methods.

Recovery-based methods, image reconstruction and image inpainting, have found widespread appli-
cations in AD [21–24]. These methods are designed to learn the normal image recovery process, and
subsequently detect anomalous regions based on large recovery errors [15, 22]. However, significant dis-
parities between the distribution of abnormal and normal images often result in unsatisfactory recognition
accuracy for these methods [21], falling short of the practical requirements [21, 25]. This challenge high-
lights the urgent need for improved accuracy in AD methods, which can enhance the effectiveness of
recovery-based approaches [21,26]. In this work, we aim to explore fundamental factors that impede the
current AD methods from achieving superior recognition accuracy. As illustrated in Figure 1, we began
our analysis with two types of fundamental yet representative failure cases within the baseline model [22].
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Figure 1 (Color online) Key motivations of this paper. In Case-1, we found that the main reason detrimental to current approaches

for AD is that the normal region has not been recovered to its original state, while the abnormal region has been recovered to

its original state. In Case-2, we found that abnormal regions that cannot be recognized in the image-level representations can be

easily recognized in the feature-level representation. The red/yellow dotted boxes highlight normal/abnormal areas. “GT”, “Rec.”,

“Inp.”, and “Fea. Diff.” are “Ground truth”, “Reconstructed”, “Inpainting”, and “Feature-level differences”, respectively.

Case-1 of Figure 1 presents two results from the recovery-based methods of image reconstruction [22]
and image inpainting [23] in AD. In these methods, the original images are used as input, facilitating
the recovery and restoration process and ensuring accurate recovery of all images. However, due to a
lack of anomalous training samples, models trained using image reconstruction methods that rely only
on normal samples may be prone to “identical shortcut” learning [26]. Consequently, these models
may not accurately recover both normal and abnormal regions in the input image, as evidenced by the
yellow bound boxes. Image inpainting methods depend on contextual information to infer the content of
eliminated regions. However, such information may still retain elements of the original image, thereby
compromising the recovery of these regions [27, 28]. Furthermore, the removal of structural and detailed
information during the process can result in the loss of vital details in the recovery results [29, 30], as
indicated by red dotted boxes.

As illustrated in Case-2 of Figure 1, we found that the recovery error (Figure 1(i)) obtained from the
original image (Figure 1(f)) and the recovered image (Figure 1(h)) in RGB space exhibited a significant
deviation from the ground truth (Figure 1(g)) leading to a detection failure. This occurs though Fig-
ures 1(f) and (h) have a large visual difference (color difference) in the anomalous region (denoted by
Figure 1(g)). This phenomenon can be expounded upon from the following two perspectives. First, the
recovery model cannot guarantee that the recovery error of normal regions in pixel dimension is extremely
low. For instance, as shown in Figure 1(i), the recovery error in Case-2 emphasizes the normal regions
in the lower right corner of the image. Although the visual differences in the recovery of these normal
regions may appear minor, the pixel-level errors are substantial [24, 31]. Additionally, the misalign-
ment of the recovery image with the original image at the boundaries is a potential factor contributing
to the false detection of anomalous regions [23, 32]. In other words, if the recovery model relies on an
unpainting method, the images recovered from the masked region may vary and may not necessarily
match the original input image, even if they are all classified as normal. Since normal images exhibit
diversity, slight misalignments in recovered images can generate recovery errors. However, as long as
these images maintain semantic similarity in high-dimension space, they should be recognized as normal
classes. Consequently, recovery errors in RGB space may arise from regions that are, in fact, normal.

To address these two failure cases, we propose a novel AD framework (recover-then-discriminate, ReDi),
which incorporates a recovery network to overcome the “identical shortcut” challenge of image recovery
and a discriminative network to discriminate anomalies in feature space. In the recovery network, we
utilize the self-generated map (i.e., histogram of oriented gradients (HOG) map) with image prompt
(HIP) method to address the issues identified in Case-1. First, HIP discards the original image and
substitutes it with a self-generated map (i.e., HOG feature) as input. This self-generated map provides
the low-level information required for recovery without revealing the detailed information of the original
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image. Second, HIP introduces a normal image with high similarity to the original image as the prompt
image, providing semantic information to guide image recovery. This ensures the accurate recovery of
normal regions. The co-guidance of low-level features and normal semantic features leads to ideal recovery
results, facilitating accurate recovery of normal regions while resulting in significant errors in the recovery
of abnormal regions. In the discriminative network, we propose a reference branch and a recovery branch
to extract multi-scale features from the original image and the recovery image, respectively, comparing
differences in feature space to identify anomalies, thus exploiting the finding from Case-2. To minimize the
difference extracted by the two branches for the normal region, the recovery feature from the recovery
branch is required to align with the reference features extracted from the reference branch through a
pre-trained model. To enhance the distinction for the abnormal regions, the recovery branch further
incorporates a feature recovery block (FRB) to filter anomalous features through feature aggregation
and transposed convolution. Moreover, we introduce a self-correlation loss to ensure the consistency
of normal features across the two branches. By “self-correlation”, we refer to the correlation between
features at different locations. The self-correlation loss constrains this relationship to be equivalent in
both the reference feature map and the recovery feature map. Extensive experimental results obtained
on two widely recognized and challenging AD datasets demonstrate that ReDi achieves state-of-the-art
(SOTA) recognition accuracy. The primary contributions are summarized as follows.

• A self-generated feature map and a selected prompted image are employed as explicit input infor-
mation to address potential fundamental problems in AD.

• A feature-level discriminative network is proposed to enhance abnormal differences between the
recovered representation and the input representation.

• A self-correlation loss is introduced to further align the recovery features of normal samples to align
with the reference features.

The remainder of this paper is structured as follows. First, we present related work and review AD
methods in Section 2. In Section 3, we provide a detailed introduction to ReDi, including the HIP-based
recovery network and the feature space-based discriminative network. In Section 4, we demonstrate the
SOTA performance of ReDi on benchmark AD datasets and compare the performance of ReDi to that
of recent approaches. Finally, we conclude in Section 5.

2 Related work

2.1 Handcrafted image descriptors

Early work [33–35] explores handcrafted image descriptors to capture low-level information from images.
One of the simplest descriptions is the edge detection operator, which identifies regions of significant infor-
mation change, such as grayscale or structure variations. Edge detection techniques primarily include the
Sobel [36], Robert operators [37], which are based on first-order derivative detection, and Laplace opera-
tors for second-order derivative detection. The Canny operator [38] is a more sophisticated optimization
operator for edge detection that meets certain constraints.

More advanced image descriptors, such as Haar [33], HOG [34], scale-invariant feature transform
(SIFT) [39], and speeded up robust features (SURF) [35], are common in computer vision applications.
Haar features [33] leverage the Haar wavelet transform to detect local features, including edges, lines,
and corners. SIFT [39] effectively extracts key points from images at various scales and rotation angles
and computes local feature descriptors for image matching and recognition. HOG [34] describes the
distribution of gradient directions within a local region, where the detail level depends on the number
of directions (bin) and the size (size) of the local region. HOG features are extensively used in various
applications, such as pedestrian detection [40], face recognition [41], and classification [42,43] due to their
robustness to spatial and optical invariance. For instance, MaskFeat [44] introduces a self-supervised task
that predicts the HOG features of the original image, resulting in an advanced self-supervised pre-trained
model. These studies indicate that HOG features are related to image detail characteristics [45]. In the
proposed ReDi, the HOG feature ensures the preservation of detailed outlines and low-level information
of input while safeguarding against the exposure of original anomalous information.
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2.2 Prompt learning

Prompt learning has gained attention in natural language processing and computer vision interaction
tasks, particularly with pre-trained models and visual question answering (VQA) [46]. Techniques such
as CLIP [47], CoOp [48], and related work [49,50] utilize textual prompts to realize strong performance.
For example, CLIP constructs the prompt “a photo of a [CLS],” where “CLS” typically denotes the
actual class name (e.g., a photo of a cat). CLIP has demonstrated strong performance in VQA task [50]
and image classification. Recently, DenseCLIP [51] has used textual prompts to enhance the performance
of semantic segmentation tasks. The extraction of text features from image features facilitates supervised
semantic segmentation. We extend prompt learning by integrating image prompts into the image recovery
process for AD, aiming to ensure that contextual information during the recovery process is composed of
normal semantic data.

2.3 Anomaly detection (AD)

AD focuses on identifying anomalous images and segmenting corresponding regions by training exclusively
with normal samples [14].

The distribution-based approach relies on pre-trained models to extract features from normal samples,
subsequently modeling their distribution [11, 18, 52, 53]. During inference, features that fall outside the
normal feature distribution boundary are flagged as anomalies, as seen in earlier studies like DSVDD [54].
However, directly modeling global image features often results in the loss of detailed information. Con-
sequently, approaches like SPADE [55] and PaDim [18] have sought to extract patch features. SPADE
distinguished anomalies by comparing the presence of features in k similar normal patches. PaDim en-
hances this approach by employing a Gaussian mixture model to characterize the relationship between
patches and contexts, although its effectiveness diminishes in complex contextual anomaly scenarios.
Another class of feature modeling methods employs normalized flow [56], constructing complex distri-
butions through a series of reversible transformations. These methods establish an invertible mapping
between prior features and Gaussian distributions [52,57–60]. Note that anomalous features deviate from
the Gaussian distribution, whereas normal features conform to it. For example, CS-Flow [60] employs
cross-convolution and multi-scale features to identify anomalies, and CFlow-AD [59] incorporates loca-
tion coding to enhance AD performance. Nevertheless, these methods struggle to achieve high-accuracy
anomaly segmentation.

Knowledge distillation-based approaches leverage feature distillation to train one or more uninformed
student models that learn normal sample representations from a teacher model [31]. U-Std [17] employs
multiple student networks, comparing differences in a high-dimensional space. However, it is limited by
the scale of the features and struggles with the anomaly segmentation challenge. MKDAD [61] uses the
VGG network [62] as its backbone and adopts multi-scale feature comparison, but the shallow student
network diminishes its representation capability. STPM [63] and RSTPM [64] emphasize the selection
of pre-trained models and the number of feature layers for comparison. RD [1] introduces a reverse
distillation paradigm to enhance the AD capability. In summary, distillation approaches capitalize on
prior knowledge from pre-trained models, but a potential drawback is that the student network may
directly extract anomalous information, resulting in similar features between both networks.

Recovery-based methods aim for models to reconstruct normal regions with minimal recovery error and
anomalous regions with substantial recovery error. This approach facilitates AD segmentation through
pixel-level reconstruction error comparison. Previous studies, such as AE-SSIM [22], proposed training
an autoencoder using self-supervised techniques on normal samples, focusing solely on normal sample
recovery. However, the autoencoder’s strong generalization ability can inadvertently allow for the recon-
struction of anomalous regions [25, 26], a phenomenon known as the “identical shortcut”. To mitigate
the “identical shortcut”, two primary strategies have emerged. One class of methods introduces con-
straining structures (e.g., memory banks) within the autoencoder, limiting the anomalous feature inputs
to the decoder. Notable examples include MemAE [21], DAAD [24], PMB-AE [65], and Con-Mem [66].
However, this approach may compromise the expressiveness of the autoencoder, leading to suboptimal
AD outcomes. The second strategy explored diverse self-supervised tasks to train the autoencoder, such
as image inpainting [23], rotated image reconstruction (ARFAD) [25], and puzzle task reconstruction
(Puzzle-AE) [67]. Nonetheless, the encoders in these self-supervised methods retain the original infor-
mation of the recovery results, which continues to yield poor practical outcomes. In this study, the
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Figure 2 (Color online) Overview of the proposed ReDi framework. Given an input image X, the self-generated map H (e.g.,

HOG) is first extracted and the prompt image is sampled from the set of normal image X+. Then, the recovery network relies on

the self-generated graph and prompt image to generate the recovery image Y . The reference branch extracts features of X as the

reference feature FX . The recovery branch first extracts the feature RY of the recovery image Y , and then inputs it to the feature

recovery block to generate recovery feature FY . The anomalous regions are inferred by FX and FY in the inference phase. LRec

and LDis denote loss functions of two networks, respectively.

proposed ReDi first trains a recovery network to avoid recovery shortcuts by incorporating HOG and
prompt images into the recovery task. Subsequently, it trains a discriminative network to leverage the
prior knowledge of the pre-trained model, thereby identifying the disparities between the original and
recovery images.

3 Our approach

In this section, we introduce the proposed recover-then-discriminate framework, referred to as ReDi. ReDi
is a two-stage AD approach. In the first stage trains, an image recovery network is trained, and in the
second stage, a feature discriminative network is trained. The recovery network (Subsection 3.1) utilizes
structural and semantic information to recover images, addressing the challenge presented in Case-1
(Figure 1). The discriminative network (Subsection 3.2), by differentiating between the recovered and
original images in the feature space, aims to detect anomalous regions, tackling the challenges presented
in Case-2 (Figure 1). Importantly, ReDi operates as an unsupervised AD scheme, eliminating the need
for human-provided prior information to generate simulated anomaly samples.

3.1 Recovery network

In commonly used image reconstruction and inpainting methods [22, 23], the original image X serves
as the input to the corresponding model. Since X contains all the features (both high and low di-
mensional information) necessary for recovering the image, this poses a risk—the recovery network may
accurately reconstruct anomalous regions. To mitigate this risk, we propose an image prompt-based
recovery method within the recovery network called HIP. HIP utilizes the self-generated feature map of
the original image instead of using the original image itself as input, thus preventing the model from
capturing detailed information that could lead to recovery shortcuts. Simultaneously, it introduces a
normal prompt image to ensure the recovery of normal regions. Specifically, HIP utilizes HOG images to
provide shape and appearance attributes (low-level information) while utilizing selected normal images as
prompts. The recovery model is required to reconstruct normal images using these self-generated maps
and high-dimensional normal semantics. Traditional features such as HOG and Canny [38] are effec-
tive in capturing local shapes without exposing detailed original information. Based on our experiments
(Subsection 4.3.1), HOG was determined to be the optimal choice for this task.

As illustrated in the recovery network (Figure 2), HIP’s input consists of two parts: the HOG image
H and the prompt image X+. Notably, the prompt image X+ differs from the original input X . First,
we will describe the prompt image selection in detail, followed by an explanation of how HIP operates.
Given the diversity among normal samples, randomly sampling a normal sample as the prompt image
may not effectively guide the accurate recovery of the HOG image for a normal sample. To ensure that
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X+ provides valid normal semantic information, we define X+ as a normal image that is similar to X .
To sample the normal image X+ that is as similar as possible to the original image X , we utilize a
pre-trained model (WideResNet50 [68]) to extract 2048-dimensional features, which serve as a similarity
metric. We then compute the cosine similarity between the features of normal samples and X , selecting
the sample with the highest similarity as the prompt image X+. During both the training and inference
phases, the candidate set of prompt images is composed entirely of normal samples.

In the HIP method, multi-scale features of H and X+ are extracted using two independent feature
extractors (we employ the encoder of a UNet, with each extractor’s dimensionality halved from the
original.). This process is represented as

TH = N1(H), TX+ = N2(X
+), (1)

where N1(·) and N2(·) represent two independent feature extractors. Then, TH and TX+ represent the
corresponding features, which are concatenated along the channel dimension by feature fusion block,
which is formulated as

TC = cat(TH , TX+), (2)

where TC represents the output of feature fusion block. Finally, we recover the image by using the fused
features through a decoder. This process can be expressed as

Y = Dec(TC), (3)

where Y denotes the recovery image, and Dec(·) represents the the UNet decoder. To train the recovery
network, we use the L2 loss and multi-scale gradient magnitude similarity loss LM [23, 69]. The overall
loss LRec for the recovery network is expressed as

LRec(X,Y) = L2(X,Y ) + λMLM (X,Y ), (4)

where λM is a weight for loss balancing.

3.2 Discriminative network

The discriminative network is designed to identify the differences between the recovery image and the
original image in the feature space, utilizing prior knowledge from a pre-trained model. As illustrated in
Figure 2, the discriminative network comprises two branches: a reference branch and a recovery branch.
The reference branch uses a pre-trained WideResNet-50 network (referred to as Feature Extractor 3) to
extract multi-scale features from the original image, producing reference feature FX = {F 1

X , F 2
X , . . . , Fn

X}.
In the recovery branch, the multi-scale features RY of the recovery image Y are extracted using the same
pre-trained model. Since there may be subtle recovery errors in the normal region between the recovery
image Y and the original image X , minor differences between RY and FX in the feature space may still
exist. To address this, we introduce a learnable FRB, which aims to further refine RY by learning the
reference branch representation for normal regions. Following RD [1], RY is first aggregated into a
smaller dimension, and recovery features FY = {F 1

Y , F
2
Y , . . . , F

n
Y }, matching the dimension of FX , are

generated through multiple transposed convolution layers. Formally, RY represents a multi-scale feature
map, RY = {R1

Y , R
2
Y , . . . , R

n
Y }, where Rn−1

Y ∈ R4h×4w×4c, Rn
Y ∈ R2h×2w×2c. Feature aggregation is to

down-sample each element in RY to a smaller scale, such as h × w × c. In this paper, the feature
aggregation is performed using 3 × 3 convolution layers with ReLU activation. The aggregation results
are obtained by concatenating

Output = Cat(RF1
Y , . . . ,RF

n
Y ),Output ∈ R

h×w×nc, (5)

where Cat(·) denotes the multiple feature maps concatenation along the channel dimension. The output
is fed into the FRB, generating the recovery feature FY , which matches the dimensions of RY . The
feature compression process aims to further filter anomalous patterns from RY [1]. During the training
phase, we constrain the consistency of the recovery features and the reference features to optimize the
FRB. To enforce alignment between FY and FX , we introduced a cosine similarity loss LD, which is
expressed as follows:

LD(FX , FY ) =
1

n

n
∑

i

(

1−
F i
X · F i

Y
∥

∥F i
X

∥

∥×
∥

∥F i
Y

∥

∥

)

. (6)
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Besides, we also propose a self-correlation loss LS . By “correlation”, it means the correlation between
multiple features, and the correlation between two features is expressed as the inner product between
feature vectors. By “Self”, refers to the correlation of features at different locations in the own feature
map. First, we calculate the self-correlation GX = {g1X , g2X , . . . , gnX} of FX and the self-correlation
GY = {g1Y , g

2
Y , . . . , g

n
Y } of FY :

giX = ˆ(F i
X)

T
· F̂ i

X , giY = ˆ(F i
Y )

T
· F̂ i

Y , (7)

where F̂ i
X ,F̂ i

Y ∈ R
(c×hw) are F i

X , F i
Y ∈ R

(c×h×w) be normalized by softmax and be reshaped. Then,
self-correlation loss LS constrains the distance of GX and GY by L2 loss,

LS(FX , FY ) =
1

n

n
∑

i

∥

∥giX − giY
∥

∥

2
. (8)

The overall loss LDis of the discriminative network is expressed as

LDis(FX ,FY) = LD(FX , FY ) + λSLS(FX , FY ), (9)

where λS is the loss weight.

3.3 Model inference

During inference, regions with different distributions between FX and FY are identified as anomalous.
The cosine similarity function is used to assess whether the distributions match. This process can be
formulated as follows:

D(i,j) =

n
∑

k

(

1−
(F k

X)(i,j) · (F
k
Y )(i,j)

‖(F k
X)(i,j)‖ × ‖(F k

Y )(i,j)‖

)

, (10)

where D(i,j) represents the anomaly score of the coordinate(i, j). The overall anomaly score of image X

is the maximum value of D(i,j), i ∈ [1, h], j ∈ [1, w].

4 Experiments

4.1 Experimental settings

4.1.1 Datasets

The experiments are conducted on two challenging datasets, MVTec-AD [15] and KolektorSDD2 [16].
MVTec-AD [15] is a comprehensive and anomaly type-rich industrial anomaly detection benchmark
dataset for industries AD, consisting of 15 categories, including five for textured images (textures) and
10 for non-textured images (objects). We evaluate the model on all 15 subcategories, as per prior studies
in AD [17, 24, 70]. KolektorSDD2 [16] is a surface defect detection dataset containing over 3000 images
featuring tiny scratches, dots, and surface defects.

4.1.2 Evaluation metrics

Following prior studies [17, 24, 55, 70], we use the area under the receiver operating curve (AUROC)
to evaluate both for AD and anomaly segmentation. However, due to the extreme imbalance between
anomalous and normal pixels in anomaly segmentation, AUROC may overstate performance [2, 10, 71].
Therefore, in line with [2, 10], we also report the average precision (AP) metric, which is a more reliable
measure of anomaly segmentation capability. We define AUROC for detection as AUROCdet, AUROC
for segmentation as AUROCseg, and AP for segmentation as APseg.

4.1.3 Implementation details

The input images are resized to 256× 256. The HOG image is generated with a bin size of 9 and a block
size of 8 × 8. The recovery network is trained for 500 epochs with an initial learning rate of 5 × 10−4,
which is reduced by half after 200 and 400 epochs. The discriminative network is trained for 300 epochs
with an initial learning rate of 5× 10−3, similarly halved after 100 and 200 epochs. The batch size is set
to 32, and the AdamW optimizer [72] is employed. The regularization coefficients λM and λS are both
set to 1.
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Table 1 Anomaly detection results in terms of AUROCdet (%) on MVTec-AD [15]. An average score over all classes is reported

in the last column (MEAN). The best results are marked in bold.

Method
Texture Object

MEAN
Carpet Grid Leather Tile Wood Mean Bottle Cable Capsule Hazelnut Metal nut Pill Screw Toothbrush Transistor Zipper Mean

SPADE [55] – – – – – – – – – – – – – – – – – 85.5

U-Std [17] 91.6 81.0 88.2 99.1 97.7 91.5 99.0 86.2 86.1 93.1 82 87.9 54.9 95.3 81.8 91.9 85.8 87.7

MKDAD [61] 79.3 78 95.1 91.6 94.3 87.7 99.4 89.2 80.5 98.4 73.6 82.7 83.3 92.2 85.6 93.2 87.8 87.7

DAAD+ [24] 86.6 95.7 86.2 88.2 98.2 91.0 97.6 84.4 76.7 92.1 75.8 90 98.7 99.2 87.6 85.9 88.8 89.5

RIAD [23] 84.2 99.6 100.0 98.7 93 95.1 99.9 81.9 88.4 83.3 88.5 83.8 84.5 100.0 90.9 98.1 89.9 91.7

MAD [73] 95.5 92.9 100.0 97.4 97.6 96.7 100.0 94.0 92.3 98.7 93.1 83.4 81.2 95.8 95.9 97.9 93.2 94.4

Cutpaste [70] 93.1 99.9 100.0 93.4 98.6 97.0 98.3 80.6 96.2 97.3 99.3 92.4 86.3 98.3 95.5 99.4 94.4 95.2

MF [75] 94.0 85.9 99.2 99.0 99.2 95.5 99.1 97.1 87.5 99.4 96.2 90.1 97.5 100.0 94.4 98.6 96.0 95.8

PaDim [18] 99.8 96.7 100.0 98.1 99.2 98.8 99.9 92.7 91.3 92.0 98.7 93.3 85.8 96.1 97.4 90.3 93.8 95.5

UniAD [26] 99.9 98.5 100.0 99.0 97.9 99.0 100.0 97.6 85.3 99.9 99.0 88.3 91.9 95.0 100.0 96.7 95.3 96.6

CS-Flow [60] 99.3 99.0 99.7 98.0 96.7 98.5 99.0 97.1 98.6 98.9 98.2 98.5 98.9 98.9 80.5 99.1 96.8 97.4

PatchCore [11] – – – – – – – – – – – – – – – – – 99.0

ReDi 100.0 100.0 100.0 99.6 98.9 99.7 100.0 97.9 96.4 100.0 100.0 97.6 98.3 98.6 97.0 97.8 98.4 98.8

Table 2 Anomaly segmentation results in terms of “AUROCseg/APseg” (%) on MVTec-AD [15]. The best results are in bold.

Category
SPADE [55] U-Std [17] RIAD [23] PaDim [18] UniAD [26] STPM [61] PatchCore [11] RD [1] RD++ [78] RN [14]

ReDi

(Arxiv) (CVPR2020) (PR2021) (ICPR2021)(NeurIPS2022)(CVPR2021) (CVPR2022) (CVPR2022)(CVPR2023)(ICCV2023)

Carpet 97.5/– 93.5/52.2 96.3/61.4 99.0/60.7 98.0/– 99.1/65.3 –/– 98.9/64.1 99.2/64.3 –/– 99.2/68.4

Grid 93.7/– 89.9/10.1 98.8/36.4 98.6/35.7 94.6/– 99.1/45.4 –/– 99.3/47.6 99.3/50.1 –/– 99.3/50.6

Leather 97.6/– 97.8/40.9 99.4/49.1 99.0/53.5 98.3/– 99.2/42.9 –/– 99.4/52.4 99.4/51.3 –/– 99.5/52.3

Tile 88.5/– 92.1/53.3 85.8/38.2 94.1/46.3 91.8/– 95.2/47.0 –/– 95.6/50.4 96.2/54.4 –/– 95.7/49.5

Wood 87.4/– 92.5/65.3 89.1/52.6 94.1/52.4 93.4/– 96.6/61.7 –/– 95.3/53.6 95.6/52.6 –/– 98.7/55.0

T
e
x
t
u
r
e

Mean 92.9/– 93.2/44.4 93.9/47.5 97.0/49.7 95.2/– 97.8/52.5 –/– 97.7/53.6 97.9/54.5 –/– 97.8/55.2

Bottle 98.4/– 97.8/74.2 98.4/76.4 98.2/77.3 98.1/– 98.8/80.6 –/– 98.7/79.4 98.7/79.7 –/– 98.9/81.5

Cable 97.2/– 91.9/48.2 84.2/24.4 96.7/45.4 96.8/– 94.8/58.0 –/– 97.4/59.2 98.3/61.7 –/– 97.9/72.6

Capsule 99.0/– 96.8/25.9 92.8/38.2 98.6/46.7 97.9/– 98.2/35.9 –/– 98.7/45.8 98.7/47.1 –/– 98.7/42.7

Hazelnut 99.1/– 98.2/57.8 96.1/33.8 98.1/61.1 98.8/– 98.9/60.3 –/– 98.9/64.5 99.1/65.7 –/– 99.3/76.4

Metal nut 98.1/– 97.2/83.5 92.5/64.3 97.3/77.4 95.7/– 97.2/79.3 –/– 97.3/80.9 97.9/83.5 –/ 98.0/88.9

Pill 96.5/– 96.5/62.0 95.7/51.6 95.7/61.2 95.1/– 94.7/63.3 –/– 98.2/80.0 98.4/79.8 –/– 98.4/79.4

Screw 98.9/– 97.4/7.8 98.8/43.9 94.4/21.7 97.4/– 98.6/26.9 –/– 99.3/54.8 99.6/55.6 –/– 99.6/44.8

Toothbrush 97.9/– 97.9/37.7 98.9/50.6 98.8/54.7 97.8/– 98.9/48.8 –/– 99.1/54.5 99.1/56.2 –/– 98.9/62.4

Transistor 94.1/– 73.7/27.1 87.7/39.2 97.6/72.0 98.7/– 81.9/44.4 –/– 92.5/55.7 94.8/59.1 –/– 96.1/70.1

Zipper 96.5/– 95.6/36.1 97.8/63.4 98.4/58.2 96.0/– 98.0/54.9 –/– 98.2/60.6 98.8/61.1 –/– 98.9/53.3

O
b
je

c
t

Mean 97.6/– 94.3/46.0 94.3/48.6 97.4/57.6 97.3/– 96.0/55.2 –/– 97.8/63.5 98.3/65.0 –/– 98.5/67.2

MEAN 96.5/– 93.9/45.5 94.2/48.2 97.4/55.0 96.6/– 96.6/54.3 98.1/56.1 97.8/60.2 98.2/61.5 98.1/59.6 98.3/63.2

4.1.4 Baselines

We compare our approach against several SOTA methods, including SPADE [55], U-Std [17], MK-
DAD [61], DAAD+ [24], RIAD [23], MAD [73], Cutpaste [70], SGSF [74], MF [75], PaDim [18], DRAEM
[10], AnoSeg [76], RD [1], UniAD [26], PatchCore [11], CS-Flow [60], and STPM [61]. SPADE, U-Std,
PaDim, MKDAD, MAD, UniAD, CS-Flow, PatchCore, and STPM employ pre-trained models, while
U-Std, MKDAD, and STPM employ knowledge distillation. DAAD+ and RIAD use image reconstruc-
tion methods, whereas DRAEM, SGSF, and Cutpaste incorporate human priors to generate anomalous
samples during training. MF and UniAD use transformer-based architectures [77].

4.2 Comparisons with existing methods

Quantitative results of AD on the MVTec-AD dataset are presented in Table 1 [11, 17, 18, 23, 24, 26, 55,
60, 61, 70, 73, 75]. Among the 15 categories, the proposed ReDi model outperforms other methods in 10
categories. While ReDi’s performance approaches that of SOTA methods like PatchCore, it demonstrates
significantly stronger anomaly segmentation capabilities. For both texture and object, ReDi set a new
benchmark, SOTA, achieving 99.7% and 98.4%, respectively. Even when compared to transformer-
based models like UniAD and MF, ReDi offers superior AD by recovering the image first and then
discriminating. Unlike other self-supervised AD methods, ReDi efficiently recovers the original image
using a self-generated map, ensuring a large anomaly recovery error while keeping the normal region
unaffected, thus avoiding the “identical shortcut” issue. These results highlight ReDi is effective in
leveraging both low-level and normal semantic information to recover images and detect anomalies in the
feature space.

Quantitative results (AUROCseg and APseg) on MVTec-AD are shown in Table 2 [1, 11, 14, 15, 17, 18,
23, 26, 55, 61, 78]. Comparing this with Table 1, it is evident that while current advanced methods are
effective in addressing the AD problem, they are less successful in anomaly segmentation. The proposed
ReDi achieves a new SOTA performance, with scores of 98.3% and 63.2% for AUROCseg and APseg,
respectively. Notably, ReDi outperforms the second-best method, RD, by 3.7%, and the third-best
method, PaDim, by 10% in APseg for object anomaly segmentation, a task these methods struggle to
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Figure 3 (Color online) Comparison of the anomaly segmentation results of the proposed ReDi with RD. ReDi has a more

powerful anomaly segmentation ability, effectively segmenting tiny anomaly regions.

Figure 4 (Color online) Samples with labeling inaccuracies. “Zoom” denotes the zoomed-in view of the yellow boxes. Our ReDi

accurately segments unpredictable and subtle anomalous objects.

solve effectively. Although PatchCore shows strength in AD, ReDi outperforms it by 7% in anomaly
segmentation based on APseg. This suggests that ReDi is capable of handling both high-confidence AD
and accurate anomaly segmentation. Figure 3 presents the visual results of anomalous segmentation in
anomaly images. The segmentation of fine anomalies in the “Screw” and “Grid” classes is successful,
with the boundary of the segmentation appearing more precise. For example, some minor abnormalities,
such as those found in screws and nails, are not segmented by RD. One possible explanation is that
RD’s student model extracts features identical to those of the teacher model, creating an “identical
shortcut”. In contrast, ReDi utilizes HOG images to explicitly introduce low-level information that helps
in recovering details, thus enabling the segmentation of differing (i.e., anomalous) regions. Furthermore,
as shown in Figure 4, an interesting phenomenon emerges: textitReDi detects unlabeled anomalous
regions, which may account for the reduced performance in certain classes (e.g., “Capsule”). Since ReDi
uses normal images as prompts images, the normal semantic features guide recovery without including
“abnormal objects”, allowing it to detect anomalies that deviate from normal patterns.

Quantitative results for AD (AUROCdet) and segmentation (AUROCseg and APseg) on the Kolek-
torSDD2 dataset are shown in Table 3 [1,10,16–18,74,79] . ReDi outperforms recent AD methods across
all three metrics, setting a new SOTA. By fully utilizing the relationships among the sample, ReDi helps
the recovery network filter out unlearned anomalies through normal sample prompts. This highlights
the effectiveness of using normal samples as prompt information for both recovery and discrimination of
anomalous differences in the feature space.

Additionally, we compare ReDi with recent advanced methods that incorporate cutting-edge mod-
els (such as the diffusion models [80,81] and CLIP [47]). We also introduce the per-region-overlap (PRO)
metric, defined as PROseg [82,83], which treats anomalous regions of any size equally, unlike the pixel-wise
AUROCseg metric. The advanced methods compared include the following.

AnoCLIP [82]: This method utilizes a powerful CLIP text encoder and image encoder [47].
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Table 3 Anomaly detection and anomaly segmentation results on KolektorSDD2 [16]. The proposed ReDi approach achieves new

SOTA performance without any forged anomalous samples. The best results are in bold.

Method AUROCdet AUROCseg APseg

Semi-orthogonal [79] – 98.1 –

PaDim [18] – 95.6 –

U-Std [17] – 95.0 –

DRAEM [10] 93.1 93.4 50.5

SGSF [74] 93.5 91.5 51.6

RD [1] 94.8 98.2 47.7

ReDi 96.2 98.8 54.6

Table 4 Comparison of the proposed method with recent methods based on diffusion model [80, 81] and CLIP [47].

AnoCLIP [82] DiffusionAD [83] Destseg [3] RealNet [84] ReDi

AUROCdet 91.5 99.7 98.6 99.6 98.8

AUROCseg 91.1 98.7 97.9 99.0 98.3

PROseg 81.4 95.7 – – 95.2

DiffusionAD [83]: This introduces an advanced diffusion model [80, 81] for anomaly detection.
Destseg [3]: This uses prior knowledge to additionally construct forged anomaly samples, which are

then used to train supervised segmented anomaly networks.
RealNet [84]: This method generates forged samples for AD using diffusion model [80, 81] to generate

forged anomaly samples for anomaly detection.
Among these methods, most use SOTA models, especially the recent advanced diffusion model struc-

ture. However, employing a large model significantly increases the number of parameters, computation,
and inference time. In Table 4 [3, 47, 80–84], we report the results of ReDi compared to these methods
on the MVTec-AD dataset. The experimental results show that our method remains competitive in AD
and anomaly localization tasks. Looking forward, we aim to explore the use of more advanced diffusion
model structures to further improve the HIP of ReDi.

4.3 Ablation studies

The purpose of our ablation studies is to investigate the experimental performance of our proposed
method in the following two aspects: comparisons with different self-generated maps and the effects of
the HOG and prompt image.

4.3.1 Comparisons with different self-generated maps

We explore the performance of four different self-generated feature maps, namely Sobel [36], Canny [38],
Roberts [37], and HOG [34], as inputs for the recovery network. For the Sobel operator, we use kernelsize
= 3 using CV2.Sobel(). For the Roberts operator, we use template [[−1, 0], [0, 1]] for x-axis and [[0,
−1], [1, 0]] for y-axis. For the Canny operator, we use cv2.Canny(image, th1, th2) to extract the canny
edge. In this paper, we set th1 = 50 and th2 = 100. Figure 5 presents the recovery results when each
of these four traditional features was used as a self-generated map. Within the region marked by the
dashed box, we observed that the edge features of Sobel and Roberts effectively highlighted abnormal
structural information, facilitating accurate restoration of the abnormal subjects. In contrast, Canny
edge features struggle to retain edge details, leading to substantial recovery errors in both normal and
abnormal regions. Of the four maps, HOG performed the best, as supported by the quantitative results in
Table 5 [15, 34, 36–38]. These findings suggest that certain fine-edge features may inadvertently produce
anomalous regions, explaining why the model can easily learn an “identical shortcut” when the original
image is used as input. In other words, these features provide detailed cues, and HOG, when used as a
self-generated map, achieves a better balance between recovery performance in normal and anomalous
regions.

4.3.2 Effects of the HOG and prompt image

To validate whether the HOG images are able to provide low-level information supporting the recovery of
detailed information, we compare three different methods on MVTec-AD. Specifically, they are described
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Figure 5 (Color online) Recovery results for four different self-generated maps in the recovery network. The top is the in-

put/recovery images, and the bottom is the GT/self-generated maps.

Table 5 Result comparisons of anomaly detection and anomaly segmentation of different self-generated maps on MVTec-AD [15].

Feature AUROCdet AUROCseg/APseg

Canny [38] 93.4 97.7/58.8

Sobel [36] 97.7 98.0/62.6

Roberts [37] 97.9 98.0/62.1

HOG [34] 98.8 98.2/63.2

as follows.
• Image inpainting (ImI). A recovery model is trained using the image inpainting task to detect

anomalies by pixel-level errors. During the training phase of ImI, given an input image X of size H ×W

and the corresponding HOG image H . We randomly eliminate a rectangular region of X by a binary
mask M , and Mij = 0 means that the information in X with coordinate (i, j) is eliminated. The input
of IIHP is XI .

XI = X ×M. (11)

The optimization objective of ImI is to constrain the recovery of XI to X , as follows:

min
θ1

LRec(Y = fθ1(XI), X), (12)

where LRec is the recovery loss function and fθ1 represents the parameters of the ImI model, which
introduces the standard encoder-decoder structure of UNet.

• Image inpainting with HOG prompt (IIHP). IIHP is an image inpainting-based method that
introduces HOG images to provide low-level for the eliminated regions, which solves the problem of lack
of details in image inpainting. During the training phase of IIHP, given an input image X of size H ×W

and the corresponding HOG image H . The input of IIHP is XH :

XH = X ×M +H × (1 −M). (13)

The optimization objective of IIHP is to constrain the recovery of XH to X , as follows:

min
θ2

LRec(Y = fθ2(XH), X), (14)

where fθ2 represents the parameters of the IIHP model, which introduces the standard encoder-decoder
structure of UNet.

• HOG with image prompt. The methodology is presented in Subsection 3.2.
The AD and anomaly segmentation results for each category are summarized in Table 6. Image

inpainting model (ImI) shows suboptimal AD performance, achieving only 81.33% in terms ofAUROCdet.
The loss of information in the masked regions results in significant errors during the recovery of normal
regions, although it also introduces errors in the recovery of abnormal regions. This trend is particularly
evident in detail-sensitive categories, where ImI performance is poor. For example, in the“Scre” and
“Gri” categories, the anomalies are subtle and require accurate recovery of normal areas. The IIHP
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Table 6 Performance of ReDi on MVTec-AD [15] with different backbones of the recovery network. The result of HIP is optimal.

Category
AUROCdet AUROCseg/APseg

ImI IIHP HIP ImI IIHP HIP

Carpet 100.00 100.00 100.00 99.20/67.85 99.30/49.96 99.20/68.42

Grid 64.40 100.00 100.00 84.80/12.55 99.20/46.32 99.30/50.63

Leather 100.00 100.00 100.00 99.40/52.56 99.50/52.80 99.50/52.30

Tile 94.60 98.00 99.60 92.90/45.53 94.20/52.54 94.70/49.95

Wood 98.90 98.60 98.90 94.10/50.48 95.50/54.42 95.70/54.99

T
e
x
tu

re

Mean 91.58 99.32 99.70 94.08/45.79 97.54/51.21 97.80/55.16

Bottle 89.80 100.00 100.00 93.80/51.94 99.10/84.41 98.90/81.54

Cable 52.20 95.50 97.90 71.40/10.36 97.70/59.28 97.90 /72.60

Capsule 59.40 89.90 96.40 95.30/27.62 97.40/41.17 98.70/42.69

Hazelnut 90.90 99.90 100.00 98.40/61.06 99.20/70.11 99.30/76.43

Metal nut 90.30 99.30 100.00 96.50/76.72 97.60/82.72 98.00/88.89

Pill 73.30 94.50 97.60 93.80/45.95 97.40/73.10 98.40/79.38

Transistor 92.00 98.80 97.00 88.70/48.73 93.70/57.75 96.10/70.14

Screw 48.90 90.20 98.30 85.40/1.00 98.10/42.66 99.60/44.79

Toothbrush 91.10 91.40 98.60 98.50/52.75 98.60/59.16 98.90/62.35

Zipper 74.20 87.60 97.80 89.10/20.19 96.30/46.44 98.90/53.32

O
b
je
c
t

Mean 76.21 94.71 98.40 91.09/39.53 97.51/61.68 98.50/67.21

MEAN 81.33 96.25 98.81 92.09/41.62 97.52/58.18 98.25/63.19

Figure 6 (Color online) Comparison of recovery results of three methods. IIHP improves the recovery of details when compared

to ImI (red box), while the recovery of abnormal and normal in HIP is more as expected.

addresses this limitation by incorporating an HOG image prompt, which improves the recovery of detailed
information. Compared to ImI, IIHP exhibits significantly enhanced performance, which validates the
effectiveness of HOG images in this context. These prompts provide low-level details for the masked
regions, which, when combined with contextual information, enable more accurate recovery. For example,
in the Grid category, AUROCdet improves from 64.6% with ImI to 100% with IIHP and AUROCseg

increases from 84.8% to 99.2%. Notably, APseg, which better reflects the details of anomaly segmentation,
rises from 12.55% to 46.32%. These improvements demonstrate that HOG prompts provide sufficient
detail to align recovery with the AD objectives. As shown in Figure 6, IIHP produces significantly better
recovery results in the normal region (highlighted in the red dashed box) compared to ImI. However, the
IIHP is still limited. Since the contextual information may contain original anomaly data; thus, anomaly
regions may still be recovered. The HIP model further improves the performance by introducing normal
sample prompts and discarding the original input, thus avoiding the interference of anomalous features in
the context. Figure 6 illustrates how HIP achieves a more detailed recovery of normal regions compared
to IIHP. The quantitative results of the MVTec-AD dataset, presented in Table 6, confirm that HIP
significantly outperforms IIHP across most subcategories, particularly in terms of AP metrics. These
findings affirm that HOG effectively guides detailed information recovery, whereas the use of normal
image prompts ensures more accurate recovery of normal thereby regions, enhancing AD accuracy.
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Table 7 Ablation experimental results of the recovery network on MVTec-AD [15] and KolektorSDD2 [16]. The best results are

in bold.

Recovery

network

Discriminative

network
MVTec-AD

KolektorSDD2

Input Loss Texture Object

Original

image

Recovery

image
LD LS AUROCdet AUROCseg APseg AUROCdet AUROCseg APseg AUROCdet AUROCseg APseg

✗ ✔ ✗ ✔ ✗ 99.6 97.8 53.6 98.3 98.0 63.5 94.8 98.2 47.7

✗ ✔ ✗ ✔ ✔ 98.9 97.6 54.0 98.5 97.9 65.0 94.2 98.0 49.3

✔ ✗ ✔ ✔ ✗ 99.4 97.6 54.6 96.3 97.6 65.0 94.9 98.3 53.1

✔ ✗ ✔ ✔ ✔ 99.7 97.8 55.2 98.4 98.5 67.2 96.2 98.8 54.6

Table 8 Experimental results of introducing self-correlation loss for different backbones on MVTec-AD [15].

RD +LS WideResNet50 +LS Redi W/O. LS +LS

AUROCdet 98.7 98.8 (+0.1) 94.3 96.7 (+2.4) 97.3 98.8 (+1.5)

AUROCseg 97.8 98.9 (+1.1) 94.6 97.6 (+3.0) 97.6 98.2 (+0.6)

APseg 60.2 61.4 (+1.2) 54.3 58.1 (+3.8) 61.5 63.2 (+1.7)

4.3.3 Effects of the recovery network

We explore the effects of introducing the recovery network in ReDi for anomaly detection and anomaly
segmentation. When the recovery network is incorporated, the inputs to the reference and recovery
branches of the discriminative network are the original image and the recovery image, respectively. In
contrast, without the recovery network, both branches receive the original image as input. Experiments
are performed on the MVTec-AD and KolektorSDD2 datasets, and the results are presented in Table
7. The introduction of the recovery network results in performance improvements across both datasets
under two different conditions (with or without self-correlation loss). For instance, with self-correlation
loss included, the APseg on the KolektorSDD2 dataset improves from 49.3% to 54.6%, and the AUROC
for AD enhances from 94.2% to 96.2%. Similarly, on the MVTec-AD dataset, performance enhancements
were observed for both texture and object type. For instance, with self-correlation loss (LS), the average
APseg for Texture-type improves from 54.0% to 55.2%, and for the object type, it improves from 65.0%
to 67.2%. Comparable results can be inferred in the alternative setting. The recovery network serves as
an anomaly filter for the recovery branch of the discriminative network, enabling the features extracted
by this branch to effectively highlight anomalies. As a result, feature disparity in anomaly regions became
more pronounced.

4.3.4 Effects of self-correlation loss LS

We first analyze the effectiveness of the proposed self-correlation loss LS by comparing the results of the
ReDi method with and without LS on two benchmark datasets, as shown in Table 7. The results indicate
that the group incorporating LS consistently outperformed the group without LS, demonstrating the
effectiveness of self-correlation loss for AD. Next, we examine the general applicability of LS by integrating
it into two standard distillation models, with the results presented in Table 8. Introducing LS improves
AD and anomaly segmentation performance across all models. For example, in the standard distillation
model using WideResNet50 as the backbone, each of the three metrics improves by approximately 3% with
the inclusion of self-correlation loss. This confirms the strong generalizability of LS. The most probable
reason for this improvement is that LS further enforces the consistency of the distribution between FX

and FY through the correlation constraint. This ensures that the features extracted by both branches in
normal regions remain significantly consistent, which improves the accuracy of detecting normal regions.

region

4.3.5 Prompt image X+ of HIP

Self-generated maps and prompt images are key components of HIP. The results of ablation experiments
(1) and (2) validate the effectiveness of self-generated maps. To further explore the importance of prompt
image X+ as an additional input to HIP, we tested three conditions: (1) no prompt image (“Free”), (2)
sampling the prompt image using a self-supervised method (“Self-supervised”), and (3) sampling the
prompt image using a pre-trained model (“Pretrained”). The difference between conditions (2) and (3)
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Table 9 Effect of the prompt image X+ in HIP. “Free” indicates that no prompt images are utilized and the input contains

only HOG images. “Self-supervised” and “Pretrained” represent the network trained by self-supervised reconstruction and the

pre-trained network (WideResNet50) extracting features and generating X+, respectively. The best results are in bold.

Prompt type Metric Texture Object MEAN

Free

AUROCdet 96.56 94.80 95.39

AUROCseg 97.86 91.78 93.81

APseg 48.81 59.06 55.64

Self-supervised

AUROCdet 97.30 (+0.74) 97.79 (+2.09) 97.63 (+2.24)

AUROCseg 99.26 (+1.40) 95.90 (+4.12) 97.02 (+3.21)

APseg 54.37 (+5.56) 65.04 (+5.98) 61.48 (+5.84)

Pretrained

AUROCdet 99.70 (+3.14) 98.36 (+3.56) 98.81 (+3.42)

AUROCseg 97.80 (-0.06) 98.47 (+6.69) 98.25 (+4.44)

APseg 55.16 (+6.35) 67.21 (+8.15) 63.19 (+7.55)

Figure 7 (Color online) HOG images of the abnormal samples. “HOG-1” indicates bin = 9 and the local region size is 8 × 8.

“HOG-2” indicates bin = 18 and the local region size is 4 × 4. It can be found that the “HOG-2” prompt information is more

detailed.

lies in the methods used to extract features from normal images. In the absence of a prompt image
(“Free”), the recovery task becomes an unconditional image generation task, which makes it difficult to
ensure the quality of the recovered images. Additionally, if the similarity between X+ and X is low, the
prompt image will not provide effective normal feature prompts. Table 9 shows the experimental results of
these three strategies (including “Free”) for extracting X+ to achieve HIP. As expected, without prompt
images, the performance of AD and anomaly segmentation declines significantly. The AD performance
(AUROCdet) decreases by 2%–3%, and the anomaly segmentation performance (AUROCdet) decreases
by 5%–8% compared to a strategy that utilizes prompt images. Among the strategies, the pre-trained
model outperformed the self-supervised model in feature extraction. The X+ sampled by pre-trained
models improves AD and anomaly segmentation metrics by 1%–3% compared to the self-supervised
model. These results demonstrate the effectiveness of using prompted images in HIP.

4.3.6 Effects of different HOG images H of HIP

When extracting HOG, different hyperparameters can produce HOG images with different gradient de-
tails. As shown in Figure 7, HOG images were displayed with various hyperparameters: orientation (bin)
and local region size (size). As bin increased and size decreased, the HOG image captured more detailed
information. However, this level of detail may expose anomalies. To evaluate the effect of different hy-
perparameters on HIP performance, we extracted three sets of HOG images with different parameters
and conducted experiments on the MVTec-AD and KolektorSDD2 datasets. The results are summarized
in Table 10. For AUROCdet and APseg, the best performance is observed when bin = 9 and the size is
8 × 8. Conversely, when the low-level information provided by the HOG image is insufficient to capture
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Table 10 Anomaly detection and anomaly segmentation results of HOG images extracted with different parameters served as

input of HIP on MVTec-AD. For AUROCdet, the best results are underlined. For AUROCseg , the best results are italic. For

APseg, the best results are in bold.

Orientation (bin) Local region size Metric
MVTec-AD Kolek-

Texture Object MEAN torSDD2

4 8 × 8

AUROCdet 97.46 97.94 97.78 94.7

AUROCseg 98.46 96.56 98 .60 98.7

APseg 52.84 66.05 61.65 54.4

9 8 × 8

AUROCdet 99.70 98.36 98.81 96.2

AUROCseg 97.80 98.47 98.25 98 .8

APseg 55.16 67.21 63.19 54.6

18 4 × 4

AUROCdet 97.04 97.98 97.67 94.8

AUROCseg 99.02 96.82 97.55 98.7

APseg 54.70 65.81 62.11 53.4

Figure 8 (Color online) Effect of the weight parameter λS .

the details of the normal region (e.g., bin = 4 and the size is 8 × 8), the recovery results from HIP
degraded, resulting in lower accuracy of both AD and anomaly segmentation. For both datasets, optimal
AD and anomaly segmentation outcomes were obtained when bin = 9 and the size is 8× 8.

4.3.7 Effect of the weight parameter λS for self-correlation loss

In the discriminative network, λS controls the weights of two losses. To examine its impact, we conduct
experiments varying λS across a broader range, as detailed in Figure 8. These experiments were designed
to isolate the effects of λS , with other parameters held constant, to provide a clear understanding of
its influence on ReDi’s performance. Our findings indicate that ReDi’s performance, both in AD and
localization, improves as the weight of the self-correlation loss increases, reaching an optimal balance with
the raw cosine similarity loss at λS = 1. Beyond this value, however, performance declines. We theorize
that this decline is due to an overemphasis on self-correlation, which may overshadow the contributions
of other crucial features, thereby diminishing anomaly discrimination effectiveness.

4.3.8 Effect of feature recovery block

This study explores the effect of the FRB in the ReDi framework. To ensure that the recovery branch
learns features in normal regions consistent with those in the reference branch, Extractor 3 is converted
into a learnable encoder when the FRB is removed. Extractor 3 then serves as the recovery feature.
The results of the ablation experiment, presented in Table 11, show a significant improvement in AD
performance when FRB is combined with HIP compared to the original baseline. FRB further improves
performance after introducing HIP, with the AP increasing from 62.33% to 63.19%. The FRB algorithm
aligns normal features while further filtering anomalous features. Therefore, ReDi demonstrates robust
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Table 11 Anomaly detection and anomaly segmentation results of the feature reconstruction block on MVTec-AD. ‘FRB’ repre-

sents the feature reconstruction block.

HIP FRB AUROCdet AUROCseg APseg

✗ ✗ 97.61 96.67 58.11

✔ ✗ 97.23(−0.38) 97.09(+0.42) 62.33(+4.22)

✔ ✔ 98.81(+1.20) 98.25(+1.58) 63.19(+5.08)

Figure 9 (Color online) Visualization results for the reference features and recovery features.

Table 12 Comparison of complexity and inference time between our ReDi and state-of-the-art methods.

Method Parameters (M) FLOPs (G) Inference time (s)

RIAD [23] 28.8 222.1 0.2234

MKDAD [61] 138.4 30.8 0.0858

RD [1] 83.8 38.9 0.0715

RD++ [78] 166.1 62.0 0.1254

ReDi 106.4 107.2 0.1086

capabilities in AD and anomaly segmentation.

Figure 9 clearly illustrates the differences between the reference and recovery features in anomalous
regions. We also observed differences in AD across different layers attributable to differences in receptive
fields. For example, in the first anomaly case, the anomalous region is detected in both “layer 1” and
“layer 2” but is less apparent in “layer 3”. In the second anomaly, “layer 1” fails to significantly detect
the anomalous region. As a result, we use weighted AD results across all three layers to obtain the final
anomaly localization result (denoted as “Ours”).

4.3.9 Complexity and inference time

In Table 12 [1, 23, 61, 78], we provide a detailed comparison between the proposed ReDi and recent AD
methods [1, 23, 61, 78], focusing on model complexity (as measured by the number of parameters and
FLOPs) and inference time. The ReDi framework, owing to its innovative HIP recovery process, exhibits
a slightly longer inference time compared to the direct distillation scheme RD [1]. This increase stems
from the additional step of recovering the HOG images, which is a critical element of our method’s
enhanced detection capability. Nevertheless, our approach remains competitive in terms of efficiency. For
instance, compared to RIAD [23], which relies on inpainting and requires multiple forward passes, ReDi
achieves faster inference with a single forward pass. In conjunction with the results in Table 2 of the
original manuscript, our method strikes a better balance between parameters and inference time.
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Figure 10 (Color online) Failure cases of the proposed ReDi.

4.4 Limitation

While the proposed method effectively addresses most challenges in AD and segmentation, its performance
is somewhat limited when with “missing” types of anomalies not captured by the HOG map. For instance,
as shown in Figure 10, ReDi struggles in the ‘screw’ class, where the subject lacks the tip. The HOG map
fails to capture low-level information in this region, resulting in inadequate recovery by the HIP and an
inability to segment the anomalous region. Future work will aim to improve our method by introducing
low-level information guidance of normal images.

5 Conclusion

In this paper, we proposed an AD framework called ReDi, consisting of a recovery network and a discrim-
inative network. In the recovery network, we introduced a method named HIP to address two potential
issues in AD. The HIP method incorporates structural and normal semantic information to ensure the
recovery of normal regions while avoiding the reconstruction of original anomalies. Furthermore, in the
discriminative network, we segmented anomalous regions by identifying feature-space discrepancies with
the aid of a pre-trained model. Extensive experiments validated the effectiveness of each module. In
future work, we aim to develop more advanced prompt methods to further enhance AD performance.
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