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HEB FEERE B2 % 2 W

HSZH “processor”. DSP A #E 4 FA “PU” BIFRMARFIE2 BT H B 5, i) «PU” IIFRITIE
BORATIEER. CPU S HBLE 1971 4, GPU HIUE 1993 F (BIR LI A FRE AN GPU), M4k
HEE (NPU) HIHAE 1999 4F. WIXLEIS )RR B, JATRER] LLE AT E e 205 5 A BEA 75 5K,
SRIG 7Y e 3 FoAth B8 p) Bt Ab B R B, BRI TRBER] CPU K. i N ) 5R3), CPU
A LU R PR RE LK, e KB T GPU, NPU B LM ES . NXAME X EE, A CPU #
ARAT AR A A B 1 AR, R LAl EOR R T s PERE CPU L BACE A DSP P, m & GPU.
FUEE NPU B S &Hp «XPU”. NMAINRSITIXEE XPU W RHIEA BT IR Z g <@
“LR AR ZE 5

XS AL B AR AAR 2 0B Ih) i, B4 O RN B A% R, & B Bt AR AT AR,
BE 75 U P LB ) ey R DR E PR R 3R AT A58, T S B — . AN B U i PR MR 2 1HT 26
BRI AN [F) 2R L AL BRSO i i 22 5, 35 B FRAT TR0 R SR ZE A 1) e e a3y, o T I b 3L
ARAKI K A 7 VI IE R 18, Joi% 51 K. R, ASCEEN 02t L F AL B8R 176 AL, T4
H CPU MR BAE RN S AL TTRHE. [N, A3 EZPL DSP. GPU. AL & #l NPU (M 4%
WERES) NFEESEN G, Hp DSP LA TT AR C6000 RFINEESFH, GPU Ll (Nvidia)
AT Tesla Bk T B S5 U AT LFERAM DianNao B JRFE 2% S A FEZRFI Google 2 7] (1)
TPU (tensor processing unit) [0l HFEZH NPU LA (Mellanox) A #] (CL4#7 Nvidia 2 AU
) 1] NP-5 FIFEHE/R (Intel) [ IXP B RS BPEAA A LWECH R 5. RT R,
A A I DPU (data processing unit) [ 308 F 2L 99 NS, AN 20K /E Ak TAE.

FRIMEZEMM B AT TEA CPU, #0 Bbrsl2 A %M mikee. Ttk —1 3w
f¥] DSP, M&5&—A4> 300 W ) GPU, g e i [ Wb — A FH AU il AL i v i, #03E SRAESS %€ 192D
FE O THARA AT SEBL = R RE. SR, XA ) R S AR AR T8 TSRO EAMUAZ it J LA s S 5
JC, BoE JLABIRE IR AT, B A E] 10 T R4 #IERGENZ. MGk, Uin 24, g
s ZIRTIT R 77 SRR 45 J v ) i, FG v A AT — A 22 1 £ ) R b M AR i, S e Ry B I
e RS UK e — AN ERIPR. £ 7T, AN A AR I AL

KRR TARZANT: 5 2 WHER T T HABEBENEAMS, 5 3~6 ToMNH T BT ES
ALFEES (DSP). EITEALEESS (GPU). AL S M E% 4B 2% (NPU) 4 S 2L FY Ab 21 25 X FEACRFE,
57T R T REFR TR AN LA, YRR 8 TR T ML AL B SR R G AR
B, B9 WEE AL

2 TRLESROERGER

LHIAEES (BE AN S, Wi 85, SR A T ACHE <kl N AOALERSS, ARGHT- 38 F AL P 2%
M5, XARAIARVERE S . ThFEREAR . 8o Ut B8 (5, (R AV B AE X A R TH S e
eI 25 50 FERIREDIFE, LR ) )& A BRAR 17128 LA $ (5 5 0 224y (DSP). IR AL B4R
(GPU) MM ALBEEE (NPU), X2 20 4 90 FAM DA A E M & . £ 2 5 i, HTAbs
REEF I A WAL HRES (AL SO IR TRE A R, BRI Z 04 Google A F] 17K & 4b
A TPU O], 2 A 1) DianNao RINRSE S I Ab34E P 25, £ F A ER 38 1M e 24 H AR A 2 B ARH
i CPU, & 5HAREH CPU HEARIME, B CPU 847 R R IR ENE (offloading)
LR BT, @R T G ok m AU AR B AT A W AR S AL A SRR, LT
I8 FH AL 3R I E A 5 R o B ) oKoP B, o A DO 48 B v SRR P (R (1) < B Ok SR AR L
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Utopia of chips
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Figure 1 (Color online) Efficiency and adaptability of different chips

Adaptivity

B 1 DAGES Py 1 25 AR S A 7P A 4 PR SR 2R s Py PR AL 3 B AR e i 1) e SR DA R ER AR TH 5
REJJ, T8 NP A AR 8 e SO PRI A, b R R B A B KAy Ny =R 2R AEBEER S v ASIC
(application specific integrated circuit) > 7 1 FPGA (field programmable gate array) -0 J7. AbEEAS S
R EFE CPU, GPU, DSP %5, j&H Pl gm 2150 A ASIC &I F4F M (application-specific) 1%
FHEE RS B Gl AR A S Fr, ArgfE; FPGA 248 T % Fl A2 U HL I o 1) — i f i il
HLEE, J2n] “Ymfe” WA, FIHERERSCINA A2, (H FPGA [ “4rfe” 548 K
IR, FEERAEZH, 7T L AR, MAEXTYERERTE, ASIC O & df, ARS8 A i
72, FPGA AT 235 Z Ja); AR WS H IRE R, AbFR 3885 F i, FPGA IR, ASIC & i 7.
(EASTE R R IZ PP RARUEFE A R 3 IR B s T2, B anabBEES85 Al ASIC &5 7 At b #0242
AR LG, AR TR AR i A S 2 — Bl ASIC, (H 538 & Y E ASIC W R ZNEE T &G HAE
L, AR HEN R PUE S RS, [ ZHUAZE)y ASIC. thabh, ALBEESE A BT ATz
TR K, 5P ERKRICILE R, Froli sy — 4 K251

L AR 2R E Fr IR A SR2s 3 2458 A M ) — AN B I R (Pareto optimality): #(fg
FEIT ASIC, {H 8 B % r] b B 8808 Fy ST, AERCRE b, & IS #5385 5 il A S Izt vy T FH AL B 4%
O R B LRE; TEIE MM, MTH FI4FE N (application-specific) 1 ASIC i =ik Ak A THI ) 45 2 475k
(domain-specific) FIFITE, AWK A “DSIC (domain-specific integrated cirucuit)”. DSIC 5A4b2H 3%
A A EL BARSS 1L T E, {25 ASIC AHEC L sRA 1 ad M.

Tk DSP. GPU. AT & /7 NPU, 2 IUAEEH &Rl “XPU”, #E A BEE 110G Fr, %
T EAT ZHERARS AR PR sE S BRI T AL B AR BT R E R B AN 6 J7TH N A
(1) 2y —BERMRID A% 20, B4R (2) 7 ZRHES AR HOALED, RIVCSw; (3) N T iR s g e 77 A2
JE, T E R R RE AR S R ONILIE S, BIgIE; (4) 4 7 REMMIERIRCE, Seft 75 Mamfafsg, B
FERTIT RIS (integrated development environment, IDE); (5) 78438 H & BEAC AL FIACAD, BI S FHRE P
B (6) AT A ERRF AR, 8 SRS R TR, B HA% (emulator). ATLA, MR G5 ZE KK
E, ST LA X ). EERFR DSIC Il FE AR, 454 DSIC Rt API (application
programming interface) 77 VA, FlIA1HE K GPU, Kgmik. I gnit fE 2 fREt S5 (R is 1T E
M P AER, RS54 OpenCL O FR{¥) «py E4% R 3L (built-in kernels)” ALl 551 FH 338 1Y
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2 (MEIRFE) TMS320C6678 LHE
Figure 2 (Color online) Computer architecture of TMS320C6678. (a) Top block diagram; (b) C66x block diagram

External memory
controller (XMC)

Data memory controller (DMC) with
memory protect/bandwidth mgmt

4
32kB L1D Boot |
controller
PLLC

JE R B AR AR R, BRSSO T g AR 1L, (B S AL T P A A RO RIYE. (4748 DSIC, W1 DSP, fif ]
TRERZEGRE, BHIEMERE R, (577 (Rt RE IR L.

3 DSP: REHNHIREER

DSP 0 VF & & - L L AR R k. DSP B HIVE I ARH ), ATRT S MP3 #2155 —
I 5G BEHA SR, WK DSP K2 WA £ & 4N, i PCle. LUKK . UART. 12C
&, BHAERZ A, F 8 HAME O TR RAERERSE  BEARRA M T FEHA R R H
By, FrLAMRZ DSP 7= i A B A 3= % MR LT SoC (system on chip) 57, W 2(a) fis. H
& DSP i KIRF FUE 2T B TE T, K28 DSP T 52 A ah &, sl 2
YEN CPU RGHIBHR MBI, £ RS A FEAN G, W8 EDIFE . HEASE T A AT BESs T K&
IR, PrUADIRE U THEAL BN DSP R EEE, GE AL AR, PRSI SRR SRS, 16 7. 24 7.
32 £ 40 755 & A B A XAE “Tfe/\I17. A£TF 4 B, DSP X T 8dixt 575 77 At s R0, Il 7K
BHRTTHIR 0 Bl 347 00 55 R A

TI 22 F]JE DSP &7 Bk, S AATE Iy - S ARAT WA 2 B i A 7). 2019 IAAEENE SN
144 {034, BUGEAIE RIS 50 10564, FEZ A 35%. (FJ9EEEL, [ Intel WO 720 14354, F
T 29%; YARIA B 110 12384, R 25%. T1 AF DSP EE48 3 KFRFI: C2000 R,
BT AD i, Flash 7455, T2 T80 ik . AMasS5 T i C5000 251, 16 A€ f, £
FFEE A A, AL E S 1544 C6000 2%, KA T VLIW (very long instruction word) 4244, &
PPHATFE W AE AT IA B AL 5%, EEA TS . EGIG TR (B0 I s S0 rERe BR T & i)
. NI EL LR 2RI C6678 S fE AN, IR 4R 2 .
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FHIS S DSP AZH S50 W (1 RISC A K2 XA, W 2(b) Fos: #EHE VRS, 54
TP RS RFAFARIES | Load/Store THREHATSEI, (BRI RETHA ARH B R B0, il
KA KAES 5 (VLIW) 3. R s R ) 189 S8R0 B, ofrin T,

3.1 BT VLIW ZHiRSEaE

7E C6000 R DSP H, KA T#KR ST (VLIW) #AR, MR EE i@ 5] N SIMD
(single instruction multiple data) SRSZHL. M 2 B% 16 £i7 4 % 8 fir SIMD #4F, 2| 8 #% 16 £z 4 % 32 fif
M EERAE. N T SRR R B ERAE, C66x RFI DSP WHE T 8 NINRE R TG WAL /A aeE SC1F. 7
ST EL Y B R B AT AR SR 32 A 32 ALIE H A AE AR, 1 HLnT DASZHF 8, 16, 32, 40, 64 f1%E9E
W R AR T T EARE. BN — AN 5% 32 AL FAFEHEFRIAHAR T A7 28 MK 8 L7t — A 40 £ 1)
TF A, RN AHAR A A28 B 5 24 ALId ] DL T A7 FL At A 28 afevkids SCRF 128, 40, 64 A, SARSCHY
Mz “Aebrm B5E RN AL, WA k22 FF 27 A7 28 00 20 BC BOA — MR A Bk 1 17) 72

3.2 FRMRERY

Dife oo LTS RE TR G, 8 S ThREEA TT IR — M ERRE MR B e i — SR AR 2 AT, &
FhRE (M), BNSEEVE SOAE 1 AN N S8 R, UORS BEVE ROl AE. 4 AN TN SE R, 10 HL AT BASCREANR]
FEIERE R E AT, R (). B8 (L) 8 HRAFEFAR . 7330t BiRisH, i, Bt
A3 R] DAAEPRAN JE N 58 O B AT 90°, 270° Bk HRAE, tF S HOLYISEERIE. N HLER, 2006 4
Sparc-T1 AbEEES HIVF SR IG (floating point unit, FPU) $AT — AN RS I TE 2 7 /NI . JLsi,
FeiL eI TEREXS TVF M RE R R B BIE FPCGA A N TR IITE MRS, B E Rk 24 5
YERN—AEESGFR (FPGA HdF ¥ HARZ N DSP #).

3.3 BOBEGNEFEESS

KRS 5EIR T BE B AN I aii, — BRI ST (L1P) KH BRI, — B s 5247
(L1D) R Z B HAHIE. XFESE T A BRI AR, LIP R Z AT B R — A B 1 IH A7
17, RHE — /I (read-allocate) SRB&. FHEIM 5, L1D B2, XA T ik /P EH (least recently
used, LRU) B 0g F1 05 (writeback) AL 4308 4 SUBTINS, IEASSZ R SEEAH B 2 470 B A
it gtk R “dirty” drid, RABIEY B R A7, 8 T3hE ) —BiEiEe 4, Sl KR
BT IR (SRR BT A SR G AE (0 SR S A v RERE IR, A2 5 Rl BIFEfEAS. IX B3I 2
BRI R RES 2, T X TR, #8572 R, MRS 35, WX E X
FE, BT RE A AR, UEAh, DSP MR AFIE AR 2 e 2 BRI e, 1] s i) i 45 452 20
(freeze mode), AJ VAR 1k WS P AR 48 S S7AE 2 A7 Th R R il 1k, BRARh TR R JE ¥4 Ja 3l 1t
R, XL At AR R 7 51k 58 k.

3.4 WHESIFH—HMER

ZIFA R CPU I “HH)”, C6000 RAIMIRMEZ %M DSP, T A% 5] A& FEEE —2itr
i) i, C66x F %1 DSP R4 T HHFL 454 (MFENCE) RASBEZEAE [0 5 56 il ol b1 b — SRR (0T
S TR 0L B — B
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3.5 WHLEEEEIERILIEITHE

DSP #% i B 1 A S B, ST E - HHUR A E (LID). — P %47 (L1P). 2k
GeAE (L2). A fFaslii B A4S 4 KRRV It Jedk. Viin k277855 DSP. #Mil DMA (enhanced
direct memory access, EDMA). P DMA (internal direct memory access, IDMA). #f —EU 4 4E.
PR R AR YT [ 452 T 0SB LR, AN R A% IR e SR [ 5 18 Sa g, 8 1o 80 B 4 i R v s SR S ix
TURA) UL RERE, BMER AR Se T 17, BEE SRR I N, Lo Rt = B T, ik %
KA A S, Atz s iR — IR ). T I LA B Y, RE 53 A e s BRI SRR IN |, ANRE
BE TSR, ZAERREA YR SR AT B EAE CPU FIFAH L.

LA B BT BAE Y, DSP 108 — IR i & AL B G, 45 5805 5 R HEEFK 10
PO AR, SRR SACBERE VSO RF R TE S S AL BE, IR0t 1 3= & 10 e 2 A 18 i 1) 4 1l
BT R P IR RE TR L.

%
x

4 GPU: HiEHITRIHEBINSR

GPU &5 MBI (graphic) AbEEBETHHIE FIACEERS. B 2 BRI IL TSRO R, 41 CPU
JETCIE R R AP B A B IR AT P AT 55 il B P R SR L A B AT IRRFAE, mTBA
WS = E R AT R RN AR R P T E B E= G REEEE. 3 BRI LA F
R Tesla 2RI GPU, Z A&, 29 X — AR THh, GPU JHGEEEH GPU (R
GPGPU) K J&, N4k GPU TEIRFE 2% ST )z N B8 7€ 1 kA,

4.1 REATHIESHEIE (SIMT) ML

HLIR A Z ZEFE (single instruction multiple thread, SIMT) J&Jeffik &% H GPGPU & H ki —
FhAbFR AR AT IR 5L AR S 250 (SIMD) BgA3 225, SIMT H4 T Zh&HENLHI, AR
(thread) # 7] LA ANEE 457, 1 SIMD B4 VLIW, & B AR E AL EHEL (batch load) F14)5Z.
HOX UREMESS GPU MR ALk TR Z R, 2 B DABAE RN AR #8v] DL 703, AR A T
TF RS T @A GPU (R GPGPU). FATE BUGAL B 2 AN THE S8R > R B Re [ e T - 75
AN FEIRIRR, 38 EHeR ] SIMD il R 2R 1. (H2 N T #iil i X s FE I 24 ¥, GPU ¥
XUCLEFRA S (FEDARIA AR GPU HARBFRZ N Warp, /£ AMD AR GPU R R A
Wavefront, # CRFER LM, 53 BL Warp M), 1 EE R LA Warp Jy 547, Xl S [F— 4> Warp
(R FE DA 20 LA 53 ST D 3, A 43 S AUHE [FE TS (converge), IXBARZS 7 3 BUH A A2 5547
MAREF /7RI GPU (S B PR, IX 7RIS AT H ) 26 JE B A B 7 T S Je o R . O T B el 1 [
— Warp W HELELEFES) X (diverge) 5 R I [EZBFF4Y, 16 Tesla 4N, A Warp IR/ BRBI7E 32
Zt2, A A —F
4.2 GPU XF AI B%#F

M AT DLJE 7Rk 1 GPU 2244784k, BL NVIDIA Ampere 224451 AMD RDNA/CDNA Jy
Bil. S, SCREZHERE IR EGHEREIGR. K2 BURFES IR T 32 A7 Bokg B2 V7 s 8 (FP32) 24T
G5, MR AAEEE VI GRI0 J7iE E I 16 A7F A3 (FP16) HEATIRFE S IR Ik, Afiok-> T Il ZRig
FE 2 )R TR A A7, RN F FP16 iz bk FP32 i s, dt— D4 | TR 0R. AMD Wit
“matrix fused multiply-add” &2 EFATIR GG ETHE, SCFF 8 (%A (INTS8). 16 7Y LV &L FP
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J TPC
- /

Host CPU H Bridge H System memory | /l | Geometry controller |

/

/
wu 4 |] SMC |

Host interface &
Viewport/clip/ /I =L SM
Input assembler setup/raster/zcull ! | I cache | | 1 cache |
/

[
TrC TPC [

’
Vertex work Pixel work Compute work / 3 B
distribution distribution | MT issue | | MT issue |

’

T ’
1pC i 1o 1o
I
M M

Interconnection network

“EE GG S e e m
| DRAM | | | | DRAM | | DRAM | | DRAM | \\\\\

DRAM | | DRAM

\

3 (MK E) Nvidia Tesla Z5#E ¥ @Copyright 2008 IEEE
Figure 3 (Color online) Computer architecture of Nvidia Tesla [4] @Copyright 2008 IEEE

(FP16). 16 fii “brain” FP (BF16) 1 32 {7 HUABEVE AU (FP32). NVIDIA Ampere J2Rg it — 42 T
FP32 (it 5#E, GeForce RTX 3090 S£8l 35TFLOPS (GRH FP32), &3 F—1 Turing FIPIfE. It
W, GINHTHITHE YR, NVIDIA Ampere Z2H)E$E: AT4FEM1 shading cores (FH NVIDIA CUDA core
ML), H—AX ray tracing core (RT core) T I# 4 IEERI 1) bounding volume hierarchy (BVH) i
I3, AR 37580155 He tensor cores T2 THAIZE M 25 () THRANHEREME 2. AMD () RDNA 2848 3=
BEAZ O B AU R SR S I O S SR AR A Uk T bR AR M. 2 HT AMD ) Wavefront J2& 64 NMEFE, X
—RI BRI T 32 N, X505 Tesla ZEMR A 32 L2 Warp W& /2 —EUH. KM 32 4
LA HIIC B AL U AT LARZ> Warp 2 SCHIVERETT 4, 54> Warp R B> 251785, [F55
MEAEBUR AT DASZRF R 2 1) Warp (wavefront), M A R HLER & 7 ik s FIBR AL IR .

4.3 IHPEME) “FFEH (zero-overhead)”

TG 3 L BRI L R R AP I R SO0 184 BTN IR, Gl R E SR
SR GEAT WA ) R, SEEGRAF SRR Z BT, T H IS IRAS R A7 56t 75 EJH FEm 1], By DAEE
W EERZAAREEFEMN. (A2 GPU R R TEHIRE, F—A> Warp W HIZLFE B HA TR 246
A I RPRES (FERLFEBANE), Frelo] DB LRI, £ Tesla 448 T, Warp /2 &
BN AL, T8 2 IR FE 2 Warp MRS, 76 Warp [ A5 tHARMK. B4 Warp H1 32 NAT
[ — 48 2 M ZREH N, & — AR (thread) #H H CHIZFAFEIRA, JSZAIW 3 L HFPREHAT, BT
O3 SR RAMCHT T EE, B CAE— A Warp HHRIAFRINLREATRE S “ B (diverge), [Fl—4> Warp
w2 R Barrier KA, R EHAT — KM A S LLBLE (streaming multiprocessor) 4. f—2%
RN R PR RCEEAAR . BRI EEALHI R A C 0 SRR ke S, R B2 B AR 26 90 I
B Warp KA $5 2 RBNAE, T LBIH AN, Nvidia 2 7 B8AH ATF N 2. KPLUK)
FRAR TR 2 TR FE A I BORTE 28 A BEAS (NPU) BARHE LR, FEEIE] “FI8 0T AR
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BB, NSRRI L S e 1 e
4.4 SINFHREBH R BICIER T

GPU FHIHFFIRIIRE BRI (special-function unit, SFU) H T 1HHEE SR, B a@%5. Firi. &
PR, X = MREEE. AR R R ARG S G E R TRk, 3] 7 YERe . IRZEA
U, R EE] TR — AR, w2 BRI, RN THRA &R TR GPU F1
SFU FIPLTE AT B4 28 0 2 Ab 2 345 HLFH 21 “Sigmoid” BECHE AR TT, SFU H 1 TH5 7 9 R b
H Sigmoid THE LK. BhAh, ZFTUABLE GPU #) 72 B T #4828 1 S s ali DR A 1 R
&, M2 GPU H AR 28 (streaming multiprocessor) 145 H4 5128 2% HIAERE — [A) & — Sigmoid
(A L LU AL,

4.5 PREMLUBRAERS

GPU G — DT oM E AL FLES (raster operation unit, ROP), A& 1H [H] BG4 BE & H AL FE
JE dge v ) — ¥, £ A8 FH 55 b RZAR MER FH SR, IX B VF 2 AE Tesla 22K, ROP AL 5
TCH SR ALEEES (texture processor cluster, TPC) R & IEE 2 —. ROP @iLH EM4S TPC &2
BT HAE A S i & UGS SRR N ERAE, B4 ROP 5 DRAM [— /M0 X Bt 82, sl iy
1% (near-memory) 58, B DRAM 43X A 16 GB/s B S v, MEE IR EKRE, BA
ROP (% (6 1) imi/b+ TPC F SM HI%E (16 1), 2 H H AR (ERIL L2 %47) ik
5 SM AH41.

GPU R 232 M [ € B oR B /K 2 1) A] g A2 JFAT AL B 88 A JE . N R RE IR — R
BB GPU ¥ KT “BEAREERE”, N JEfFIA 2 AT AR JHiX CUDA (compute unified device archi-
tecture) i/, 73 GPU 1 <M J7af TR 2 = LHRE. (H2 4R GPU TR BHR R B
H (B @A) B RS A MG 4. B N TR AR, LR GPU &5 7 5 4
I PGEIE K (HAER GPU MHIRETE 2018 58 4 FEEZ HIL TR FPE 2.7% BIRHRGES . WE:
FhE SRR, RE IR SRR R RER T GPU LHRSHIEK, (H2R TIRES AT
E—% GPU KRR JR BTG 5, 78 AR 4K, GPU AHXS X86 HIIEH] CPU A &3 AR
RN T H, BEE AL T RS BRI ET s, X GPU FEIR B S U 37 A R IR A AT e 2
I ) BARREN.

5 Al NiRES: KMEKEAIE

It 255 V% P8 2 = SRR SSURAE R A 3 P AR SRR, YR P ST AE R R 22 1) I P e I . B3 26
54, T AREVR LS S (AP 2 AR AL B 8% (AT &5 ) DUl R &, Forb ELi o i) il e 45 78 A0 1
DianNao RFIGREE S >IAE 3 B (] 4). Google 5K EACHLEE TPU O (18] 5) 4. AT Nk &8 K2 &xt
WA 2] Hhiak Bd R IF g, 23T SIMD 7 2USiIl, H 448 418 T DUE il — M BRI B IZ
B AR A TR AL IS B T Ik B AL Ab, I 2 A — Seod ok B 31 A5 RV RR AR, IZ R AR
BN, SIS AR AR T B LS A YR T B AL R, AR X R B T8RS 2 R RE A P,

5.1 AMIEKEZHET
FENLER 2 2], sREALE ¥R MR 80% LA EiaH &, JF HZ B A R R s,
PRI LB 28 AT IS ARG 17— KR A 5K BB SRR AR sk e AL 2. (21 h B ia S
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Adder tree i i Non-linear
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~E | nEAS N
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A 4
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| .
g . '
L 1
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. I 1 \ E
| Synaptic 1 £
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4 (MEHMFE) EXL DianNao Z4E
Figure 4 (Color online) Computer architecture of Cambricon DianNao
= = o
14 GiB/s ' 30 ClBa 30 GiB/s Weight FIFO
< > m =—>>|__Weight Fetcher)
- G 30 GiBls
5
H ! Local Unified Buffer for Matrix Multiply Unit
B o | s Activations (256x256x8b=64K MAC)
28 tocims| mutler || systolc [citis e (96Kx256x8b = 24 MiB) 24%
14 GiBls <§§ 14GiBls é (Local (64K per cycle) 29% of chip
<D= £ Activation I J‘
a g Storage) [ |
’ (hcemir g Host Accumulators g
% e Interf. 2% (4Kx256x32b =4 MiB) 6% | R
167 GiB/s. - M . " M
— ? port | Activation Pipeline 6% |~ | port
D Off-Chip IO J [ ddr3
[] pata Buffer " . L, d3d;3 . PCle B — 3%
B | — ) © 5 7 Interface 3% | 4. [ Misc.iO 1% | L

5 (M%MFE) Google TPU £#3[E ! @Copyright 2017 IEEE
Figure 5 (Color online) Computer architecture of Google TPU [6] @Copyright 2017 IEEE

TCZ N NN T0 B LR BB 2 A7 A%, g€l 2 1 4R DianNao B 7 16x16 ML) NFU (neural
function unit). FEEZLH NFU @& & 7 A AR sk BB T, 2 JFRERAA I 2 KIEARIE
DaDianNao 10 FHEERLZ AN NFU W] SZBLH INE RAIE 5. Bl G, Google TPU H#EH T & iksh B4 51 )
KE AP HIT 256%256 ] MAC (multiply add components) FF41, —ANE BART PASERR 64k (R IF R iz
BN T mRdhgs sk B is F SRS, I RN R R R, B FIEE SRR B RS AE. (E
DianNao AR T L [ TH TAEM & AR Al | EAEAE 3, 78 Google TPU HHAERL T 24 MB 1
b AR [RIRE, D 7R AT RE SR AR RS AT, T DL R IEHIKG TR A G B e A2 T | Ry
fE B = 5 e 2 on S = 07 50 D R B8 i R E, ek B T U A7 A SR I PR RE T 4.

5.2 FEFEELE

HIXS T DSP SEHNE A, AT Hid S5 K i 5 ZEOREUK, 228 T m8seBl. IF Howit—b it
SRR, R IR B A8 2% 1) R SR B i PR 7 et . A FEAC AR R AT I8 1) —
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KRR, 8 32 fi0/16 £1/8 £1/4 7 /2 £ /1 7 5E RUECERA W] fe. Lk ik EI8 B IT, 82 Al o
A ARG LR AH R 1. €A DianNao T [T JHR W 1 208 A7 W 0 K B2 0§, i B0 T 08 R8sl 1
ik 2§, 7€ Google TPU HY, 16 At 545 RAFMEAE H 32 A7 B JTALRU 4 MB RINEE (4kx256x32 bits)
. A E BT MMU (memory management unit) &N JE BAF= 42— IR & 256 N ICHIH AL MMU
TEf—A 64 kB FIBLEBR (tile). M{EH 8 MIALE AN 16 £ 0 R EERAERT, MMU PA— {8 BE AT
YPRFE AT 16 AL, THEE OIS RV 52— BRI EATT DL EE 256 NEE, FE80HE PR et AR Bl
ERERAE.

5.3 AR

B T AT ARKE BE A, A5 28 I 28 A5 A HhA B H (R i 22 T BB P 2 AR AR — R TO A A, PN AR
UM BT A 3 Rt — 2D = AR 8 2 RAE. RAAM SIS AT DRSS W ok T8 AR 4 B2 kit T2
BRBE—DIRTIHCE. B0 ERCE F R A AT (1) BEZ AT R REICAE; (2) BHw
ZERTCRUE. FHRTEE 1 RSl gy X, SRR N TE AL Cambricon-X MIIEAS, 75 200 #d & B HL T
MMU i HH AR R e, 8 B e a5 2 Fhspl =, AR U FlexFlow-Pro 121, 7
LB F RS — E

AL Ik & 2 A AL B S, B9 T He 2 T g i, (EA 5L 1 H A8 AR 1, B
G-I, & FIRS LM T NS AMIE. wzEsadfiim T BL RISC 77 g L H A K424, 1
Google TPU #54 M#KH CISC (complex instruction set computer) ¥ THERS, 3 CPI £ 10~20
Z 8. X AT D 28 5EonvE A2 B S S MR T K HEZEXT #2, U1 TensorFlow, MXnet, Caffe,
Pytorch &5, H /W ELEH I FIRHELE, T 70 7 00 Bk s & Sl e Ze iR i seil 17 5 S 58 B
PR, J7 (5 PR E N .

6 NPU: AMEHFESLIEMmME

THEPLNZ R TRV R G R RIS T — MR R, W R FAT1HRE . 2 5
VLA, IBM T 1974 4E KA SNA (system network architecture) JRFM LMY, T E AR IBM 1)
RBIHLS Fh BT RIS r) R X 815 i AN 2 SE B TSR, 2B T ASCIT G 2 7 2 i 1Y)
IBM-3174 %1l &%« STENHLAE . 1974 FZATREFIE G4 b, EEAL PR AGL AL AL HE; SNA 5]
ANLLE, FEJE T 355 A FR [ S0, HE 23805 T A AT 55 2045 T M SCRALEE, IF HIE T SNA Jak
RIEM T RHMEFFE (APL) SM&. B 5 2L JLAE BRI 2 B & T I6 R FH I 2 ki 4z, AR/
AL T ARIRINZE, 9 7 AR 24 18] () BL3% B (internetwork communication), 38 FrifEfLZH 21
T 1981 FHH 7L M T HFINAR G HIE (open systems interconnection, OSI) 7 JZ#EA 18] X N5 4k
H—HIEH 2S5, TR,

0 2% Ao BHE 25 1) EH B P 28 R R IR A 8K, S OST AR AL 18 A2 #6532, 4E 2000 4R )=,
NPU &2 AR W 3 A, 25 1 BN LR AL ER A8 T 1999 I, BifE153] 72 SR A A
WRE& V& R IO, I|ANTE RS, WTEA 30 RE R T 500 R NPU Wiscth, FELER %
Bl XPU” FIZFEMMLLAE L ZMEA K. IBM. FEF/R. BRE EZChip (T 2015 E4 Mellanox 4%
V) #RAE T AR R AP, AN Intel [ IXP R 1M1 Mellanox 1] NP 51 25 A B35

FX NPU F* i IR & A 2 57, 78 o AR P SUZ K, T R AR B E A 28, (H 2 EA TR S5 R Rk
AR, Ban# e & B a s AL a5 1% . BB E BT, Bl B, 2P L 10 BN
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Traffic
manager

TOP packet processors
& search engines

1 GbE S Classification
100 GbE
Interlaken Internal TCAM 24x16
bit
ﬁ SDRAM DDR3 controllers ﬁ

6 (M E) Mellanox NP-5 M4 IE2E
Figure 6 (Color online) NPU: Mellanox NP-5

AR (A RRINE, SOLXER DPU 280, AIRZHHMEMTE T NPU SR, Kl Rext iy, 2.
s BAC PR R RGCRE B, AR RAE AR SR TAEIT .

6.1 EHITFESKETFEESS

0 % b T 14 Ty 5 P DA A8 1)~ TR SR~ T R DX 73— M55 & T s )~ 1 o s 1 1k
B — MR TR B B G Rk R N B R S A B A, AR TR T, e
A AL PR GR Ak, B ASEAE RN AL BEAS, UR TR . b s P A T B R A S S
SE R, A5 T TS il A B SR e . ANE T GPU, 3 AL B RE AN X 245 Ab BE 25 1)
A, AT BLRIE SCRE OST 7 J2 WS H AN [ J2 U0 R A 0 45 050 FR) v 280 B 28I A 2 X 2% A 2 25 LB PR 48 A

6 N EZchip HOfrHE ) NP-5 W48 40 85 B 280 &1, 1228015 F 4 1T AL B A% 2047 I 2% Ab 2R
P AN FAESS . NP-5 (1 B4 NP-4 J2 MV S E A 100 Ghps HUFE S LLR M M 2% kb B 25, BT NP-5 &
ZAEhRFRMERESE B B T 240 Gbps B & Z. ARSI A FE 23 (task optimized processor, TOP) s& NP %
FH R AL PR AR A% 0, J& DARUK G D7 NS R AL BE AR . NP-1 FRRE AP SE 2~7 8 fm
BT FE N 10 Gbps. A — A FUR T4 i) Ab 252 85 O b B 428 1) P [HI B A 1045 11 . EZchip SR T4
ZwAe, BA T NP-1 BB RIS, GARIL w4 . 28 A1 07 528, BLAMECIRHEH M 2g # . BR i
gy Fr s HAE AR QoS AL IR P FE.

6.2 HEHIFESLIEDENFZ

EZchip FES AL EEZS (TOP) A& Hfg i O ER 7y, | A AT R Z Bk ras. Ry -
FHHIH, TOP WAL 2 LIFIKZ I 77 NHESY, AbBE 4 FhRY AR5 (1) TR AR B A i 4
BRI G (2) AT ARG ETR (5 2~7 J2); (3) R EHs G 5 Bl 2038 =4 I BASITRI /2l 11 (4) {2
HCEL A (AR 2% tH R B e B8 2 B AR IR SE). X 4 PR BRI B T 4 SRR AR
TOPparse, F T TSIk bk, om0, PR SRA4E; TOPsearch, H TARIEMHTIS RIS AR
BRI A . I AP SIS S, TOPresolve, F T 4B K . QoS Fafil. BT % i FIR A4
TOPmodify, il B B O N E. B DEGR BB 2 PIX LB (stage). AT A—A
stage )2 MZIBATHFEIRITEF?, JERIN A 2 M. f—A4> TOP #BAMOLHIRE A7 M as, (H2
HAFTEEHA TOP R, FATAGHX FEFRZ N SPMP (single program multiple packets).

TOP AR A% A& @i b k4 fe, EZChip $E AL gnas K AE S 12t AR8S. XF-F TOPparse,
TOPresolve, TOPmodify #B/& 4 if/K: HUFg (fetch). ¥ (decode) BEIFERELL (exel) 5 H HEAE
K (exe2). (HZ, BRI EE S AME, B RZEARKKTES. JGH TOPsearch, 45
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NPE NPE NPE C
I I\ B AES/DES/SHA/MD-5

North AHB arbiter I

Legend

C AHB/AHB DO
engine engine bridge .
th AHB
12C/UART/ controller south
GPIO/SSP/... AHB slave/ Master on
South AHB arbiter north AHB

APB master
bridge l l Slave only

USB-host Expansion bus PCI Intel XScale
controller controller controller processor

7 (FEGIRZE) Intel IXP MG EELEHE

Figure 7 (Color online) Intel IXP network processor architecture

B — D NAEEE I, HAz O N E R EIE S % (lookup engine).

Intel ) IXP F 51 28 AbHE 2t 2 IRA AR YE M 2849, W] 7. FIHAR NPU —FF, IXP RS540 8
FAA —A RISC ALEEZ#Z (32 711 XScale #%) 1E AR, F T A B F 6P AR, B4 — W%
L H By, 82N NPE (network processor engine), % F4bH CRC &4 70 /4 N
RS ESEERAE. IXP45X RIS 5 2 CFF 3 A~ NPE, 254 NPE-A, NPE-B 1 NPE-C, %
A~ NPE #A MR /70 &, (272 3 4> NPE DJse & A, IX 5 EZChip () NP RV BEES B
ZNARFZRBT) TOP AhERRZ L. SCFRFF L RN 2 245 FE, 1 F SOl T DA B TR0 (A% =
SCERE—AE AR, X5 NP RIIAEZE AU, FTE K NPE hAET ZR A Intel F2ALHIEX
PF, P FEATE ZXE NPE R fE, R B4 R Th ARG R H RI T

6.3 BEERRENRIE

AR ERANTE PR Dy 10X 2% A TS A5 T 320 35 58 A I 1) b 28 0T RN R, 5 v ) i R e P il T AR AR AR
CPU #fe—HE [ 7. AMUNIE EZchip i) NPU J2IZHE, CA4F K NXP [ C5 W20 H 8% th 45
T 5 MNESHANTIRE R S W P AL FLEE AN 16 ANELE T RISC AL IWIETE Ab FHEE, FLgh A 1) M 2 0 st ml 48T
A7 . 2003 & PLDI (ACM Conference on Programming Language Design and Implementation, & i1 %
HUgmAETE 5 SR AL 2R =) W EA¥HS 7 — 8 HBOYE R K830 <Yk IXP 2403
#% (Taming the IXP network processor)” 31 1R f& 150 B 22 I [0 £ Ach B 2% 20 R IR X () 1) R EP) . LS M Gm A
HMEFE R, B S AR AE B0 I 2% A A% O B2 LU AR U 45 44 ) GPU B8 Lk k.

B H AT 28 A B AL QAR S T, A RIIBETEN 10 2] NPU (55— B AR v g2
B R “neural” ALEE, MIAZ “network”. FL A RLEH Ty A1 78 A 1 B AR /b F DL 45 b BEL 25 AR
KITEMENBEFETT 0], T2 /e AL DABUT P2 2 A BE g8 18 22 KOG ) NPU (44 738 4 v
A7, AL H R RO, HA NGRS, MBI RGO 4 RERZ —, TR R
71, TR AL FOIEAE TRESCHL, #IEATIR 2 [ BAT il k. ISR AL R AR RS2 — R
HEE BOR T A AL BE 3827,
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% 1 %tk DSP, GPU, AI itF# NPU
Table 1 Difference among DSP, GPU, AI chips and NPU

DSP GPU AT chips NPU
Application  Digital signal process- Image rendering, high Deep learning, security = Network routing switch-
domain ing, such as video and resolution video pro- monitoring, object reco- ing, store and forward,
audio acquisition, sen- cessing, deep learning gnition, action recogni- network security, etc.
sor signal processing, model training, high- tion, etc.
filtering, and signal en-  performance comput-
hancement ing, etc.
Architecture RISC like, VLIW adop- Isomorphic multi-core, Large scale MAC oper- Heterogeneous multi-
feature tion for high perfor- simple control path, ation array, high-capa- core, task pipeline;
mance; high-performa- single instruction mul- city on-chip cache; sup- gen- eral processor
nce multiplier and mul-  tithreading; high IO  port variable precision core processing control
tiple peripherals, and bandwidth requirement and separated inferenc- plane, dedicated core
RISC processor core for  for processing high- ing and training; sparse  processing data plane;
control plane; multiple definition and high  matrix-optimized com- match between 10 and
IO types and different frame rate images putational performance the network bandwidth
performance
Programming Programming at assem-  Directly call OpenGL, Using existing Al pro- Microcode program-
feature bly language level, com-  DirectX and other APIs gramming frameworks ming, similar to DSP,
bined with part of C for image processing, to define computation has prominent hetero-
language, can control and use CUDA ex- flow diagrams, such as geneity and complex
a large number of mi- tended C language for TensorFlow, MXNet, programming
crostructure level oper-  general programming PyTorch, and Paddle-
ations, and the perfor- Paddle, programming
mance is highly depen- is relatively easy
dent on programming
optimization
Performance Fixed point and floating  Mainly focus on float- Variable precision, low  Highlight fixed-point
characteri- point have correspond- ing-point performance, precision fixed-point for — performance, packet
zation ing products, which are  and the latest GPU has inferencing; Increased processing delay, core

determined according

to the use scenario

mixed precision

precision and process-
ing FPS when training

for image recognition

throughput and high

real-time requirements

7 KRTERLHERFNLLE

R 1 XHTIER) DSP, GPU, AL & A1 NPU MEHHFAE . gifehs i MPEBEZIE 3 NYERZREAT T
PR, BEA 1K 4 B B B E XA, AT LA, LA B S AL T CPU
&, M SR AEL tein, ARGRETE 8, ol 2 MR N AR, ERARRE I ERSAIERE
e, FEES ARG, DU 2 EH KT LR B A RHIE I LR 2, %5 &

7.1 ETRHAERNESERMZIAERFHN, REREEN
AR R 450 (instruction set architecture, ISA) RFE, i % 7 CISC, RISC, VLIW =ANAZK,
AT SR KB LR, TR . VLIW — BRI A T4 ERUR ), 78 20 4D 80 AR, A 4

M — KA BAEE A T VLIW A & Bi% 2 Multiflow, HERE K2~ (Yale University) [iF5EHL
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BE2EZ Josh Fisher 837 F 1984 4F, A 14E VLIW HIgm iR M TR ZH 7T, BX AT REHRT
6 1, ML HSE T —HZ & VLIW Hl#s, BiJ5 Fisher ZURMA T B (Hewlett-Packard) A F]. HEIAA
HIRA D, AAXF VLIW BITTEON G 1 oH B LR 2R 450 U8R 51 2% Eckert-Mauchly Award. 20 tH:
20 90 EACIEE BE /R e 3 KR R A AR, Multiflow BFR ) VLIW AL 2% PG — B A L RISC
CISC HIfHALFE RS, B o ik )=, BME 2 Intel AIEEHEH 2215 (Itanium) 284, B TA-64 %1, X
KA T VLIW 25K, 25 1 50 TA-64 ZEM I Ab 3838 R AR T 1999 4F, BEARY X86 NI, B4 AKE)
PEF| RISC ) ARM Al CISC [ X86 HTiiizHhAL, 2017 2 AR H T LS.

VLIW Kb #5000 5548045 425 il 25 K KMV sk, S 1 B0 A7 T AR R0 A 280k BRI 36 B2, DIRE R A5 3]
THF, H5 CISC F1 RISC AH B K 1) 22 e /e S PR, VLIW BIPERE XS g R0 L BUR, KT K
R4 4 IFAT (instruction level parallelism, ILP) H)TTEAC 4 PR K T8 B, AT B B 1 2 R R
K¥gmr, M HIEH R T — RV AR 0] 8 VLIW AR #0518 5 I L8 1< 5 (machine dependence),
FEHAPR BIHLAS PAT Z BT RS A 23R 1S PR RE I BH B4R T, BbAb, BRI MR 5 SEPRIE REI T8 221K
IH%%2 VLIW SeAat £ 3R, IXWVF2 VLIW ARIRMG) 2 diiA v i 25 AL SR, W4t VLIW
(1) B ARYE e 4 /N B AGR BT T A B E I, X g PEOL AL I SR 2 B 2 FEAIK, XA AT ReE— A
A2 IR 2 FE T, FA 7 20 R VIIW ZEK) S35 UR. TT 8 C6000 %7%1) DSP &4
FELUF B T IX —HOREE 04T PE. BT LA, LS T SERR i B VE R IR R REGH L B EBIRAE 5“1
K&, VLIW 3% BRI E X86, HAAEULI VLIW mije I i); X86 AR 5528 i 5 3] 1 A 8
2528 LR 90% LA b, ASBEUE O FH At H ARA7TE K& B

7.2 TROESNFITE “BIETFE?, MAE “2HTFE”

TEER A 2 L2 (software defined network, SDN) AR Bk J@ i 2 9 Ak & i 1 4% il ~F- i (control
plane) FEHEF1H (data plane), 35I| F [H A2 N ECH T dE 2 D ZA5 S, B A0S 3724 3K . ARP. IGMP,
WA E LS, RZ R T ARSI AR, e o8 th e e, Semfm i, sesbB R kit k. =T 4
DRI BT 55 BEAZ R 7 A1, AT 2 AR 55K 7 B~ T AR 4 1, 75 20 R BTA B
NI TR <% N TR 81 B TR s B o i AN 2 R e ST 4 € e T g s R A o

B VN AT ) ~F T AT S ~F T 100 R S i 30 Al S8 AR A il 56 2 . 0 A R e = ) 48
PRt PERE, X 55 H s 1 TR A VR SR & — S50, 58 2 S 2 1 DRI o ~F T 1) 75 R 22 e AR 3 B
AR 2 5, T B Rl = 1 22 A i R AR B 2k IXAE GPU 1] GPGPU 4k JE A2 H FH
] 0 —BE. DLTE LR UL ISA, 4% X86, ARM, L4 RISC-V 4T 4+ 5 EL R B, #2451
THI PR 5 5 T 25080 P T ) 3 40 B0 2 2 DT B0 b, IR R AR F oK, B T E w4

7.3 ELEMNTERALERMSHIRHERETSHEERE

TR AR E M U E 5, (A& AR IR A H BN R L 5EA CPU AR, A A
(I35 45 5 H5 B 7 SCFE T35 B 52 G 30CH B [ RO AR, il 0 0 Y 38 A AR, Tl CPU FAI 4R
SN Z TR ERBAS, MG, AEFMWEFZH “CH - BE MRS <@ - K
PR SRR E . B4 Mellanox 1 NP R4 NPU, ARG A HIELSE, TN EHRAFH
N B3 P A PR S8 A% A AR5 IXP B MR AL PR3 F 3 HAZ K T XScale 4244, X H] StrongARM
TR, HIX AL A2 E RN, HE Nvidia HIEASRIE LI, M2 i
CUDA ZifE3EE, R SCHF OpenGL, DirectX ] APL
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7.4 SRHAHEEEAN R RTEVRE T E =

DE L HIA B 88505 B T S 3 7 0 /2 8 I 1O R AR B E R, A Al et A7 N80 A
FRYRT SR P 2 RO P RE 750 S I BB AR, YO T RAEVEAN G, LR O AT REBUS T 37 A2, )
Wi AR ] 5 AEVEA L = A = A = Wil ) = R Hsg, Joigse DSP it/ NPU,
WAEH CUDA INFFR) GPU, HEafeal A nl 5 AXE, (H2 I AR L% A B0 A REE T T30 £
BlCESHT A E. FrAUE T FIACBE 2R 8  T H AL (34 /2 F 75 5 0 B R AR SR A R /. 7E K
T, BES T B DSP, B4 1 DSP MIiipHifr, MZNACY NPU HIRUELLL R I 3R At T
PrsepLid. PERE ThAE. PEfr LR oCHE, Mgmfee “fdkm AL, i A st 20, oA
RAET AL, TR (XE S R A2 BRI I R KA. SRS OUN T GPU B2 —#.

7.5 TRAERMMEEIATIBMT

WAER B — e AL PR 2405 O PERE R DL “T7 NBAL —— B AT R B
DSP P REHAT H AL 5% VLIW 484, BIXEE&48 2 g 10 M ERAE, t A RIRIE TR, &
“T7 R ZE—NES. O Ampere 42 GPU M) HURE EESK BIF 05 TF32 (AN [F T 50 B
MOFP32, TF32 KA 19 fidkik: 185680 8 £7, 5 FP32 #FE, HEHGE» HA 10 1) IIZHERE S
15 156 TFLOPS, INTS #EFEM:GEL R A 624TOPS! IX A ) Bt Fr M LE B i i PE BE X868 A
CPU #H/RBE . AMD HEif st 64 #% “% % EPYC”, 340 2.6 GHz, iR H4% IPC (instruction
per cycle) REIAEIIE(E 4, L BYEREM M ATE 600GOPS Ay, imi/NTah#E " TOPS HIEZK.
Bk, BEAR GPU MItERE Rt CPU W%, (B2 GPU HAREH CPU LB 4T M7kt ik )L 4
G, HRERT W LS AT AR ). IX AN TR 5 2% BE I 1) R, 1772 T AT 1 ) 1) R e LR A ) e A
Wi KT R4, (HR IR E N B 15 806 %2, IR A ASTAT.

8 11it: MEFTRLERRGEWRLDKER

AL 5 15 0 Y A 345 2 A BEAR TR AR P AN LA 7 [r), ERAR B — 2R Y A T 28 1) 1l A e
ANTE AL ERAS, 152 2 285 FI AR PGS B T AR iz K i AR B i . 1 HL, % F AR PR 281
R SAER Z I SR N T 5 A X P Re LSy, Hoaz 2058 S AR S IR > R T&
RZEE LY R EE m E KR N, il B SR KRR 60 5, §i 50 440218 FH AL #E 45
R AZE AR 3 i fl 1 A B O i BT S A0 80, AR FE#E T R 30 45, BEAE Bl OB “dim s 32
= PRV GR B IE, KR i AL B SR 5 R AL BB IRAT R R T, FE 2020 4 7 H
#] Communications of the ACM P, 5 — s CEHEH T —NHE&: “ASIC clouds”, 4 AR 2 “ASIC
clouds: specializing the datacenter for planet-scale applications” [8, iX BLf{] “ASIC” il /& & Fh 4 F AL PR
xR IE I, FATHE % F AL B 25 3R 2 A 3G KA. B Z UV T AL B S R G 45 KA LA
TSR AL

8.1 Xt “BUIEFE” HIITEIRM
AT ESE S R RO R IE. & THERIERE, BRI, B RUR R 618 AR e 6 4 1

gy, A SERE RN A, HEsEmm 2 otl, ANOCEHBIANEIREOL T HRT I, 225 AR LE
RErFeAEE. Bril, BLEM CPU MItsHEkEfF L M XPU Al A G, HE ML) 1% HIALBEER 1

372



HEB FEERE B2 % 2 W

KIE.
8.2 EAARIFEA

THR R R TEmE AA R A AL BRSO, I AR L AE Al L 14, BT 25, 21 &
GPENES. THUWES T LA WEN, SRS HEOREA IS, fltn, 51N SR AR5 R A7
(non-volatile memory express, NVMe), FIFH “NVMe oF” $ AN 58 5 i R o0 A SNAF 8 R 45 6L
WA B EHAE PCle W&, AL K. BHRAEEEHE WAV (remote direct memory access,
RDMA); £ HBM (high-bandwidth memory) SZRFHE K H LIRS, o @ 08 P 1 fp
LM SR TS, 1B IR A T HERL 5. fERE S R RO AR S, AT LKA “Chiplet” 45
PRt P AR U R R (IR 58 AN R D RE AN [RIPEREAZ AR B, 4% FH AL 2R 28 B F i J 3.

8.3 MEMUHERMRIES

[ #E w] LI I TE RV ROIE B AT ROR ), B SR b, 0 R A = T TR
ZRIRIL T Wk R R ISR N R FE, ik R T e T IR RS KE Iy, R
MRENSHL T HIES 1SA (F844) EFHE] T DSL (domain-specific language). U1, P4 ufEis
& U5 2 SDN HISUIR L HTE 5, L 1T T 58 SCB% t a8 AN A b i e 350 60, Jes - 2cdhe -~ 1
MgRFEES. ETMKAHEIEH ARM 852 MIPS, 52 X86 HEANE T, HLLE IR B 24 > HEZ 451 U
TensorFlow, JSE Rt | — 8 g SR S B S5 K . iR BRI 9577 221 DSL; 3845 1 7]
PR SQL, ALk —Ff A (declaritive) [ DSL gf2iE 5, A E BN & AR TINS5
Subis

8.4 SEERHM, BT R

X TR RN S — AN R i A 8, PR “one-size-fit-all” 1) ASIC P MLAS
. LG EUNTE R R IREE AN i G e DL i, M DAREEE R B BB — IR ON ) BRI IE 1Y
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Abstract Microprocessor is the core component in modern information systems. The explosive growth of data
volume, fueled by the rapidly evolved technology including big data, artificial intelligence and 5G, demands an
unprecedented high computing capability. It has been believed that domain-specific computing will be one of
the major directions of computer architecture in the post-Moore’s Law era. The evolution of domain-specific
processors is actually always accompanied by general-purpose processors. Digital signal processor (DSP), one of
the typical domain-specific architectures, appeared even earlier than common CPU technology. General-purpose
computing, which has been witnessed to achieve huge commercial success, also shares lots of key technologies to
boost domain-specific architectures, in terms of performance and programmability. By surveying representative
commercial products of DSP, GPU, AI chips and NPU, this paper aims to explore the key architectural features
of these domain-specific architectures, and is supposed to shed some light on the future research and development
of domain-specific computing technology.

Keywords domain-specific processor, digital signal processing, graphic processing, deep learning, network pro-

cessing
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